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Background/Problem Being Solved 

The use of saliency maps as a post-hoc explainable AI (XAI) method for visualizing (and explaining) 

the results produced by deep learning models in imaging tasks often relies on colormaps that suffer 

from several shortcomings, making comparison among different methods harder than necessary. 

Intervention(s) 

We postulate that the user interface (UI) constitutes a critical aspect of XAI solutions, and its design 

should follow the best practices in the field (Figure 1). 

Barriers/Challenges 

The current use of colormaps by post-hoc XAI methods is problematic in many ways, among them 

(Figure 2): 

First, using different colormaps — even with legends — could create uncertainty when distinguishing 

high values from low values.  

Second, rainbow or multi-colored maps overlook the issue of color vision deficiencies that affect 8% of 

males and 0.5% of females.  

Third, and most importantly, the comparison among XAI techniques is not helped by using different 

colormaps across different studies.  

In summary, the absence of metrics for quantitatively comparing and evaluating the quality of XAI 

techniques has forced researchers to do so subjectively, using colormaps. This shifts the burden of 

deciding upon the best results to the visualization step and associated human interpretation, which is 

subjective and potentially costly in highly specialized domains, such as medical image analysis. 



 

 

Outcome 

Three of the most commonly used post-hoc XAI methods use significantly different explanation 

interfaces (Figure 2): 

- CAM (Class Activation Maps), including Grad-CAM, use a heatmap to correlate hot colors with 

salient/relevant portions of the image. 

- LIME (Local Interpretable Model-Agnostic Explanations) generates “superpixels,” which are 

usually shown as highlighted pixels outlined in yellow.  

- SHAP (SHapley Additive exPlanations) values are used to divide pixels among those that 

increase/decrease the probability of a class being predicted. 

Conclusion/Statement of Impact 

The inconsistent use of colormaps for displaying XAI results from different methods violates several 

rules of good UI design, making it hard to compare results and assess their quality in a reliable manner, 

potentially leading to incorrect conclusions and wasted resources. 

Lessons Learned 

Should a saliency map be chosen as the preferred method for an XAI model, careful thought must be 

given to the selection of colors to accommodate for both accessibility and ease of interpretation. 
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Figure 1. UI is a critical part of XAI: ideally, the explanation interface should be interactive, friendly, and easily 

understood by the human user. 



 

 

 

Figure 2. Examples of results from three different XAI methods (Grad-CAM, LIME, and SHAP) for four different 

images. Notice how the structure (including border definition), choice of colors (and their meaning), ranges of values 

and, consequently, meaning of highlighted areas vary dramatically among them. 
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