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PREFACE
Peter Boltuc
UNIVERSIT Y OF ILLINOIS–SPRINGFIELD
THE WARS AW SCHOOL OF ECONOMICS

The aim of this last issue of the Newsletter of the APA
Committee on Philosophy and Computers is to feature some
of the articles we were able to publish over the years. We
published original papers by the late Lynne Rudder (2008),
Jaakko Hintikka (2011, 2013) and John Pollock (2010) as
well as by the eminent philosophers Gilbert Harman (2007),
James Moor (2007), Luciano Floridi (multiple), Gregory
Chaitin (2009), Dominic McIver Lopes (2009), Terry Horgan
(2013) and many others. We are using the archives to
highlight some of the high points. Detailed discussion can
be found in the note from the editor just below the main
block of papers.
We end with a few pointers towards the next steps that the
community of philosophy and computing may be taking
some time soon. This includes creation of an Association
on Philosophy and Computers, afliated with the APA and
potentially other initiatives.

FROM THE ARCHIVES:
AI ONTOLOGY AND
CONSCIOUSNESS
The Shrinking Difference Between
Artifacts and Natural Objects*
Lynne Rudder Baker
UNIVERSIT Y OF M A SS ACHUSETTS A MHERST

Originally published in the APA Newsletter on Philosophy and
Computers 7, no. 2 (2008): 2–5.

Artifacts are objects intentionally made to serve a given
purpose; natural objects come into being without human
intervention. I shall argue that this diference does not
signal any ontological defciency in artifacts qua artifacts.
After sketching my view of artifacts as ordinary objects,
I’ll argue that ways of demarcating genuine substances
do not draw a line with artifacts on one side and natural
objects on the other. Finally, I’ll suggest that philosophers
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have downgraded artifacts because they think of
metaphysics as resting on a distinction between what is
“mind-independent” and what is “mind-dependent.” I’ll
challenge the use of any such distinction as a foundation
for metaphysics.

ARTIFACTS AS ORDINARY OBJECTS

Artifacts should ft into any account of ordinary objects
for the simple reason that so many ordinary objects are
artifacts. We sleep in beds; we eat with knives and forks;
we drive cars; we write with computers (or with pencils);
we manufacture nails. Without artifacts, there would be no
recognizable human life.
On my view—I call it “the Constitution View”—all concrete
objects, except for “simples” if there are any, are ultimately
constituted by sums (or aggregates) of objects. Technical
artifacts—artifacts made to serve some practical purpose—
are, like nonartifacts, constituted by lower-level entities.
Constitution is a relation of unity-without-identity. Unlike
identity, constitution is a contingent and time-bound
relation. To take a simple-minded example, consider a
wooden rod and a piece of metal with a hole just slightly
bigger than the diameter of the rod. When the aggregate of
the rod and the piece of metal are in certain circumstances
(e.g., when someone wants to make a hammer and
inserts the rod into the hole in the metal), a new object—a
hammer—comes into being. Since the rod and the piece of
metal existed before the hammer did, the relation between
the aggregate of the rod and the piece of metal and the
hammer is not identity. It is constitution.
Typically, artifacts are constituted by aggregates of things.
But not always: a paperclip is constituted by a small piece
of thin wire; and a $50 bill is constituted by a piece of paper.
Nevertheless, the piece of thin wire and the piece of paper
themselves are constituted by aggregates of molecules,
which in turn are constituted by aggregates of atoms. So,
even those artifacts (like paperclips) that are constituted
by a single object are, at a lower level, constituted by
aggregates of atoms. For simplicity, I’ll consider artifacts
to be constituted by aggregates of things, not by a single
object. Any items whatever are an aggregate. The identity
conditions of aggregates are simple: aggregate x is
identical to aggregate y just in case exactly the same items
are in aggregate x and aggregate y.

DIFFERENCES BETWEEN ARTIFACTS AND
NATURAL OBJECTS
Technical artifacts have proper functions that they are
designed and produced to perform (whether they
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successfully perform their proper functions or not).1,2
Indeed, the general term for a kind of artifact—e.g.,
polisher, scraper, life preserver—often just names the
proper function of the artifact. An artifact has its proper
function essentially: the nature of an artifact lies in its
proper function—what it was designed to do, the purpose
for which it was produced.3 Moreover, artifacts have their
persistence conditions in virtue of being the kind of artifact
that they are. Put an automobile in a crusher and it—it—
goes out of existence altogether. The metal and plastic
cube that comes out of the crusher is not the same object
(your old clunker of a car) that went in. Since artifacts
have intended functions essentially, they are what I call
“intention-dependent” or “ID” objects: they could not exist
in a world without beings with propositional attitudes.
Natural objects difer from artifacts in at least three ways: (1)
Artifacts (and not natural objects) depend ontologically—
not just causally—for their existence on human purposes.
(2) Relatedly, artifacts are “intention-dependent” (ID)
objects that could not exist in a world without minds.
Natural objects, which can be deployed to serve human
purposes, would exist regardless of human intentions or
practices. (3) Artifacts (and not natural objects) essentially
have intended proper functions, bestowed on them by
beings with beliefs, desires, and intentions.

THE ONTOLOGICAL STATUS OF ARTIFACTS

Many important philosophers—from Aristotle on—hold
artifacts ontologically in low regard. Some philosophers
have gone so far as to argue that “artifacts such as ships,
houses, hammers, and so forth, do not really exist.”4 Artifacts
are thought to be lacking in some ontological way: they are
considered not to be genuine substances. Although the
notion of substance is a vexed one in philosophy, what I
mean by saying that things of some kind (e.g., hammers,
dogs, persons)—Fs in general—are genuine substances
is that any complete account of what there is will have
to include reference to Fs. I shall argue that there is no
reasonable basis for distinguishing between artifacts and
natural objects in a way that renders natural objects as
genuine substances and artifacts as ontologically defcient.
I shall consider fve possible ways of distinguishing
between natural objects and artifacts, all of which are
mentioned or alluded to by David Wiggins.5 On none of
these, I shall argue, do natural objects, but not artifacts,
turn out to be genuine substances. Let the alphabetic letter
“F” be a placeholder for a name of a type of entity.
(1) Fs are genuine substances only if Fs have an
internal principle of activity.
(2) Fs are genuine substances only if there are laws
that apply to Fs as such, or there could be a science
of Fs.
(3) Fs are genuine substances only if whether
something is an F is not determined merely by an
entity’s satisfying a description.
(4) Fs are genuine substances only if Fs have an
underlying intrinsic essence.
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(5) Fs are genuine substances only if the identity and
persistence of Fs is independent of any intentional
activity.
Let us consider (1) through (5) one at a time.
(1) The frst condition—Fs are genuine substances only
if Fs have an internal principle of activity—has its source
in Aristotle.6 Aristotle took this condition to distinguish
objects that come from nature (e.g., animals and plants)
from objects that come from other efcient causes (e.g.,
beds). But this condition does not rule in natural objects
and rule out artifacts as genuine substances. A piece of
gold is a natural object, but today, we would not consider
a piece of gold (or any other chemical element) to have
an internal principle of change; conversely, a heat-seeking
missile is an artifact, but it does have an internal principle of
activity. So, the frst condition does not distinguish artifacts
from natural objects.
(2) The second condition—Fs are genuine substances only
if there are laws that apply to Fs as such, or there could
be a science of Fs—also allows artifacts to be genuine
substances. Engineering felds blur the line between
natural objects and artifacts. Engineering schools have
courses in materials science (including advanced topics
in concrete), trafc engineering, transportation science,
computer science—all of which quantify over artifacts. Since
something’s being of an artifactual kind (e.g., computer)
does not preclude a science of it, the second condition
does not make artifacts less than genuine substances.
(3) The third condition is semantic: Fs are genuine
substances only if whether something is an F is not
determined merely by an entity’s satisfying a description.
Demonstrative reference is supposed to be essential to
natural-kind terms.7 The reference of natural-kind terms
is said to be determined indexically; the reference of
artifactual-kind terms is said to be determined by satisfying
a description.8
Membership in a natural kind, it is thought, is not
determined by satisfying a description, but rather by
relevant similarity to stereotypes.9 The idea is this: First,
Fs are picked out by their superfcial properties (e.g.,
quantities of water are clear liquids, good to drink, etc.).
Then, anything that has the same essential properties
that the stereotypes have is an F. So, natural kinds have
“extension-involving sortal identifcations.”10 By contrast,
artifactual terms (like those I used earlier—“beds,” “knives
and forks,” “cars,” “computers,” “pencils,” “nails”) are said
to refer by satisfying descriptions: “A clock is any timekeeping device, a pen is any rigid ink-applying writing
implement and so on.”11
I do not think that this distinction between how words
refer captures the diference between natural objects and
artifacts.12 The distinction between referring indexically and
referring by description, with respect to natural kind terms,
is only a matter of the state of our knowledge and of our
perceptual systems.13 However gold was originally picked
out (e.g., as “stuf like this”), now we can pick it out by
[what are taken to be] its essential properties: for example,
SPRING 2020 | VOLUME 19 | NUMBER 2
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Gold is the element with atomic number 79. Not only might
natural kinds satisfy descriptions, but also we may refer
to artifacts in the absence of any identifying description.
For example, archeologists may believe that two entities
are both artifacts of the same kind, without having any
identifying description of the kind in question. (Were they
used in battle or in religious rituals?)
Thus, the third condition—Fs are genuine substances only
if whether something is an F is not determined merely by
an entity’s satisfying a description—does not distinguish
natural kinds from artifactual kinds, nor does it rule out
artifacts as genuine objects.14
(4) The fourth condition—Fs are genuine substances only
if Fs have an underlying intrinsic essence—also fails to
distinguish natural from artifactual kinds. Although some
familiar natural kinds—like water or gold—have underlying
intrinsic essences, not all do. For example, wings (of birds
and insects), mountains, and planets are all natural kinds,
but none of them has an underlying intrinsic essence. Their
membership in their kinds is not a matter of underlying
intrinsic properties. Something is a wing, mountain, or
planet not in virtue of what it is made of, but in virtue of
its relational properties. For that matter, something is a
bird or an insect in virtue of its relational properties—its
genealogical lineage. So, having an underlying intrinsic
essence does not distinguish natural objects from artifacts.
(5) The ffth condition—Fs are genuine substances only
if the character of F is independent of any intentional
activity—is the most interesting. According to some
philosophers, the “character of [a] substance-kind cannot
logically depend upon the beliefs or decisions of any
psychological subject.”15 Unlike the frst four conditions,
the ffth does distinguish between artifactual and natural
kinds. An artifact’s being the kind of thing that it is depends
on human intentions. Conceding that the necessity of
intention is a diference between an artifact and a natural
object, I ask: Why should this diference render artifacts
defcient?
If you endorse what Jaegwon Kim has called “Alexander’s
Dictum”—To be real is to have efects—there is no doubt
that artifacts are real. When automobiles were invented,
a new kind of thing came into existence: and it changed
the world. Considering the world-changing efects of the
automobile (and countless other kinds of artifacts), artifacts
have as strong a claim to ontological status as natural
objects.
What generally underlies the ffth condition, I believe, is
an assumption that Fs are genuine substances only if
conditions of membership in the substance-kind are set
“by nature, and not by us.”16 But it is tendentious to claim
that the existence of artifacts depends not on nature, but
on us.17 Of course the existence of artifacts depends on us:
but we are part of nature. It would be true to say that the
existence of artifacts depends not on nature-as-if-we-didnot-exist, but depends on nature-with-us-in-it. Since nature
has us in it, this distinction (between nature-as-if-we-didnot-exist and nature-with-us-in-it) is no satisfactory basis
for a verdict of ontological inferiority of artifacts.
SPRING 2020 | VOLUME 19 | NUMBER 2

The Insignifcance of
Dependence Distinction

the

Mind-Independence/Mind-

There is a venerable—but, I think, theoretically
misguided—distinction in philosophy between what is
mind-independent and what is mind-dependent. Anything
that depends on our conventions, practices, or language
is mind-dependent (and consequently downgraded by
those who rest metaphysics on a mind-independence/
mind-dependence distinction). All ID objects, including all
artifacts, are by defnition mind-dependent, inasmuch as
they could not exist in a world without beings with beliefs,
desires, and intentions. Nothing would be a carburetor in a
world without intentional activity.18 The mind-independent/
mind-dependent distinction is theoretically misguided
because it is used to draw an ontological line in an
unilluminating place. It puts mind-independent insects and
galaxies on one side, and mind-dependent afterimages
and artifacts on the other.
A second reason that the mind-independent/minddependent distinction is unhelpful is that advances in
technology have blurred the diference between natural
objects and artifacts. For example, so-called “digital
organisms” are computer programs that (like biological
organisms) can mutate, reproduce, and compete with one
another.19 Or consider “robo-rats”—rats with implanted
electrodes that direct the rats’ movements.20 Or, for another
example, consider what one researcher calls “a bacterial
battery”21: these are biofuel cells that use microbes to
convert organic matter into electricity. Bacterial batteries
are the result of a recent discovery of a micro-organism that
feeds on sugar and converts it to a stream of electricity.
This leads to a stable source of low power that can be used
to run sensors of household devices. Finally, scientists are
genetically engineering viruses that selectively infect and
kill cancer cells and leave healthy cells alone. Scientifc
American referred to these viruses as “search-and-destroy
missiles.”22 Are these objects—the digital organisms, roborats, bacterial batteries, genetically engineered viral searchand-destroy missiles—artifacts or natural objects? Does
it matter? I suspect that the distinction between artifacts
and natural objects will become increasingly fuzzy; and,
as it does, the worries about the mind-independent/minddependent distinction will fade away. More particularly,
as the distinction between natural objects and artifacts
pales, the question of the ontological status of web-based
objects, for example, becomes more acute.

CONCLUSION

No one who takes artifacts of any sort seriously, ontologically
speaking, should suppose that metaphysics can be based
on a distinction between mind-independence and minddependence. In any case, technology will continue to
shrink the distinction, and, with it, the distinction between
artifacts and natural objects.23
*An earlier version of this paper was presented to the Society of
Philosophy and Technology, Chicago APA, April 20, 2007.

NOTES
1.

There is a lot of literature on functions. For example, see Crawford
L. Elder, “A Diferent Kind of Natural Kind,” Australasian Journal
of Philosophy 73 (1995): 516–31. See also Pieter E. Vermaas and
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Wybo Houkes, “Ascribing Functions to Technical Artifacts: A
Challenge to Etiological Accounts of Functions,” British Journal
for the Philosophy of Science 54 (2003): 261–89. As Vermaas
and Houkes point out, some philosophers take the notion of
biological function to be basic and then try to apply or transform
theories of biological function (which since Darwin are nonintentionalist, reproduction theories) to artifacts. I believe that
Vermaas and Houkes are entirely correct to liberate the theory of
artifacts from the notion of function in biology.

15. Joshua Hofman and Gary S. Rosenkrantz. Substance: Its Nature
and Existence (London: Routledge, 1997), 173.
16. In “A Diferent Kind of Natural Kind,” Australasian Journal of
Philosophy 73 (1995): 516-31, Crawford L. Elder discusses
this point. For an alternative that I fnd congenial, see Amie
Thomasson, “Realism and Human Kinds,” Philosophical and
Phenomenological Research 68 (2003): 580–609.
17. In Chapter One of The Metaphysics of Everyday Life (Cambridge:
Cambridge University Press, 2007), I argued that a distinction
between what depends on nature and what depends on us is
neither exclusive nor exhaustive.

2.

For a thoughtful discussion of functions, see Beth Preston, “Why
Is a Wing Like a Spoon? A Pluralist Theory of Function,” Journal of
Philosophy 95 (1998): 215–54.

3.

More precisely, a nonderivative artifact has its proper function
essentially. The constituter of an artifact inherits the nonderivative
artifact’s proper function and thus has it contingently (as long as
it constitutes the nonderivative artifact).

18. See a lengthy discussion of artifacts (specifcally, of carburetors)
in my Explaining Attitudes: A Practical Approach to the Mind
(Cambridge: Cambridge University Press, 1995), 195-96.

4.

Joshua Hofman and Gary S. Rosenkrantz. Substance: Its Nature
and Existence (London: Routledge, 1997), 173.

20. The New York Times, May 5, 2002.

5.

All the conditions either follow from, or are part of, the basic
distinction that Wiggins draws between natural objects and
artifacts. There is a complex condition that natural objects
allegedly satisfy and artifacts do not: “...a particular constituent
x belongs to a natural kind, or is a natural thing, if and only if x
has a principle of activity founded in lawlike dispositions and
propensities that form the basis for extension-involving sortal
identifcation(s) which will answer truly the question ‘what is
x?’” According to Wiggins, natural objects satisfy this condition
and artifacts do not. David Wiggins, Sameness and Substance
Renewed (Cambridge: Cambridge University Press, 2001), 89. I
am not claiming that Wiggins denies that there exist artifacts,
only that he distinguishes between natural and artifactual kinds
in ways that may be taken to imply the ontological inferiority of
artifacts.

6.

A substance has “within itself a principle of motion and
stationariness (in respect of place, or of growth and decrease, or
by way of alteration).” Aristotle, Physics 192b8–23.

7.

This claim is similar to the notion that natural-kind terms, but not
artifcial-kind terms, are rigid designators. (A rigid designator
has the same referent in every possible world.) However, what
makes the diference between “whale” and “bachelor” is not
that only the former is rigid. Rather, only the former term “has
its reference determined by causal contact with paradigm
samples of the relevant kind.” There is no reason that the terms
cannot both be rigid. See Joseph LaPorte, “Rigidity and Kind,”
Philosophical Studies 97 (2000): 304.

8.

Although Wiggins is an Aristotelian, this is not Aristotle’s view.
For Aristotle, nominal defnitions are reference fxers, used to
identify objects for scientifc study; they contain information that
a scientist has before having an account of the essence of the
objects. Real defnitions are discovered by scientifc inquiry and
give knowledge of the essences of objects identifed by nominal
defnitions. Nominal and real defnitions are not accounts of
diferent types of entities. Rather, they are diferent types of
accounts of the same entities. Members of a particular natural
kind have the same essence (underlying structure). See Robert
Bolton, “Essentialism and Semantic Theory in Aristotle: Posterior
Analytics, II, 7–10,” The Philosophical Review 85 (1976): 514–44.

9.

E.g., Wiggins, Sameness and Substance Renewed, pp. 11-12.

10. Ibid., 89.
11. Ibid., 87.
12. Aristotle would agree with me on this point, I believe. His reason
for downgrading artifacts ontologically is that artifacts have no
natures in themselves.
13. Moreover, indexicality should not be confused with rigidity, which
does not concern how a term gets connected to a referent. For
criticism of Putnam’s confusion of the causal theory of reference
and indexicality, see Tyler Burge, “Other Bodies,” in Thought and
Object, edited by Andrew Woodfeld (Oxford: Oxford University
Press, 1982), 97–120.
14. Joseph LaPorte also holds that some kind expressions (both
natural and artifactual) designate rigidly, and some designate
nonrigidly. See his “Rigidity and Kind,” Philosophical Studies 97
(2000): 293–316.
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19. The Chronicle of Higher Education: Daily News, May 8, 2003.
21. The New York Times, September 18, 2003. The lead researcher,
Derek Lovley, who coined the term “bacterial battery,” is a
microbiologist at the University of Massachusetts–Amherst.
22. Email update from Scientifc American, September 23, 2003.
23. Parts of this paper appeared as “The Ontology of Artifacts,”
Philosophical Explorations 7 (2004): 99–111; other parts will appear
in “The Metaphysics of Malfunction,” Artefacts in Philosophy,
edited by Pieter Vermaas and Wybo Houkes (forthcoming).

Artifacts and Mind-Independence:
Comments on Lynne Rudder Baker’s “The
Shrinking Difference between Artifacts
and Natural Objects”
Amie L. Thomasson
UNIVERSIT Y OF MIA MI

Originally published in the APA Newsletter on Philosophy and
Computers 8, no. 1 (2008): 25-26.

Against contemporary reductivist and eliminativist trends,
Lynne Baker argues in “The Shrinking Diference between
Artifacts and Natural Objects” (2008, following up on her
2007 book) that artifacts should be considered just as
genuine parts of our world as natural objects are. I couldn’t
agree more. Of fve diferent ways in which one might
attempt to distinguish artifacts and natural objects, she
argues, four fail to distinguish them, and the ffth, while
distinguishing them, does not warrant denying that artifacts
are “genuine substances” (2008, 3-4).
The ffth criterion, which Baker admits does distinguish
artifacts from natural objects, is that the “identity and
persistence” of artifacts depends on human intentions
(2008, 3). This ffth criterion admits of (at least) two
interpretations, given two diferent senses in which
artifacts are apparently mind-dependent. First, individual
artifacts are existentially mind-dependent in the sense
that no table, painting, or computer could exist in a world
absent of human intentions—in Baker’s terms, they are
“Intention-Dependent” objects, such that, as she puts it,
“the existence of artifacts depends on us” (2008, 4). This
intention-dependence, moreover, is not just a causal
matter but a conceptual matter or metaphysical matter: the
very idea of an artifact is the idea of an intended product
SPRING 2020 | VOLUME 19 | NUMBER 2
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of human intentionality (cf. Thomasson forthcoming).
Second, artifactual kinds (such as chair, fork, and house)
are often thought to be mind-dependent in the sense that
what it takes for there to be members of the kind, and
under what conditions members of the kind come into
existence and cease to exist, are determined by conditions
we accept as relevant, rather than forming discoverable
features of the world (as the parallel conditions for natural
kinds are supposed to). As Baker puts it, the “conditions of
membership” in the substance-kind are set by us (2008, 4).
So let me add to her case by arguing that neither sense of
dependence should lead us to deny that artifacts are real
parts of our world.
The frst sense of dependence is that individual artifacts are
existentially dependent on human intentions. But there are
important diferences among existentially mind-dependent
entities. Imaginary objects might be said to be existentially
mind-dependent (if they are allowed to exist at all), but
they are the products merely of human thoughts and
intentions. By contrast, artifacts such as tables and chairs
cannot be brought into existence by thought alone, but
also require real physical acts of hammering, assembling,
etc., and depend on their material bases as well as on the
human intentions that (e.g.) endow them with a function.
This alone should help undermine the idea that allowing
the existence of any kind of mind-dependent objects
involves countenancing “magical modes of creation” (cf.
my forthcoming).
Moreover, the thought that any mind-dependence
undermines an (alleged) entity’s claim to existence is based
on illegitimately generalizing from the case of scientifc
entities: If we found out that some posited scientifc entity
(say, a planet or a species of bird) was really just “made
up,” a human creation, we might indeed have reason to
say that Vulcan (or the Key Sparrow) doesn’t exist. But that
refects the fact that planets and animals are supposed to
be mind-independent. The same does not go for artifacts:
the very idea of an artifact (or work of art, fctional character,
or belief or desire) is of a human creation, and so the fact
that (e.g.) a table could not have existed were it not for the
relevant human intentions does nothing to undermine its
claim to existence.
Thus, a mind-independence criterion may be suitable for
would-be natural objects, but not for artifacts (or many
other sorts of thing). Since the very idea of an artifact is
of something mind-dependent in certain ways, accepting
mind-independence as an across-the-board criterion for
existence gives us no reason to deny the existence of
artifacts; it merely begs the question against them (see my
forthcoming). In fact, considering artifacts gives us reason
to be suspicious of proposals for across-the-board criteria
for existence and suggests that we should instead address
existence questions separately, asking in each case what
it would take for there to be objects of the kind and then
determining whether or not those conditions are fulflled—
while acknowledging that criteria for existence may vary for
diferent sorts of thing (cf. my forthcoming).
The second, perhaps more controversial, sense of
dependence is the sense in which the conditions for
SPRING 2020 | VOLUME 19 | NUMBER 2

membership in an artifactual kind, and for the existence,
identity, and persistence of its members, are themselves
mind-dependent. For, as I have argued elsewhere (2003;
2007), what distinguishes the natures of artifactual kinds
from those of chemical or biological kinds is (roughly)
that we—the makers and users of artifacts of various
kinds—determine what features are and are not essential
to being a member of an artifactual kind (like chair, splitlevel, or convertible), in a way that we do not determine the
particular features relevant to being a member of a natural
kind (like tiger or gold).
It is often held, however, that possessing a nature that
is entirely independent of human concepts, language,
etc., which is open to genuine discovery and about which
everyone may turn out to be ignorant or in error, is a central
criterion for treating kinds as real or genuine parts of our
world (Elder 1989, Lakof 1987). If that’s right, we’re left
with the options of giving up an ontology of artifactual
kinds or giving up the idea that possessing discoverable
mind-independent natures is the central criterion for
“really” existing.
I have argued elsewhere (forthcoming) in favor of the
latter route. The thought that, to be real, artifactual kinds
must have mind-independent natures again comes from
borrowing an idea suitable for realism about natural kinds
and assuming it must apply wholesale. For while natural
kinds may have to have mind-independently discoverable
particular natures, to require this of artifactual kinds
misconstrues what it is to be a realist about artifactual
kinds. For, again, if the analyses I have ofered elsewhere
(2003; 2007) are correct, it is just part of the very idea of
artifactual kinds (as opposed to biological or chemical
kinds) that their natures are fxed at least in part by makers’
intentions regarding what features are essential to kind
membership—and so ruling out the existence of any kinds
with natures of that sort merely begs the question against
artifactual kinds.
Let me close by raising one further issue. In her new book
(2007), Baker has given us a detailed account of how we
can understand artifacts and other everyday objects as
constituted by sums of particles, though not identical with
them. This is most welcome work, which takes us a good way
towards understanding the objects we concern ourselves
with in everyday life. But it doesn’t cover all artifacts—if
we think of artifacts in the broad sense, as the intended
products of human labor. For among the artifacts with which
we are most concerned are those I’ve elsewhere (2003b)
called “abstract artifacts”—such everyday objects as novels
and laws of state, songs and corporations. While these, like
other artifacts, are dependent on human intentionality,
such entities as Microsoft, the Patriot Act, or Twinkle Little
Star are not themselves constituted by sums of particles at
all. In fact, it might be said that our interest is increasingly
occupied by abstract artifacts rather than concrete ones,
as paper money is replaced with abstract sums in our
bank accounts, letters replaced with email messages, and
billboards and copies of catalogues with websites. And
beyond these replacements, of course, a whole range of
new abstract artifacts have come to play central roles in
our lives, including computer programs, databases, search
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engines, and the like. A more thorough account of artifacts
must take on this additional project of showing how we
can understand these various kinds of abstract artifacts as
jointly depending on human intentionality and the physical
world, even without being materially constituted at all.
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Explaining an Explanatory Gap1
Gilbert Harman
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Originally published in the APA Newsletter on Philosophy and
Computers 6, no. 2 (2006): 2-3.

Discussions of the mind-body problem often refer to an
“explanatory gap” (Levine 1983) between some aspect of
our conscious mental life and any imaginable objective
physical explanation of that aspect. It seems that whatever
physical account of a subjective conscious experience
we might imagine will leave it completely puzzling why
there should be such a connection between the objective
physical story and the subjective conscious experience
(Nagel 1974).
What is the signifcance of this gap in understanding?
Chalmers (1996) takes the existence of the gap to be
evidence against physicalism in favor of some sort of
dualism. Nagel (1974) and Jackson (1982, 1986) see it
as evidence that objective physical explanations cannot
account for the intrinsic quality of experience, although
Jackson (1995, 1998, 2004) later changes his mind and
comes to deny that there is such a gap. Searle (1984) argues
that an analogous gap between the intrinsic intentional
content of a thought or experience and any imaginable
functionalist account of that content is evidence against
a functionalist account of the intrinsic intentionality of
thoughts. On the other hand, McGinn (1991) suggests that
these explanatory gaps are due to limitations on the powers
of human understanding—we are just not smart enough!
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A somewhat diferent explanation of the explanatory gap
appeals to a diference, stressed by Dilthey (1883/1989) and
also by Nagel (1974), between two kinds of understanding,
objective and subjective. Objective understanding is
characteristic of the physical sciences—physics, chemistry,
biology, geology, and so on. Subjective understanding
does not play a role in the physical sciences but does
fgure in ordinary psychological interpretation and in what
Dilthey calls the “Geisteswissenschaften”—sciences of the
mind broadly understood to include parts of sociology,
economics, political theory, anthropology, literary criticism,
history, and psychology, as well as ordinary psychological
refection.
The physical sciences approach things objectively,
describing what objects are made of, how they work, and
what their functions are. These sciences aim to discover
laws and other regularities involving things and their parts,
in this way achieving an understanding of phenomena “from
the outside.” The social and psychological sciences are
concerned in part with such objective understanding, but
admit also of a diferent sort of subjective understanding
“from the inside,” which Dilthey calls “Das Verstehen.”
Such phenomena can have content or meaning of a sort
that cannot be appreciated within an entirely objective
approach. There are aspects of reasons, purposes, feelings,
thoughts, and experiences that can only be understood
from within, via sympathy or empathy or other translation
into one’s own experience.
Suppose, for example, we discover the following regularity
in the behavior of members of a particular social group.
Every morning at the same time each member of the group
performs a fxed sequence of actions: frst standing on tip
toe, then turning east while rapidly raising his or her arms,
then turning north while looking down, and so on, all this for
several minutes. We can certainly discover that there is this
objective regularity and be able accurately to predict that
these people will repeat it every morning, without having any
subjective understanding of what they are doing—without
knowing whether it is a moderate form of calisthenics, a
religious ritual, a dance, or something else. Subjectively
to understand what they are doing, we have to know what
meaning their actions have for them. That is, not just to see
the actions as instances of an objective regularity.
Similarly, consider an objective account of what is going on
when another creature has an experience. Such an account
may provide a functional account of the person’s brain
along with connections between brain events and other
happenings in the person’s body as well as happenings
outside the person’s body. Dilthey and later Nagel argue that
a completely objective account of a creature’s experience
may not itself be enough to allow one to understand it in
the sense of being able to interpret it or translate it in terms
one understands in order to know what it is like for that
creature to have that experience. Such an account does
not yet provide a translation from that creature’s subjective
experience into something one can understand from the
inside, based on one’s own way of thinking and feeling.
Nagel observes that there may be no such translation from
certain aspects of the other creature’s experiences into
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possible aspects of one’s own experiences. As a result, it
may be impossible for a human being to understand what
it is like to be a bat.
We are not to think of Das Verstehen as a method of
discovery or a method of confrming or testing hypotheses
that have already been formulated. It is rather needed in
order to understand certain hypotheses in the frst place.
So, for example, to understand a hypothesis or theory
about pain involves understanding what it is like to feel
pain. An objective account of pain may be found in biology,
neuroscience, and psychology, indicating, for example,
how pain is caused and what things pain causes (e.g.,
Melzack and Wall 1983). But it is possible to completely
understand this objective story without knowing what it is
like to feel pain. There are unfortunate souls who do not
feel pain and are therefore not alerted to tissue damage
by pain feelings of burning or other injury (Cohen, Kipnis,
Kunkle, and Kubsansky 1955). If such a person is strictly
protected by anxious parents, receives a college education,
and becomes a neuroscientist, could that person come to
learn all there is to learn about pain? It seems that such a
person might fail to learn the most important thing—what
it is like to experience pain—because objective science
cannot by itself provide that subjective understanding.
Recent defenders of the need for Das Verstehen often
mention examples using color or other sensory modalities,
for example, a person blind from birth who knows
everything there is to know from an objective standpoint
about color and people’s perception of it without knowing
what red things look like to a normal observer (Nagel 1974).
With respect to pain and other sensory experiences there
is a contrast between an objective understanding and
a subjective understanding of what it is like to have that
experience, where such a subjective understanding involves
seeing how the objective experience as described from
the outside translates into an experience one understands
from the inside.
In thinking about this, I fnd it useful to consider an
analogous distinction in philosophical semantics between
accounts of meaning in terms of objective features of use,
for example, and translational accounts of meaning.
For Quine (1960), an adequate account of the meaning of
sentences or other expressions used by a certain person
or group of people should provide translations of those
expressions into one’s “home language.” In this sort of
view, to give the meaning of an expression in another
language is to provide a synonymous expression in one’s
own language. Similarly, if one wants to give the content of
somebody else’s thought, one has to fnd a concept or idea
of one’s own that is equivalent to it.
Imagine that we have a purely objective theory about
what makes an expression in one’s home language a
good translation of an expression used by someone else.
For example, perhaps such a theory explains an objective
notion of use or function such that what makes one notion
the correct translation of another is that the two notions
are used or function in the same way. Such a theory would
SPRING 2020 | VOLUME 19 | NUMBER 2

provide an objective account of correct translation between
two languages, objectively described. (This is just an
example. The argument is meant to apply to any objective
account of meaning.)
To use an objective account of translation to understand an
expression as used in another language, at least two further
things are required. First, one must be able to identify
a certain objectively described language as one’s own
language, an identifcation that is itself not fully objective.
Second, one must have in one’s own language some
expression that is used in something like the same way as
the expression in the other language. In that case, there
will be an objective relation of correct translation from the
other language to one’s own language, which translates
the other expression as a certain expression in one’s own
language. Given that the correct translation of the other
expression is an expression in one’s own language “E,” one
can understand that the other expression means E. “Yes, I
see, ‘Nicht’ in German means not.”
This is on the assumption that one has an expression “E” in
one’s own language that correctly translates the expression
in the other language. If not, Das Verstehen will fail. There
will be no way in one’s own language correctly to say or
think that the other expression means E. There is no way to
do it except by expanding the expressive power of one’s
language so that there is a relevant expression “E” in one’s
modifed language.
Let me apply these thoughts about language to the more
general problem of understanding what it is like for another
creature to have a certain experience. Suppose we have
a completely objective account of translation from the
possible experiences of one creature to those of another,
an account in terms of objective functional relations, for
example. That can be used in order to discover what it
is like for another creature to have a certain objectively
described experience given the satisfaction of two
analogous requirements. First, one must be able to identify
one objectively described conceptual system as one’s
own. Second, one must have in that system something
with the same or similar functional properties as the given
experience. To understand what it is like for the other
creature to have that experience is to understand which
possible experience of one’s own is its translation.
If the latter condition is not satisfed, there will be no way
for one to understand what it is like to have the experience
in question. There will be no way to do it unless one is
somehow able to expand one’s own conceptual and
experiential resources so that one will be able to have
something corresponding to the other’s experience.
Knowledge that P requires being able to represent its being
the case that P. Limits on what can be represented are limits
on what can be known. If understanding what it is like to
have a given experience is an instance of knowing that
something is the case, then lacking an ability to represent
that P keeps one from knowing that something is the case.
About the case in which nothing in one’s own system could
serve to translate from another creature’s experience to
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one’s own, Nemirov (1980), Lewis (1998), and Jackson
(2004) say in efect that one might merely lack an ability, or
know-how, without lacking any knowledge that something
is the case. For them, understanding what it is like to have
a given experience is not an instance of knowing that
something is the case, a conclusion that I fnd bizarre.
I prefer to repeat that a purely objective account of conscious
experience cannot always by itself give an understanding
of what it is like to have that experience. There will at least
sometimes be an explanatory gap. This explanatory gap
has no obvious metaphysical implications. It refects the
distinction between two kinds of understanding: objective
understanding and Das Verstehen.
ENDNOTES
1.

For additional discussion, see (Harman 1990,1993). I am indebted
to comments from Peter Boltuć and Mary Kate McGowan.
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Formulating the Explanatory Gap
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Originally published in the APA Newsletter on Philosophy and
Computers 7, no. 1 (2006): 15-16.

Gilbert Harman (2007) purports to illuminate the
intractability of the so-called “explanatory gap” between
the phenomenal aspect of consciousness and an objective
physical explanation of that aspect by constructing a
parallel situation involving translation from one language
to another. While I agree with several points that Harman
makes regarding the nature of phenomenal consciousness,
I have a reservation about his formulation of the explanatory
gap. In what follows, I explain my reservation.
Harman’s formulation is based on Thomas Nagel’s wellknown example of a bat, which Harman describes as
follows:
Nagel observes that there may be no such
translation from certain aspects of the other
creature’s experiences into possible aspects of
one’s own experiences. As a result, it may be
impossible for a human being to understand what
it is like to be a bat.
Harman then explains the structure of a possible translation
that would fll the explanatory gap:
Suppose we have a completely objective account
of translation from the possible experiences of one
creature to those of another, an account in terms
of objective functional relations, for example. That
can be used in order to discover what it is like
for another creature to have a certain objectively
described experience given the satisfaction of two
analogous requirements. First, one must be able
to identify one objectively described conceptual
system as one’s own. Second, one must have in
that system something with the same or similar
functional properties as the given experience. To
understand what it is like for the other creature
to have that experience is to understand which
possible experience of one’s own is its translation.
Harman’s description of the explanatory gap in terms of
translation from bat experience to human experience
seems to face the same problem that Nagel’s description
faces.
Nagel contends that it is difcult to know how physicalism
could be true given that we cannot know what it is like to
be a bat, or, that is, that we cannot know the phenomenal
aspects of a bat’s sensory experiences. Nagel’s bat example
is often said to be so efective because, to any intelligent
person, it seems so obvious that a bat’s sonar is nothing
like any sensory apparatus that we have.
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But exactly why does a bat’s having a unique sensory
apparatus make it impossible to know what it is like to be
one? There are two possible explanations here:
(1) We have to be bats, or at least bat-type creatures
that use sonar, in order to know what it is like to be
a bat. However, we are neither bats nor bat-type
creatures.

Harman’s formulation of the explanatory gap seems
therefore to face the following difculty: Either (i) it is
irrelevant to the cogency of physicalism or (ii) if it is
relevant, any talk of translation is otiose.
REFERENCES
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(2) An objective, physical characterization of a bat
does not tell us what it is like to have sonar, and
hence what it is like to be a bat.

Nagel, Thomas. “What Is It Like to Be a Bat?” Philosophical Review 83
(1974): 435-50.

Consider (1). If (1) is true, it is difcult to see why
physicalism is threatened by the fact that we non-bats
cannot know what it is like to be a bat. While physicalism
is the ontological thesis that, roughly speaking, everything
in this world is physical in the relevant sense, (1) does
not entail any signifcant ontological claim that could
undermine physicalism or indeed any other alternatives. It
implies only that no human theory, whether it is based on
physicalism, dualism, or neutral monism, can tell us what
it is like to be a bat, merely because human beings are
neither bats nor bat-type creatures. Hence, if (1) is the basis
of Nagel’s bat example, it is irrelevant to the cogency of
physicalism.

Nagasawa, Yujin. God and Phenomenal Consciousness. New York:
Cambridge University Press, forthcoming.

Consider (2). If Nagel and Harman rely on this explanation,
then, while (2) is relevant to the cogency of physicalism,
ironically, the apparent vividness of the bat example and
Harman’s illustration about a translation turn out to be
irrelevant. For the plausibility of (2) remains the same even
if we replace the term “bat” with, for example, “human
being.” We know perfectly well what it is like to be a human
being subjectively, but we have no idea how to characterize
it fully objectively and physically. This in itself creates
the explanatory gap between the phenomenal aspect of
consciousness and an objective physical explanation of
that aspect.
The explanatory gap is a very general problem about
characterizing fully objectively and physically the
phenomenal aspect of consciousness. Thus, it does not
really matter whether the phenomenal aspect in question
is related to our own type of experience or to those of other
animals. It is therefore misleading to say that the explanatory
gap is a result of our lacking “a completely objective
account of translation from the possible experiences of
one creature to those of another.” It is a problem of there
being no completely objective account of any experience,
whether it is bat experience or human experience.
Suppose we discover somehow that, surprisingly, there is a
one-to-one correspondence between a bat’s phenomenal
experiences and a human being’s experiences, and that
what it is like to be a bat is identical to what it is like to be
a human being. Alternatively, suppose that we are the only
conscious creatures in the whole universe. The explanatory
gap nevertheless remains unflled because, again, we
still do not know how to characterize fully objectively and
physically what it is like to be a human being.
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Logic as a Theory of Computability
Jaakko Hintikka
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Originally published in the APA Newsletter on Philosophy and
Computers 11, no. 1 (2011): 2–5.

1. DIFFERENT FRAMEWORKS FOR A THEORY OF
COMPUTABILITY
A general theory of computability must rely on some
conceptual framework or other in which the diferent
steps of computation can be codifed and by reference to
which a theory of computability can be formulated. (For
this theory, see, e.g., Davis 1958 or Clote and Krajiček
1993.) Diferent frameworks bring diferent resources to
bear on the structure of computations. For instance, the
Turing machine framework relates the general theory of
computation to questions of computer architecture. The
lambda calculus framework has facilitated the development
of the denotational semantics for computer languages.
The present-day theory of computability can be said to
have come about when the main types of framework were
shown to yield the same concept of computability.
One frequently used framework is recursion theory. (See
here, e.g., Rogers 1967 or Phillips 1992.) In it the notion of a
computable function is captured by means of generalization
of the familiar use of recursive defnitions in elementary
arithmetic. In this framework, computable functions are
defned as (general) recursive functions. (In the following
“recursive function” means what is sometimes called
general recursive function.) The class of recursive functions
is defned as the smallest class of functions containing zero,
successor, and projection functions and closed with respect
to the operations of composition, primitive recursion, and
minimization. Here a projection function Pnm takes us from
the n-tuple x1,x2 ..., xm,,...xn to xm. The minimization function
fg associated with a two-argument function g(x,y) has
as its value fg(y) the smallest x such that g(x,y) = 0, with
the understanding that for all values of z<fg(y), g(z,y) is
computable but ≠ 0. The possibility of forming functions by
composition or by projection is built into the usual notation
of logic. Recursive functions can be either total or partial,
that is defned only on a subset of natural numbers.
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As a preparation for the treatment of minimization functions
it is useful to introduce explicitly the usual notion of
minimum through the following recursive equations:
(1.1)

min (x,0) = 0
min (s(x), s(y)) = s(min(x,y))
min (x,y) = min (y,x)

Here s(x) is the successor of x. As with other recursive
defnitions, the value min (x,y) is determined by the values
min for smaller arguments, and hence can be computed in
the fnite number of steps. Then x ≥ can be defned as the
equation min (x,y) = y.

2. COMPUTATIONS AS LOGICAL PROOFS

There is one more class of formal operations of which
you can ask whether they can serve as a framework of
computability theory. They are formalized deductions.
The basic idea of trying to use them as a framework for
computations is clear. It is to construe the computation of
the value a = f(b) of the function f for the argument b as a
deduction of the equation a=f(b) in a suitable system of
number theory.
At frst sight, this looks easy. For instance, computations of
value of a primitive recursive function from their defning
equations is accomplished by the repeated use of two rules

Very little reasoning beyond (S.1)-(S.2) is needed. If for
some value b of y it is the case that
(2.2)

(∀x)(g(x,b)≠0)

In this case a proof for (2.2) can be found in a fnite number
of steps, since g is assumed to be recursive. For the same
reason, we can compute, for a given value b of y, the values
of g(0,b), g(1,b), ... . If (2.2) is not true, then for some d
we have g(d,b)=0. Then fg(b) is the smallest x for which
g(x,b)=0. This will be found by computing g(d-1, b), g(d2,b), ... This presupposes that g(0,y), g(1,y),...,g(d,y) are
defned; otherwise fg(y) is not defned. But this is in keeping
with the usual recursion theory. (See Phillips 1992, p.112.)
The only deductive rules needed for this purpose are
(S.1)-(S.2) plus suitable propositional inference rules. This
argument shows that if computations using a function
g(x,y) can be construed as frst order deductions, then so
can computations using the corresponding minimization
function fg(y).
Thus all computations of the values of a general recursive
function can be construed as deductions. The premises
of these deductions include their defning equations
plus defnitions of the minimization functions used in the
computation. These defnitions can be taken to be of the
form (2.1).

(S.1)

Substitutivity of identicals

The recursive function thus defned is usually a partial
function. Only when it is the case that

(S.2)

Substitution of a term for a variable

(2.3)

We can restrict (S.2) to substitutions of constant terms for
variables. It is convenient to think of all the applications of
these rules as taking place in a conjunction of equations
whose variable are all bound to suppressed outside
universal quantifers. But what are the relevant equations?
What other premises are perhaps needed? (They can be
thought of as additional conjuncts.)
These equations and other premises should express
operations (listed above) used to form general recursive
functions. All these operations can obviously be expressed
in the form of equations except for the formation of
minimization functions. In order to accommodate these
we can extend the class of deductive premises used in the
deductions that are interpretable as computations. This can
be done by introducing as the relevant extra assumption
the conditionals
(2.1)

(g(x,y) = 0) ⊃ (g(fg(y),y) = 0)
(g(x),y) = 0) ⊃ min ((x,fg(y)) = fg(y))

How can computations using (2.1) be captured deductively?
These deductions cannot any longer be merely sequences
of equations. They must also involve applications of
some propositional rules, since we are now dealing with
propositional combinations of equations. Negations of
formulas are not involved, for negations occur in (2.1) only
in front of identities.
PAGE 10
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do we have a total function.
If for some reason an instance of (2.3) is false for some
value b of y, then a proof of the negation
(2.4)

(∀x)(g(x,b)≠0)

can be found in a fnite number of steps.

3. DEDUCTIVE PROOFS AS COMPUTATIONS

This does not answer the question whether logic can serve
as a theoretical framework for computation theory. For this
purpose it has to be required that sets of premises of the
deductions that reproduce any given computations can
somehow be represented by logical formulas doing the
same job.
At frst sight, this seems easy. We can transform frst-order
formulas into premises for a computation on the basis of
equations as follows:
(a) All formulas are transformed into a negation normal
form.
(b) All predicates are replaced by their characteristic
functions.
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(c) All existential quantifers are eliminated in terms of
their Skolem functions. That is, each subformula of
the form (∃x)F[x] is replaced (in context) by
(3.1)

F[ƒ(y1, y2,...,t1, t2, ...)]

where (Q1y1), (Q2,y2), ... are all the universal quantifers (in
a negation normal form) within the scope of which (∃x)
depends and t1, t2, ... are the terms on which (∃x) depends.
(Note that the variables y1, y2, ... may occur in t1, t2, ...).
The function f is the Skolem function correlated with the
occurrence of (∃x) in question.
This elimination of existential quantifers is assumed to be
carried by step inside out.
(d) Universal quantifers are moved to the beginning of
the formula (or conjunction of formulas in question.
They can be thought of as being suppressed.
The result is a propositional combination of equations and
negations of equations that can be used for computing
values of functions as indicated earlier.
Obviously, in this way we can only compute Skolem
functions with the help of other Skolem functions.

4. RESTRICTIONS ON SKOLEM FUNCTIONS

This nevertheless implies a restriction on the functions that
can be computed in this way. Not any set of equations that
can be used for this purpose can be obtained as Skolem
functions of formulas of traditional frst-order logic (or of
their conjunctions). This is because of the (labelled) tree
structure of traditional frst-order formulas. Because of this
structure, the argument set (y1,y2,...,ty1 ,t2,y) of the Skolem
function f in (3 λ) is the set of variables bound to universal
quantifers with the scope of which (∃x) occurs (plus certain
constants). Because of the tree structure (nesting structure)
of quantifers, the members of these argument sets may
be function terms. Each formally diferent function term
(including as special cases variables and constant) is
considered a diferent argument. Since the (initial) universal
quantifers do not depend on anything, the argument sets
containing only them do not matter.
Because of the tree structure (nesting of scopes) these
argument sets of Skolem functions must have the same
tree structure. They must be partially ordered by class
inclusion with all chains linearly ordered (not branching) in
the upwards direction.
Not all sets of equations (and propositional contributions
of equations) that can be used for computing recursive
functions exhibit such a structure (in the argument sets
of their functions). In other words, the partial ordering
in question must not exhibit any branching upwards. In
such cases, we are dealing with a set of equations (and
their propositional combinations) that can be used in
computation but cannot be interpreted as a set of deductive
premises for a corresponding deduction.
The functions whose argument sets are ordered in this way
cannot be Skolem functions of any set of ordinary frst-order
SPRING 2020 | VOLUME 19 | NUMBER 2

formulas. Hence, not all the sets of defning equation of
general recursive functions can be obtained from ordinary
frst-order formulas.
For instance, if the assumptions that include (2.1) plus the
defning equations listed in the sec. 1, the structure of
the relevant argument sets of the relevant functions is the
following (with inclusion relation included):
(4.1)

{x,y}

{y, fg(y)}

{x, fg(y)}

{y}
Here the upwards chain from {y} branches. The relevant
set of defning equations cannot be obtained as Skolem
functions of a formula in ordinary frst-order logic.
However, if (2.3) is true we can drop the antecedent g(x,y)=0
from (2.1). Then the upwards branching disappears from
(4.1). This is the case when the defnition (2.1) yields a total
function. Accordingly, all total functions are computable by
deductions in ordinary frst-order logic.

5. LIMITATIONS OF THE RECEIVED FIRST-ORDER
LOGIC
Hence it follows that the received logic (the usual frstorder logic) cannot serve as a framework for a general
theory of computation. However, this is merely due to
certain unnecessary limitations of this logic which go
back all the way from its frst foundation by Frege. Frege
overlooked part of the semantical job of quantifers. This
job does not involve only ranging over a class of values
and expressint the nonemptyness or exceptonlessness of
certain (usually complex) predicates in this class. By their
formal dependence on each other quantifers also express
the actual dependence of their respective variables on
each other.
In the received frst-order logic these formal dependencies
between quantifers is expressed by the nesting of their
scopes. In this way we can only express patterns of
dependencies that exhibit a tree structure of the kind
mentioned above. It is obvious that this restricts the kinds
of set of functions that can be represented in ordinary frstorder logic. What has been found here is an example of
these restrictions.
These restrictions are partly removed in what is known
as independence-friendly (IF) logic. It is obtained from
the received frst-order logic by allowing an existential
quantifer (∃y) occurring (in a negation normal form) within
the scope of (∀x). This can be expressed by writing it as
(∃y/∀x). The same efect could be reached without any new
symbols by liberating the use of parentheses.
In IF logic the law of excluded middle does not automatically
hold. Hence it is well suited for discussing partial functions,
for instance general recursive functions. Accordingly, we
have to distinguish the strong (dual) negation ~ from
the contradictory negation ¬. The use of the letter, albeit
PAGE 11
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only sentence-initially, characterizes what is known as
extended IF logic (EIF logic). This logic has two halves. The
∑-half is unextended IF logic while the ∏–half consists of
contradictory negations of IF formulas.
The use of IF logic as a framework of formal reasoning
(formal computation) may seem inappropriate in that there
is now complete axiomatization (no complete set of rules
of inference) for it. However, in recursion theory we can
restrict ourselves to formulas in which all negations (and
sequences of negations) of any kind form atomic formulas
or identities. For this fragment the usual rules of frst-order
logic (other than rules for negation) are valid and can be
used in deductions.
Another aspect of the same situation is that while IF logic
does not admit of a complete proof procedure it has a
complete disproof procedure. (A cut-free proof procedure
for traditional frst-order logic can serve as one.) Conversely,
the ∏11– fragment of EIF has a complete proof procedure
but not a complete disproof procedure.
The same semantics works for an extended independencefriendly (EFI) logic to which the contradictory negation ¬ is
admitted, if only into sentence-initial positions.

6. EIF DEDUCTIONS AND COMPUTATIONS

It is now possible to show how one can transform any given
computation of the value of a recursive function for a given
argument into a logical deduction. A way to do so is obvious
to a competent logician, but a survey of what is involved
is nevertheless in order. The logical operations take place
within the scope of a string of initial universal quantifers. In
that scope, we have a conjunction whose conjuncts specify
the operations used in forming the function in question.
They include:
(i)

The recursion equations for the primitive recursive
functions used for the purpose

(ii) The instances of the projection operation used,
e.g., P12(g(x),h(x,y)) = g(x)
(iii) Defning equations
functions used.

for

all

the

intermediate

(iv) For each of the minimization functions used, for
instance fg(y) obtained from g(x,y), the conjuncts
will include (2.1)
The computation proceeds by means of (S.1)-(S.2). A
branching structure is created by the disjunctions in the
way indicated in sec. 2 above.
The task is to transform this computation into a deductive
argument. Since all the rules used in the computation
are in efect valid deductive steps, what has to be done
is to replace functions by predicates and show how the
computational line of reasoning can be extended so as to
be carried out in terms of the resulting formulas.
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For the purpose, we do the following:
(a) For each diferent term occurring in the equations we
introduce a variable (a constant), if it was not already.
Then we introduce to the conjunction the “defnitions” of
all the new variables as simple functions of others. After
this change, all (function) terms are simple (i.e., involve no
nesting of functions).
An example makes these explanations clear. For instance,
the recursion equations for addition a(x,y) are
(6.1)

a(0,y) = y

(6.2)

a(s(x),y) = s(a(x,y))

Here s(z) is the successor of z. These equations contain
the terms 0,y, a(0,y), s(x) , a(s(x),y), a(x,y), s(a(x,y)). The
new equations with their additional variables might be the
following:
(6.3)

z = s(x)

v = a(z,y)

u = a(x,y)

w = s(u)

The original recursion equations now become
(6.4)

a(0,y) =y

a(z,y) = s(u)

In general terms, after this change, the computation
becomes a matter of applying (S.1)-(S.2) to the new
equations. For instance, the computation of a(2,1) is now
accomplished by the following substitutions where we take
into account the defnitions 1 = s(1), 2=s(1), 3=(s(2):
(6.5)
a(2,1) = a(s(1),1) = s(a(1,1)) = s(a(s(0),1)) = s(s(s(0))
= s(s(0)) = s(2) =3
Each identity results from one of the equations (6.3)-(6.4)
by a substitution of constants for variables.
(b) For each function, say g(x,y), we introduce a
corresponding predicate G(x,y,z) and add to the conjunction
two formulas
(6.6)

(∃z//∀x,∀y) G(x,y,z)

(6.7)

(G(x,y,w) & G(x,y,u)) ⊃ (w=u)

Here (∀x)(∀y)(∀w)(∀u) are among the initial quantifers.
Notice that if we did not have the slash notation available,
we could not make sure (by means of a linear ordering of
diferent quantifers) that the value of z in (6.6) depends
only on x and y. This is where the impossibility of construing
computations as deductions in the received frst-order
logic shows up.
(c) Each atomic formula or identity A(g(x,y)) containing the
term g(x,y) is replaced by
(6.8)

(∀z)(G(x,y,z)⊃A(z))

This can of course be done to all the terms in A at the same
time. The quantifer (∀z) is thought of as being moved to a
sentence-initial position.
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These steps eliminate all functions in terms of predicates.
(d) This change correlates with each simple term, say
g(x,y), an existential quantifer (∃z) that depends only on
(∀x), (∀y). The substitution of numerical values for x and y
combined with an existential instantiation with respect to
z yields a constant that is diferent for each diferent term
g(x,y).
When all these changes have been made, the computation
of the value of a recursive function is transformed into
a formal logical proof. In the proof, each application of
(S.1) remains a substitution of identicals. All substitutions
needed are substitutions of constant terms (terms without
variables) for variables. Each constant term is in the
logical proof introduced by an application of existential
instantiation to a formula (6.6). It follows that the number of
diferent terms introduced in the computation equals the
number of introductions of new constants in the proof by
existential instantiation.
There is another, theoretically simpler way of turning
computations into formal deductions. Assume that a
function of f can be computed from a conjunction of
equations E (perhaps conditional ones like (2.1)) involving
the successor function S and a number of auxiliary functions
g1, g2, ... , gn. Then obviously the computations can be seen
as a deduction of equations of the form
(6.9)

f(a) = s(s( ... (s(0))

from
(6.10)

(∃g1)(∃g2) ... (∃gn) E

But (6.10) is a ∑11 sentence and the deduction can therefore
be transformed into a formal deduction in extended IF
logic, indeed in its ∏11 half for which there exists a complete
(formal) axiomatization (proof procedure).

7. IF LOGIC AS A FRAMEWORK OF
COMPUTATION
Thus EIF logic can serve as a general framework of
computation. Computations can be transformed into
EIT deductions, and deductions can be replaced by
computations. Questions concerning computation can
become problems concerning the deductive structures
(the structures of logical consequence relations) in IF or EIF
logic. (IF logic is equivalent to the ∑11 fragment of secondorder logic while EIF logic also contains as a mirror image
of IF logic an equivalent of the ∏11 fragment.) For instance,
diferent algorithms which in the simple equational calculus
are codifed in the systems S of equations correspond to
diferent deductive premises. For instance, the recipe for
forming the minimization function fg(y) can be expressed in
IF logic in the form of an explicit premises:
(7.1)

(∀y) (∃x)(g(x,y)=0)⊃(g(fg(y), y)=0))
(∀y)(∀x)((g(x,y)=0)⊃(min(x,fg(y)) = fg(y))
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Hence questions of consistency and computational power
can hence be studied by examining the deductive relations
between IF formulas. Likewise, questions of the complexity
of computational processes are translated into questions of
the complexity of formal deductions. (For such questions,
see, e.g., Li and Vitányi 1993.)
It can also be seen that if for a given value of y it is true that
(7.2)

(∃x)(g(x,y)=0)

then the diference between ¬ and ~ (2.1) does not make
any diference. In this case, IF logic as distinguished from
the received frst-order logic is not needed. If this is the
case for all values of y, then the computation of the values
of fg(y) can be carried out in the ordinary frst-order logic
which hence is adequate as a framework for studying total
recursive functions, as is indeed well known.
There nevertheless seems to be a major limitation of
what can be done in this way. For there is no complete
axiomatization (proof procedure) for IF logic. However,
this is not an actual obstacle, for (as was noted) there
exists a complete disproof procedure for IF logic, that is,
a recursive enumeration of inconsistent formulas. (This
follows from the compactness of IF logic.) In fact, a suitable
cut-free proof procedure, such as the tableau method for
the received frst-order logic, or the tree method can serve
this purpose.
Then how do you use the new framework to compute
values of functions? A system of equations is coherent in
an interesting sense if the following is valid in it for each
function f:
(7.3)

(∀y)(∃x)(f(y)=x)

Then for each numeral a you can disprove
(7.4)

~(∃x)(f(a)=x)

But you can disprove this only by deriving a formula of the
form
(7.5)

¬ ~(f(a)=t)

for some constant term t. But all such constants are built
from 0 by means of primitive recursive functions. Hence t
can be taken to be a numeral.
Now f(a)=t must be either true or indefnite. In the second
case, there cannot exist a diferent numeral n* such that
f(a)=n*. For since f(a) can have only one value, it cannot
have a defnite value diferent from n. This is because if it
had, the truth value of f(a) could not be indefnite either.
The detailed development of a logic-based theory of
computability is too large a task to be undertaken in a
single paper. The purpose of this paper is merely to clean
obstacles from the way of such theory.
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Computers 9, no. 1 (2009): 13–15.

In response to our article entitled “A Phenomenally
Conscious Robot?” Igor Aleksander and Pentti Haikonen
were kind enough to write responses (Aleksander 2009;
Haikonen 2009).
Aleksander prefers to start with phenomenal consciousness
from the start of the modeling process rather than adding
on to a functional model. We have no preference in that
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respect. Global Workspace Theory (GWT) is based on a
vast empirical literature with phenomenal experiences
as a major testable ingredient (Baars 2002). LIDA began
“life” as a functional model. We’re happy to start either
way, as long as the result is a working model that also
refects both phenomenal and third-person evidence
about consciousness. Let’s aim at modeling phenomenal
consciousness.
Our hypothesis is that both GWT as feshed out in the
LIDA model and a coherent perceptual feld will prove to
be necessary conditions for phenomenal consciousness.
This doesn’t assert that “phenomenal states are added to
functional structures…” Such functional structures can well
be a necessary attribute of phenomenal consciousness
without phenomenal states being “add-ons.”
The essence of each of Aleksander’s fve axioms for
phenomenally conscious states seems to lie in the notion
of “feeling.” Aleksander’s term “feelings” is nothing but
phenomenal consciousness. This is the famous Hard
Problem of consciousness, but Aleksander does not give
us an answer to it. It is not clear how GWT-LIDA is expected
to solve the Hard Problem if no one else, it is claimed, can
do that.
It is only this requirement that prevents a LIDA controlled,
functionally conscious software agent from satisfying all
fve axioms. Put another way, we believe that given time
and resources, producing such a functionally conscious
software agent or robot, based on the LIDA architecture,
that satisfes all fve axioms except, perhaps, for the
“feeling” requirement, would be a relatively straightforward
project. The question of how to determine whether or not
such a software agent or robot would have “feelings”
would remain, or it might just fade, as has happened with
the defnition of “the essence of life” and other putatively
impossible scientifc questions.
Aleksander further asserts that “a neural substrate appears
to be necessary to satisfy several aspects of the axioms.”
He goes on to assert that “the vividness of phenomenal
experience is helped by creating neural state machines
with states that use a large number of neurons as state
variables.” “Helped,” yes; but “necessary,” is not at all
clear. It seems at least plausible to us that such vividness
could be achieved in a software agent or robot using a
large number of virtual state variables.
Aleksander claims that a sufciently complex neural network
is needed to achieve the perceptual detail and resolution
of phenomenal consciousness. He asserts that this “…may
be difcult to design within a functionalist framework.” We
believe that a functional model, like LIDA, can be designed
to achieve any necessary level of perceptual resolution.
Aleksander next discusses “program branching,” asserting
that:
A non-neural functionalist representation would be
more like frames in movies on flm, which branch
only through some very smart recognition of some
features in stored “coherent perceptual felds”
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rather than a system whose state structure directly
refects the dynamic, branching experience.
“Program branching” assumes an old-fashioned AI symbolic
agent. A LIDA controlled agent would perceive partially
through a slipnet whose recognition occurs via passing
of activation from primitive feature detectors, much like
neural processing, and not like symbolic AI (Franklin 2005;
Mitchell 1993). There are no “stored images” or “stored
‘coherent perceptual felds’.”
In his conclusion Aleksander claims that “It is very difcult
to start with a model based in classical cognitive science,
the mode of expression of which is algorithmic and
implies virtual systems determined through the intention
of a programmer.” Assuming that the model described in
the previous sentence is intended to be the LIDA model
controlling an autonomous agent, the assertion signifcantly
misrepresents LIDA. A LIDA controlled agent is provided by
a programmer with sensing capabilities (sensors, primitive
feature detectors, etc.), action capabilities (efectors),
motivators (feeling/emotions), and a basic cognitive cycle,
including several modes of learning, with which to answer
the continual, primary question for every autonomous
agent, “What shall I do next?” Evolutionary processes
provide biological agents, such as humans, with these exact
same elements for the exact same purpose. A LIDA based
agent in a complex, dynamically changing environment
must go through a developmental period as would a human
child, and would continue learning thereafter. Again, the
LIDA model seems to have been confused with classical
symbolic AI models.
In his response Haikonen writes:
What is functional consciousness? Franklin, Baars,
and Ramamurthy answer: “An agent is said to
be functionally consciousness (sic) if its control
structure implements the Global Workspace
Theory and the LIDA Cognitive Cycle.” However,
this is not a proof. This is a defnition and as such
conveniently eliminates the need to study if there
were anything in this implementation that could
even remotely qualify as and resemble functional
consciousness. This kind of study might be
difcult, because in nature there is no such thing
as functional consciousness.
There are no proofs in science in the sense of evidence so
strong as to not be susceptible to challenge. Such proofs
belong only in mathematics. Every scientifc “fact” is
continually open to challenge. Correct mathematical proofs
are not.
There is a sizable and growing body of evidence from
cognitive science and neuroscience that human minds
(their control structures) implement the essential elements
of Global Workspace Theory (Baars 2002; Gaillard et al. 2009)
and the LIDA Cognitive Cycle (Canolty et al. 2006; Jensen
& Colgin 2007; Massimini et al. 2005; Uchida, Kepecs, &
Mainen 2006; van Berkum 2006; Willis & Todorov 2006).
This satisfes our defnition of functional consciousness
(Franklin 2003).
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Haikonen goes on to assert that:
On the other hand, Merker (2005) has proposed
that phenomenal consciousness produces a
stable perceptual world by distinguishing real
motion from the apparent motion produced by
the movement of the sensors. Franklin reads
this proposition backwards and concludes that
phenomenal consciousness can be produced by
the production of stable perceptual world.
Franklin concluded no such thing. Haikonen begins
his response by correctly asserting that the FBR paper
“propose[s] that providing a functionally conscious robot
with stable coherent perceptual world might be a step
towards a phenomenally conscious machine.” Note his
own phrase “might be a step toward.”
Accusing FBR of faulty logic, Haikonen claims that “…
stable perception cannot be a cause for phenomenal
consciousness. Merker’s original proposition and Franklin’s
conclusion must be suspected.” There was no faulty logic
since the stated conclusion was never drawn. Also, it seems
possible that a stable perceptual world might be part of a
sufcient set of conditions for phenomenal consciousness,
without being necessary. In other words, removing the
stable perceptual world condition from the sufcient set
might render it no longer sufcient, without the removed
condition being necessary for phenomenal consciousness.
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ABSTRACT

The Global Workspace architecture of Baars has been
proposed as a valid model for the mammalian brain. On
the other hand, the Global Workspace Architecture is based
on earlier Blackboard architectures. In these architectures
a common working memory area, so-called blackboard
or global workspace is shared with a number of specialist
modules. This operation calls for a common way of information
representation, a common code that can be understood by
all the specialist modules. The author argues that no such
code exists in the brain and is not required either.
In his recent book Murray Shanahan has outlined a revised
version of the Global Workspace model, where the role of
the common workspace as a working memory is changed
to that of a common communications structure. Shanahan
recognizes the common code problem and ofers a
solution, but it is argued here that the proposed solution
only makes things worse.
The need for a common code can be removed by the
rejection of the global workspace, but then the system will
no longer have the Global Workspace Architecture.

ABOUT THE BAARS GLOBAL WORKSPACE
ARCHITECTURE
The Global Workspace Architecture of Baars (1988) is
a parallel information processing architecture that is
controlled in a serial way. It consists of a number of specialist
modules and a common workspace area. This workspace
is a working memory that is supposed to contain the
intermediate pieces of information that should eventually
converge into the solution of the ongoing cognitive task.
A specialist module is able to transmit its information to
the common workspace area if and only if that information
is more relevant to the ongoing cognitive task than the
information from the other modules. The global workspace
area, in turn, broadcasts continuously its contents to all
specialist modules. These modules should then be able to
process that information and see if their specifc expertise
would allow any relevant contribution.
The Global Workspace architecture is a theatre model of
consciousness. The Global Workspace is a stage where the
consciously perceived mental content comes together for
the attention of the audience, the subconscious specialist
modules.
Baars proposes that the Global Workspace Architecture
is also a valid model for the mammalian brain; the brain
would be organized in a similar way as a collection of
parallel specialist processes or modules and a separate
global workspace area (Shanahan & Baars 2005).
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Baars proposes further that this architecture would allow the
distinction between conscious and unconscious processing
of information. According to Baars, the specialist modules
process information in a parallel sub-conscious way and
only the information that is serially broadcast by the global
workspace is processed in a conscious way. Superfcially this
would dovetail well with the folk psychology observation
of the operation of the brain; we seem to have one serial
stream of thoughts and consciousness, yet it is known that
the brain processes subconsciously and in a parallel way
most of its information. Baars also lists some neurological
fndings for the support of the Global Workspace model of
the brain. Therefore, should we fnally announce the Global
Workspace model as the winner?

PROBLEMS WITH THE BAARS MODEL

Now there is a catch. Baars (Shanahan & Baars 2005)
admits that the Global Workspace Architecture was
inspired by and is derived from earlier Artifcial Intelligence
blackboard systems like those of Hayes-Roth (1985) and
Nii (1986). In fact, the Baars Global Workspace Architecture
is a blackboard system that is described in the terms of
cognitive science. In blackboard systems it is important
that each specialist is able to read and understand what
is on the blackboard. Therefore, there must be a common
way of representation, a common language or code that
each specialist can understand (Corkill 1991). A specialist
module may well use its own representations in its internal
processes, but it must transmit its data using the common
code. Likewise, a common code would be necessary
in the Global Workspace Architecture, where the global
workspace corresponds to the blackboard. In software
simulations of the Global Workspace this requirement
may easily go unnoticed because all information must
anyway be represented as statements in a formal computer
language. However, in actual neural hardware realizations
this requirement emerges as a complication. If the
designer wishes to create a common working memory for
a number of diferent specialist modalities, then he will
soon realize that the information must be represented
in a way that is understood by all the modalities; there
must be a common code. The designer will soon realize
that a common working memory is redundant; distributed
memory function inside the specialist modules will sufce
and no common communication code is necessary if the
modules communicate associatively with each other.
Thus, the author argues that in the brain there is no common
code. The brain utilizes only neural signal patterns that
initially arise from sensory stimuli. Neural signal patterns
in diferent modalities may be associated with each other
without any consideration of their meaning and in that sense
the process is self-coding and correlating. Even higher
level natural language may emerge in this way, without any
low-level common neural code (Haikonen 2007).

THE SHANAHAN MODEL

In his recent, nice book Embodiment and the Inner Life
Murray Shanahan presents an alternative Global Workspace
model, which is inspired by the Baars model. However,
in his model Shanahan rejects the role of the global
workspace as a theatre stage. Originally, Baars describes
the global workspace as a working memory that acts as a
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theatre stage, where the conscious contents of the mind is
played out. Shanahan rejects this and proposes that instead
of a theatre stage, the global workspace should be thought
of as a communications infrastructure, which connects the
various autonomous specialist units with each other (2010,
111). But, according to Shanahan, this infrastructure should
not be taken only as a transmission medium. Shanahan
proposes (2010, 148): “GWS is not only the locus of
broadcast, but also the arena for competition between rival
coalitions and the medium of coupling for the members
of those coalitions.” This infrastructure has limited capacity
and therefore forms a temporally limiting bottleneck; this
would explain the serial nature of consciousness.
In Shanahan’s model, the global workspace infrastructure
explains the conscious/unconscious distinction in a similar
way to that of Baars. Conscious processes are mediated
by the global workspace communication structure while
the specialist units operate unconsciously. The global
workspace would allow an integrated response and it
would enable learning and episodic memory making, etc.
by allowing the various modules to cooperate on the same
topic (Shanahan 2010, 112).
Shanahan is aware of the common code problem and
proposes that there is no need for a lingua franca (2010, 118)
within the framework of global workspace communication
structure. If a module A is to infuence modules B and C, then
this infuence can be mediated by diferent signals; i.e., the
module A would use dedicated codes when transmitting
to diferent modules. Shanahan states: “The signals going
to B and C from A do not have to be the same.” Obviously,
this method bypasses the original problem of common
code, but at the same time it creates further problems.
The module A cannot now broadcast one universal signal
pattern, it has to send diferent signal patterns to diferent
modules. In a way, the transmitting module would now
have to master a number of languages instead of a single,
universal one. During communication the transmitting
module would have to generate a large number of diferent
signal patterns for the receiving modules. This is a hefty
complication.

MODELS WITHOUT GLOBAL WORKSPACE EXIST

Architectures with a number of autonomous specialist
modules may also work without a global workspace as a
working memory and a theatre stage or as a communications
infrastructure. The rejection of global workspace structures
will also remove the need for a common code. The
various specialist modules may well communicate directly
with each other associatively and use various threshold
strategies for signifcance controlled attention. This will still
allow the distinction between conscious and unconscious
operation in the Baars style of contrastive analysis. Each
specialist module would operate basically in the same
way whether the overall operation were “conscious” or
“non-conscious.” The overall operation will display many
hallmarks of consciousness whenever the various modules
are cooperating in unison, focussing their attention on
the same object. In this mode a large number of crossconnections would be activated, allowing the subsequent
forming of associative memories. Therefore, a “conscious”
event would be remembered for a while and could be
SPRING 2020 | VOLUME 19 | NUMBER 2

reported in the terms of the various modalities such as
sounds, words, gestures, etc. The “conscious” stream of
mental events would be a serial one. This is the way of
operation of the Haikonen cognitive architecture (Haikonen
2007). In the Haikonen architecture no common code exists.
Each module broadcasts its own signal pattern, which will
evoke responses associatively in the receiving modules.
There is no need to interpret these signal patterns in
any other way in the receiving modules. A recent robotic
realization proves the practical feasibility of this approach
(Haikonen 2010).
The thalamo-cortical interaction and other neurological
fndings that Baars (Shanahan & Baars 2005) lists as
evidence for the global workspace model may as well if
not better be interpreted as a proof of the existence of
perception-feedback loops, functionally similar to those
proposed by Chella (2008), Hesslow (2002), and Haikonen
(2003, 2007).

CONCLUSIONS

From the biological point of view, a cognitive model that
operates without a common code would be more plausible
than another one that would require such a code. It is not
immediately clear why and how evolution would lead to
such complication, when it is not needed. Therefore, the
author argues that global workspace architectures that call
for a common code are fawed brain models.
Shanahan’s model rejects the global workspace as a
common working memory, but does not really remedy
the common code problem. In Shanahan’s approach the
common code is replaced by a large number of diferent
signal patterns. In comparison to architectures with direct
associative communication between modules, Shanahan’s
model is unnecessarily complex.
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Haikonen’s article is a welcome opportunity to clear
up an aspect of global workspace theory that invites
misinterpretation. The two essential components of the
architecture are a set of parallel specialist processes and a
global workspace. On a frst encounter with Baars’s theory,
it is natural to assume that the “messages” broadcast from
the global workspace to the set of parallel specialists must
conform to some common “representational format.” The
architecture, it seems, demands a psychological lingua
franca. Many cognitive scientists today, in an era when
neuroscience is more directly relevant to understanding
cognition and consciousness, are reluctant to talk in terms
of representations and the “language of thought.” A theory
that apparently demands some sort of universal internal
language will be unattractive to many, including Haikonen
and myself.
But it should be born in mind that the book that introduced
Baars’s theory (A Cognitive Theory of Consciousness) was
published in 1988, and its style of presentation refects
the cognitivist assumptions prevalent at the time. Baars’s
theory is still relevant today to the extent that we can
see beyond these cognitivist overtones to its essential
insights. The idea of a common representational format
can be done away with if we think of the global workspace
as a communications infrastructure that allows local brain
processes to exercise widespread infuence on the rest of
the brain. The challenge then is to characterize this notion
of infuence in a plausible way. This is one of the tasks
attempted in my book, Embodiment and the Inner Life.
Unfortunately, I seem to have been less clear than I would
have liked. If I may be forgiven for the crime of quoting
myself, here is the relevant passage:
If a process A infuences two other process B and C
then the nature of this infuence can be thought of
as mediated by information if 1) a variety of signals
can pass from A to B and from A to C, and 2) the
responses of B and C are sensitive to this variety.
We might expect a given pattern of activation in A
to infuence B the same way on one occasion as
on another, and equally to infuence C the same
way on one occasion as another. But, the signals
going to B and C from A do not have to be the
same. There is no need for further stipulations. The
specifc structure of the signals drops out of the
equation. (118)
Haikonen grants that this avoids the common code
problem, but believes that it creates further difculties.
But he mistakenly asserts that “The module A cannot now
broadcast one universal signal pattern, it has to send
diferent signal patterns to diferent modules.”
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In fact, my account claims that the signals can be
diferent, not that they must be. But this is not the heart
of the misunderstanding, which becomes apparent when
Haikonen suggests that “In a way, the transmitting module
would now have to master a number of languages instead
of a single universal one. During communication the
transmitting module would have to generate a large number
of diferent signal patterns for the receiving modules.”
It would indeed disadvantage my account if any part of
the architecture in any sense had to “master a number of
languages.” This is not at all how I see it (and I don’t think
there is anything in the text of my book to support this
interpretation). The task of “decoding” broadcast signals
is the job of the receiving processes. Moreover, we should
avoid any temptation to smuggle semantics into these
signals. (Hence the scare quotes around “decoding.”)
This decoding business is a matter of fnding (and being
infuenced by) regularities and correlations that are present
in those signals in a purely information-theoretic sense. This
is a job that can be carried out by a Hebbian learning rule,
such as spike-timing dependent plasticity (STDP). The result
is a self-organizing system of global signalling mediated by
the brain’s long-range white matter connections.
Curiously, this viewpoint is almost identical to Haikonen’s.
“In the Haikonen architecture no common code exists. Each
module broadcasts its own signal pattern, which will evoke
responses associatively in the receiving modules. There is
no need to interpret these signal patterns in any other way
in the receiving modules.”
Thus far, Haikonen’s interpretation of my work
notwithstanding, we fully concur. In fact, our approaches are
similar and compatible in many respects. However, there
is a genuine point of disagreement between us. Haikonen
believes he can account for the conscious/unconscious
distinction without appealing to a global workspace
because the operation of his architecture “will display many
hallmarks of consciousness whenever the various modules
are co-operating in unison, focussing their attention on the
same object.” In his 2007 book, Haikonen states that his
model “does not use a global workspace, which is seen
to be redundant as the modules can communicate and
compete directly with each other” (189).
The difculty here is that there is nothing to prevent
competing coalitions of processes (modules) from
simultaneously forming while “focusing their attention”
on diferent objects. In an intelligent artefact that is not
designed to emulate the biological brain, there may be any
number of ways to resolve such conficts. But a fundamental
property of the conscious condition, whether or not it
is realized in a biological substrate, is unity. Only one
coalition of processes at a time can triumph and dominate
the dynamics of the system. In the conscious condition, the
brain and the multitude of processes that constitute it act
as an integrated whole. Global workspace theory accounts
for this because the communications infrastructure of the
global workspace has limited bandwidth. Only one coalition
of processes at a time can gain access to it, funneling the
fow of infuence and information, directing the subject
onto a single, unifed object, or allowing a single, unifed
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thought to form. In other words, global workspace
architecture explains how serial arises from parallel, and
how unity arises from multiplicity.
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Let me start with Hermann Weyl, who was a fne
mathematician and mathematical physicist. He wrote books
on quantum mechanics and general relativity. He also wrote
two books on philosophy: The Open World: Three Lectures
on the Metaphysical Implications of Science (1932), a small
book with three lectures that Weyl gave at Yale University
in New Haven, and Philosophy of Mathematics and Natural
Science, published by Princeton University Press in 1949,
an expanded version of a book he originally published in
German.
In these two books Weyl emphasizes the importance for
the philosophy of science of an idea that Leibniz had about
complexity, a very fundamental idea. The question is what
is a law of nature, what does it mean to say that nature
follows laws? Here is how Weyl explains Leibniz’s idea in
The Open World, pp. 40-41: The concept of a law becomes
vacuous if arbitrarily complicated laws are permitted, for
then there is always a law. In other words, given any set of
experimental data, there is always a complicated ad hoc
law. That is valueless; simplicity is an intrinsic part of the
concept of a law of nature.
What did Leibniz actually say about complexity? Well, I
have been able to fnd three or perhaps four places where
Leibniz says something important about complexity. Let me
run through them before I return to Weyl and Popper and
more modern developments.
First of all, Leibniz refers to complexity in Sections V and
VI of his 1686 Discours de métaphysique, notes he wrote
when his attempt to improve the pumps removing water
from the silver mines in the Harz mountains was interrupted
by a snow storm. These notes were not published until
more than a century after Leibniz’s death. In fact, most
of Leibniz’s best ideas were expressed in letters to the
leading European intellectuals of his time, or were found
many years after Leibniz’s death in his private papers. You
must remember that at that time there were not many
scientifc journals. Instead, European intellectuals were
joined in what was referred to as the Republic of Letters.
Indeed, publishing could be risky. Leibniz sent a summary
of the Discours de métaphysique to the philosophe Arnauld,
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himself a Jansenist fugitive from Louis XIV, who was so
horrifed at the possible heretical implications that Leibniz
never sent the Discours to anyone else. Also, the title of the
Discours was supplied by the editor who found it among
Leibniz’s papers, not by Leibniz.
I should add that Leibniz’s papers were preserved by
chance, because most of them dealt with afairs of state.
When Leibniz died, his patron, the Duke of Hanover, by
then the King of England, ordered that they be preserved,
sealed, in the Hanover royal archives, not given to Leibniz’s
relatives. Furthermore, Leibniz produced no defnitive
summary of his views. His ideas are always in a constant
state of development, and he fies like a butterfy from
subject to subject, throwing out fundamental ideas,
but rarely, except in the case of the calculus, pausing to
develop them.
In Section V of the Discours, Leibniz states that God has
created the best of all possible worlds, in that all the
richness and diversity that we observe in the universe is the
product of a simple, elegant, beautiful set of ideas. God
simultaneously maximizes the richness of the world, and
minimizes the complexity of the laws which determine this
world. In modern terminology, the world is understandable,
comprehensible, science is possible. You see, the Discours
was written in 1686, the year before Leibniz’s nemesis
Newton published his Principia, when medieval theology
and modern science, then called mechanical philosophy,
still coexisted. At that time the question of why science is
possible was still a serious one. Modern science was still
young and had not yet obliterated all opposition.
The deeper idea, the one that so impressed Weyl, is
in Section VI of the Discours. There Leibniz considers
“experimental data” obtained by scattering spots of ink
on a piece of paper by shaking a quill pen. Consider the
fnite set of data points thus obtained, and let us ask what
it means to say that they obey a law of nature. Well, says
Leibniz, that cannot just mean that there is a mathematical
equation passing through that set of points, because there
is always such an equation! The set of points obey a law
only if there is a simple equation passing through them,
not if the equation is “fort composée” = very complex,
because then there is always an equation.
Another place where Leibniz refers to complexity is in
Section 7 of his Principles of Nature and Grace (1714),
where he asks why is there something rather than
nothing, why is the world non-empty, because “nothing
is simpler and easier than something!” In modern terms,
where does the complexity in the world come from? In
Leibniz’s view, from God; in modern terminology, from the
choice of the laws of nature and the initial conditions that
determine the world. Here I should mention a remarkable
contemporary development: Max Tegmark’s amazing
idea that the ensemble of all possible laws, all possible
universes, is simpler than picking any individual universe.
In other words, the multiverse is more fundamental than
the question of the laws of our particular universe, which
merely happens to be our postal address in the multiverse
of all possible worlds! To illustrate this idea, the set of all
positive integers 1, 2, 3, . . . is very simple, even though
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particular positive integers such as 9859436643312312 can
be arbitrarily complex.
A third place where Leibniz refers to complexity is in Sections
33-35 of his Monadology (1714), where he discusses what
it means to provide a mathematical proof. He observes
that to prove a complicated statement we break it up
into simpler statements, until we reach statements that
are so simple that they are self-evident and don’t need
to be proved. In other words, a proof reduces something
complicated to a consequence of simpler statements, with
an infnite regress avoided by stopping when our analysis
reduces things to a consequence of principles that are so
simple that no proof is required.
There may be yet another interesting remark by Leibniz on
complexity, but I have not been able to discover the original
source and verify this. It seems that Leibniz was once asked
why he had avoided crushing a spider, whereupon he replied
that it was a shame to destroy such an intricate mechanism.
If we take “intricate” to be a synonym for “complex,” then
this perhaps shows that Leibniz appreciated that biological
organisms are extremely complex.
These are the four most interesting texts by Leibniz on
complexity that I’ve discovered. As my friend Stephen
Wolfram has remarked, the vast Leibniz Nachlass may well
conceal other treasures, because editors publish only what
they can understand. This happens only when an age has
independently developed an idea to the point that they can
appreciate its value plus the fact that Leibniz captured the
essential concept.
Having told you about what I think are the most interesting
observations that Leibniz makes about simplicity
and complexity, let me get back to Weyl and Popper.
Weyl observes that this crucial idea of complexity, the
fundamental role of which has been identifed by Leibniz, is
unfortunately very hard to pin down. How can we measure
the complexity of an equation? Well, roughly speaking, by
its size, but that is highly time-dependent, as mathematical
notation changes over the years and it is highly arbitrary
which mathematical functions one takes as given, as
primitive operations. Should one accept Bessel functions,
for instance, as part of standard mathematical notation?
This train of thought is fnally taken up by Karl Popper in
his book The Logic of Scientifc Discovery (1959), which
was also originally published in German, and which has
an entire chapter on simplicity, Chapter VII. In that chapter
Popper reviews Weyl’s remarks, and adds that if Weyl
cannot provide a stable defnition of complexity, then this
must be very hard to do.
At this point these ideas temporarily disappear from
the scene, only to be taken up again, to reappear,
metamorphized, in a feld that I call algorithmic
information theory (AIT). AIT provides, I believe, an answer
to the question of how to give a precise defnition of the
complexity of a law. It does this by changing the context.
Instead of considering the experimental data to be points,
and a law to be an equation, AIT makes everything digital,
everything becomes 0s and 1s. In AIT, a law of nature is a
PAGE 20

piece of software, a computer algorithm, and instead of
trying to measure the complexity of a law via the size of
an equation, we now consider the size of programs, the
number of bits in the software that implements our theory:
Law: Equation → Software,
Complexity: Size of equation → Size of program, Bits of
software.
The following diagram illustrates the central idea of AIT,
which is a very simple toy model of the scientifc enterprise:
Theory (01100...11) → COMPUTER → Experimental Data
(110...0).
In this model, both the theory and the data are fnite strings
of bits. A theory is software for explaining the data, and
in the AIT model this means the software produces or
calculates the data exactly, without any mistakes. In other
words, in our model a scientifc theory is a program whose
output is the data, self-contained software, without any
input.
And what becomes of Leibniz’s fundamental observation
about the meaning of “law?” Before there was always a
complicated equation that passes through the data points.
Now there is always a theory with the same number of bits
as the data it explains, because the software can always
contain the data it is trying to calculate as a constant, thus
avoiding any calculation. Here we do not have a law; there
is no real theory. Data follows a law, can be understood,
only if the program for calculating it is much smaller than
the data it explains.
In other words, understanding is compression,
comprehension is compression, a scientifc theory unifes
many seemingly disparate phenomena and shows that
they refect a common underlying mechanism.
To repeat, we consider a computer program to be a theory
for its output, that is the essential idea, and both theory and
output are fnite strings of bits whose size can be compared.
And the best theory is the smallest program that produces
that data, that precise output. That’s our version of what
some people call Occam’s razor. This approach enables us
to proceed mathematically, to defne complexity precisely
and to prove things about it. And once you start down this
road, the frst thing you discover is that most fnite strings of
bits are lawless, algorithmically irreducible, algorithmically
random, because there is no theory substantially smaller
than the data itself. In other words, the smallest program
that produces that output has about the same size as the
output. The second thing you discover is that you can never
be sure you have the best theory.
Before I discuss this, perhaps I should mention that AIT was
originally proposed, independently, by three people, Ray
Solomonof, A. N. Kolmogorov, and myself, in the 1960s.
But the original theory was not quite right. A decade later,
in the mid 1970s, what I believe to be the defnitive version
of the theory emerged, this time independently due to
me and to Leonid Levin, although Levin did not get the
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defnition of relative complexity precisely right. I will say
more about the 1970s version of AIT, which employs what
I call “self-delimiting programs,” later, when I discuss the
halting probability Ω.

prove that an N-bit program is elegant. The Platonic world
of mathematical ideas is infnitely complex, but what we
can know is only a fnite part of this infnite complexity,
depending on the complexity of our theories.

But for now, let me get back to the question of proving
that you have the best theory, that you have the smallest
program that produces the output it does. Is this easy to do?
It turns out this is extremely difcult to do, and this provides
a new complexity-based view of incompleteness that is very
diferent from the classical incompleteness results of Gödel
(1931) and Turing (1936). Let me show you why.

Let’s now compare math with biology. Biology deals with
very complicated systems. There are no simple equations
for your spouse, or for a human society. But math is even
more complicated than biology. The human genome
consists of 3 × 109 bases, which is 6 × 109 bits, which is
large, but which is only fnite. Math, however, is infnitely
complicated, provably so.

First of all, I’ll call a program “elegant” if it’s the best
theory for its output, if it is the smallest program in your
programming language that produces the output it does.
We fx the programming language under discussion, and we
consider the problem of using a formal axiomatic theory, a
mathematical theory with a fnite number of axioms written
in an artifcial formal language and employing the rules of
mathematical logic, to prove that individual programs are
elegant. Let’s show that this is hard to do by considering
the following program P:

An even more dramatic illustration of these ideas is
provided by the halting probability Ω, which is defned to
be the probability that a program generated by coin tossing
eventually halts. In other words, each K-bit program that
halts contributes 1 over 2K to the halting probability Ω. To
show that Ω is a well-defned probability between zero and
one it is essential to use the 1970s version of AIT with selfdelimiting programs. With the 1960s version of AIT, the
halting probability cannot be defned, because the sum
of the relevant probabilities diverges, which is one of the
reasons it was necessary to change AIT.

P produces the output of the frst provably
elegant program that is larger than P.
In other words, P systematically searches through the tree
of all possible proofs in the formal theory until it fnds a
proof that a program Q, that is larger than P, is elegant,
then P runs this program Q and produces the same output
that Q does. But this is impossible, because P is too small
to produce that output! P cannot produce the same output
as a provably elegant program Q that is larger than P, not by
the defnition of elegant, not if we assume that all provably
elegant programs are in fact actually elegant. Hence, if
our formal theory only proves that elegant programs are
elegant, then it can only prove that fnitely many individual
programs are elegant.
This is a rather diferent way to get incompleteness, not at
all like Gödel’s “This statement is unprovable” or Turing’s
observation that no formal theory can enable you to always
solve individual instances of the halting problem. It’s
diferent because it involves complexity. It shows that the
world of mathematical ideas is infnitely complex, while our
formal theories necessarily have fnite complexity. Indeed,
just proving that individual programs are elegant requires
infnite complexity. And what precisely do I mean by the
complexity of a formal mathematical theory? Well, if you
take a close look at the paradoxical program P above,
whose size gives an upper bound on what can be proved,
that upper bound is essentially just the size in bits of a
program for running through the tree of all possible proofs
using mathematical logic to produce all the theorems, all
the consequences of our axioms. In other words, in AIT the
complexity of a math theory is just the size of the smallest
program for generating all the theorems of the theory.
And what we just proved is that if a program Q is more
complicated than your theory T, T can’t enable you to prove
that Q is elegant. In other words, it takes an N-bit theory to
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Anyway, Ω is a kind of DNA for pure math, because it tells
you the answer to every individual instance of the halting
problem. Furthermore, if you write Ω’s numerical value out
in binary, in base-two, what you get is an infnite string of
irreducible mathematical facts:
Ω = .11011...
Each of these bits, each bit of Ω, has to be a 0 or a 1, but
it’s so delicately balanced, that we will never know. More
precisely, it takes an N-bit theory to be able to determine
N bits of Ω.
Employing Leibnizian terminology, we can restate this as
follows: The bits of Ω are mathematical facts that refute
the principle of sufcient reason, because there is no
reason they have the values they do, no reason simpler
than themselves. The bits of Ω are in the Platonic world of
ideas and therefore necessary truths, but they look very
much like contingent truths, like accidents. And that’s the
surprising place where Leibniz’s ideas on complexity lead,
to a place where math seems to have no structure, none
that we will ever be able to perceive. How would Leibniz
react to this?
First of all, I think that he would instantly be able to
understand everything. He knew all about 0s and 1s, and
had even proposed that the Duke of Hanover cast a silver
medal in honor of base-two arithmetic, in honor of the fact
that everything can be represented by 0s and 1s. Several
designs for this medal were found among Leibniz’s papers,
but they were never cast, until Stephen Wolfram took one
and had it made in silver and gave it to me as a sixtieth
birthday present. And Leibniz also understood very well the
idea of a formal theory as one in which we can mechanically
deduce all the consequences. In fact, the calculus was just
one case of this. Christian Huygens, who taught Leibniz
mathematics in Paris, hated the calculus, because it was
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mechanical and automatically gave answers, merely with
formal manipulations, without any understanding of what
the formulas meant. But that was precisely the idea, and how
Leibniz’s version of the calculus difered from Newton’s.
Leibniz invented a notation which led you automatically,
mechanically, to the answer, just by following certain
formal rules.
And the idea of computing by machine was certainly not
foreign to Leibniz. He was elected to the London Royal
Society, before the priority dispute with Newton soured
everything, on the basis of his design for a machine to
multiply. (Pascal’s original calculating machine could only
add.)
So I do not think that Leibniz would have been shocked;
I think that he would have liked Ω and its paradoxical
properties. Leibniz was open to all systèmes du monde,
he found good in every philosophy, ancient, scholastic,
mechanical, Kabbalah, alchemy, Chinese, Catholic,
Protestant. He delighted in showing that apparently
contradictory philosophical systems were, in fact,
compatible. This was at the heart of his efort to reunify
Catholicism and Protestantism. And I believe it explains the
fantastic character of his Monadology, which, complicated
as it was, showed that certain apparently contradictory
ideas were, in fact, not totally irreconcilable.
I think we need ideas to inspire us. And one way to do this
is to pick heroes who exemplify the best that mankind can
produce. We could do much worse than pick Leibniz as one
of these exemplifying heroes.2
NOTES
1.

Lecture given Friday, June 6, 2008, at the University of Rome “Tor
Vergata,” in a meeting on “Causality, Meaningful Complexity, and
Knowledge Construction.” I thank Professor Arturo Carsetti for
inviting me to give this talk.

2.

For more on such themes, please see Chaitin, Meta Maths, Atlantic
Books, London, 2006, or the collection of my philosophical
papers, Chaitin, Thinking about Gödel and Turing (Singapore:
World Scientifc, 2007).

Architecture-Based Motivation vs.
Reward-Based Motivation
Aaron Sloman
UNIVERSIT Y OF BIRMINGHA M

Originally published in the APA Newsletter on Philosophy and
Computers 9, no. 1 (2009): 10–13.

INTRODUCTION
“Reason is, and ought only to be the slave of the
passions, and can never pretend to any other
ofce than to serve and obey them.”
–David Hume, A Treatise of Human Nature
(2.3.3.4), 1739–1740 (http://www.class.uidaho.
edu/mickelsen/ToC/hume%20treatise%20ToC.htm)
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Whatever Hume may have meant by this, and whatever
various commentators may have taken him to mean, I
claim that there is at least one interpretation in which this
statement is obviously true, namely: no matter what factual
information an animal or machine A contains, and no matter
what competences A has regarding abilities to reason, to
plan, to predict, or to explain, A will not actually do anything
unless it has, in addition, some sort of control mechanism
that selects among the many alternative processes that A’s
information and competences can support.
In short: control mechanisms are required in addition to
factual information and reasoning mechanisms if A is to
do anything. This paper is about what forms of control
are required. I assume that in at least some cases there
are motives, and the control arises out of selection of a
motive for action. That raises the question where motives
come from. My answer is that they can be generated
and selected in diferent ways, but one way is not itself
motivated: it merely involves the operation of mechanisms
in the architecture of A that generate motives and select
some of them for action. The view I wish to oppose is that
all motives must somehow serve the interests of A, or be
rewarding for A. This view is widely held and is based on
a lack of imagination about possible designs for working
system. I summarize it as the assumption that all motivation
must be reward-based. In contrast, I claim that at least
some motivation may be architecture-based, in the sense
explained below.
Instead of talking about “passions,” I shall use the less
emotive terms “motivation” and “motive.” A motive in
this context is a specifcation of something to be done
or achieved (which could include preventing or avoiding
some state of afairs, or maintaining a state or process).
The words “motivation” and “motivational” can be used
to describe the states, processes, and mechanisms
concerned with production of motives, their control and
management, and the efects of motives in initiating and
controlling internal and external behaviors. So Hume’s
claim, as interpreted here, is that no collection of beliefs
and reasoning capabilities can generate behavior on its
own: motivation is also required.
This view of Hume’s claim is expressed well in the Stanford
Encyclopedia of Philosophy entry on motivation, though
without explicit reference to Hume:
The belief that an antibiotic will cure a specifc
infection may move an individual to take the
antibiotic, if she also believes that she has the
infection, and if she either desires to be cured
or judges that she ought to treat the infection
for her own good. All on its own, however, an
empirical belief like this one appears to carry with
it no particular motivational impact; a person can
judge that an antibiotic will most efectively cure a
specifc infection without being moved one way or
another. (http://plato.stanford.edu/entries/moralmotivation)
That raises the question: Where do motives come from
and why are some possible motives (e.g., going for lunch)
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selected and others (e.g., going for a walk, or starting a
campaign for election to parliament) not selected?
If Hume had known about refexes, he might have treated
them as an alternative mode of initiation of behavior to
motivation (or passions). There may be some who regard a
knee-jerk refex as involving a kind of motivation produced
by tapping a sensitive part of the knee. That would not
be a common usage. I think it is more helpful to regard
such physical refexes as diferent from motives, and
therefore as exceptions to Hume’s claim. I shall try to show
that something like “internal refexes” in an informationprocessing system can be part of the explanation of
creation and adoption of motives. In particular, adopting
the “design-based approach to the study of mind” yields a
wider variety of possible explanations of how minds work
than is typically considered in philosophy or psychology,
and paradoxically even in AI/Robotics, where such an
approach ought to be more infuential.
This proposal opposes a view that all motives are selected
on the basis of the costs and benefts of achieving them,
which we can loosely characterize as the claim that all
motivation is “reward-based.”
In the history of philosophy and psychology there have
been many theories of motivation, and distinctions between
diferent sorts of motivation, for example, motivations
related to biological needs, motivations somehow acquired
through cultural infuences, motivations related to achieving
or maximizing some reward (e.g., food, admiration in
others, going to heaven), or avoiding or minimizing some
punishment (often labelled positive and negative reward or
reinforcement), motivations that are means to some other
end, and motivations that are desired for their own sake,
motivations related to intellectual or other achievements,
and so on. Many theorists assume that motivation must be
linked to rewards or utility. One version of this (a form of
hedonism) is the assumption that all actions are done for
ultimately selfsh reasons.
I shall try to explain why there is an alternative kind of
motivation, architecture-based motivation, which is not
included even in this rather broad characterization of types
of motivation on Wikipedia:
Motivation is the set of reasons that determines
one to engage in a particular behavior. The term
is generally used for human motivation but,
theoretically, it can be used to describe the causes
for animal behavior as well. This article refers to
human motivation. According to various theories,
motivation may be rooted in the basic need to
minimize physical pain and maximize pleasure, or
it may include specifc needs such as eating and
resting, or a desired object, hobby, goal, state of
being, ideal, or it may be attributed to less-apparent
reasons such as altruism, morality, or avoiding
mortality. (http://en.wikipedia.org/wiki/Motivation)
Philosophers who write about motivation tend to have rather
diferent concerns such as whether there is a necessary
connection between deciding what one morally ought to
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do and being motivated to do it. For more on this see the
afore-mentioned entry in the Stanford Encyclopedia of
Philosophy.
Motivation is also a topic of great concern in management
theory and management practice, where motivation of
workers comes from outside them, e.g., in the form of
reward mechanisms (providing money, status, recognition,
etc.) sometimes in other forms, e.g., inspiration, exhortation,
social pressures. I shall not discuss any of those ideas.
In psychology and even in AI, all these concerns can arise,
though I am here only discussing questions about the
mechanisms that underlie processes within an organism or
machine that select things to aim for and which initiate and
control the behaviors that result. This includes mechanisms
that produce goals and desires, mechanisms that identify
and resolve conficts between diferent goals or desires,
mechanisms that select means to achieving goals or
desires.
Achieving a desired goal G could be done in diferent
ways, e.g.,
•

select and use an available plan for doing things
of type G

•

use a planning mechanism to create a plan to
achieve G and follow it

•

detect and follow a gradient that appears to lead
to achieving G (e.g., if G is being on high ground
to avoid a rising tide, walk uphill while you can)

There is much more to be said about the forms diferent
motives can have, and the various ways in which their
status can change, e.g., when a motive has been generated
but not yet selected, when it has been selected, but not
yet scheduled, or when there is not yet any clear plan or
strategy as to how to achieve it, or whether action has
or has not been initiated, whether any confict with other
motives, or unexpected obstacle has been detected, etc.
For a characterization of some of the largely unnoticed
complexity of motives see http://www.cs.bham.ac.uk/
research/projects/cogaf/81-95.html#16.
L.P. Beaudoin, A. Sloman, A study of motive processing and
attention, Prospects for Artifcial Intelligence, IOS Press,
1993 (further developed in Luc Beaudoin’s Ph.D. thesis).

WHERE DO MOTIVES COME FROM?

It is often assumed that motivation, i.e., an organism’s or
machine’s, selection, maintenance, or pursuance of some
state of afairs, the motive’s content, must be related to
the organism or machine having information (e.g., a belief
or expectation) that achievement of the motive will bring
some rewards or beneft, sometimes referred to as “utility.”
This could be reduction of some disadvantage or disutility,
e.g., a decrease in danger or pain.
Extreme versions of this assumption are found in
philosophical theories that all agents are ultimately selfsh,
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since they can only be motivated to do things that reward
themselves, even if that is a case of feeling good about
helping someone else.
More generally, the assumption is that selection of a
motive among possible motives must be based on some
kind of prediction about the consequences of achieving
or preventing whatever state of afairs is specifed in
that motive. This document challenges that claim by
demonstrating that it is possible for an organism or
machine to have, and to act on, motives for which there is
no such prediction.

MY CL AIM

My claim is that an organism (human or non-human) or
machine may have something as a motive whose existence
is merely a product of the operation of a motive-generating
mechanism—which itself may be a product of evolution,
or something produced by a designer, or something that
resulted from a learning or developmental process, or, in
some cases, may be produced by some pathology. Where
the mechanism comes from and what its benefts are are
irrelevant to its being a motivational mechanism: all that
matters is that it should generate motives, and thereby be
capable of infuencing selection of behaviors.

LEARNING AND MOTIVATION

Many researchers in AI and other disciplines (though not
all) assume that learning must be related to reward in some
way, e.g., through positive or negative reinforcement.
I think that is false: some forms of learning occur simply
because the opportunity to learn arises and the informationprocessing architecture produced by biological evolution
simply reacts to many opportunities to learn, or to do things
that could produce learning because the mechanisms
that achieve that have proved their worth in previous
generations, without the animals concerned knowing that
they are using those mechanisms nor why they are using
them.

ARCHITECTURE-BASED MOTIVATION

Consider a very simple design for an organism or
machine (Figure 1). It has a perceptual system that forms
descriptions of a process occurring in the environment.
Those descriptions are copied/stored in a database of
“current beliefs” about what is happening in the world or
has recently happened.

In other words, it is possible for there to be refex
mechanisms whose efect is to produce new motives,
and in simple cases to initiate behaviors controlled by
such motives. I shall present a very simple architecture
illustrating this possibility below, though for any actual
organism, or intelligent robot, a more complex architecture
will be required, for reasons given later.
Where the refex mechanisms come from is a separate
question: they may be produced by a robot designer or by
biological evolution, or by a learning process, or even by
some pathology (e.g., mechanisms producing addictions)
but what the origin of such a mechanism is, is a separate
question from what it does, how it does it, and what the
consequences are.
I am not denying that some motives are concerned with
producing benefts for the agent. It may even be the case
(which I doubt) that most motives generated in humans and
other animals are selected because of their beneft for the
individual. For now, I am merely claiming that something
diferent can occur and does occur, as follows:
Not all the mechanisms for generating motives in
a particular organism O, and not all the motives
produced in O have to be related to any reward or
positive or negative reinforcement for O.
What makes them motives is how they work: what
efects they have, or, in more complex cases, what
efects they tend to have even though they are
suppressed (e.g., since competing, incompatible,
motives can exist in O).
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Figure 1. A simple design for an organism or
machine.

At regular intervals another mechanism selects one of the
beliefs about processes occurring recently and copies its
content (perhaps with some minor modifcation or removal
of some detail, such as direction of motion) to form the
content of a new motive in a database of “desires.” The
desires may be removed after a time.
At regular intervals an intention-forming mechanism selects
one of the desires to act as a goal for a planning mechanism
that works out which actions could make the desire come
true, selects a plan, then initiates plan execution.
This system will automatically generate motives to produce
actions that repeat or continue changes that it has recently
perceived, possibly with slight modifcations, and it will
adjust its behaviors so as to execute a plan for fulflling the
latest selected motive.
Why is a planning mechanism required instead of a much
simpler refex action mechanism that does not require
motives to be formulated and planning to occur?
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A refex mechanism would be fne if evolution had detected
all the situations that can arise and if it had produced a
mechanism that is able to trigger the fne details of the
actions in all such situations. In general that is impossible,
so instead of a process automatically triggering behavior it
can trigger the formation of some goal to be achieved, and
then a secondary process can work out how to achieve it in
the light of the then current situation.

Moreover, some of the processes triggered instead of
producing external actions could produce internal changes
to the architecture or its mechanisms. Those changes could
include production of new motive generators, or motive
comparators, or motive generator generators, etc.

For such a system to work there is NO need for the motives
selected or the actions performed to produce any reward.
We have goals generated and acted on without any reward
being required for the system to work. Moreover, a side
efect of such processes might be that the system observes
what happens when these actions are performed in varying
circumstances, and thereby learns things about how the
environment works. That can be a side efect without being
an explicit goal.

MECHANISMS REQUIRED

A designer could put such a mechanism into a robot as
a way of producing such learning without that being the
robot’s goal. Likewise, biological evolution could have
selected changes that lead to such mechanisms existing
in some organisms because they produce useful learning,
without any of the individual animals knowing that they
have such mechanisms nor how they were selected or how
they operate.

MORE COMPLEX VARIATIONS

There is no need for the motive generating mechanism
to be so simple. Some motives triggered by perceiving a
physical process could involve systematic variations on the
theme of the process, e.g., undoing its efects, reversing
the process, preventing the process from terminating,
joining in and contributing to an ongoing process, or
repeating the process, but with some object or action or
instrument replaced. A mechanism that could generate
such variations would accelerate learning about how things
work in the environment, if the efects of various actions
are recorded or generalized or compared with previous
records, generalizations, and predictions.
The motives generated will certainly need to change with
the age and sophistication of the learner.
Some of the motive-generating mechanisms could be
less directly triggered by particular perceived episodes
and more infuenced by the previous history of the
individual, taking account not only of physical events but
also social phenomena, e.g., discovering what peers seem
to approve of, or choose to do. The motives generated
by inferring motives of others could vary according to
stage of development. For example, early motives might
mainly be copies of inferred motives of others, then as
the child develops the ability to distinguish safe from
unsafe experiments, the motives triggered by discovering
motives of others could include various generalizations or
modifcations, e.g., generalizing some motive to a wider
class of situations, or restricting it to a narrower class, or
even generating motives to oppose the perceived motives
of others (e.g., parents!).
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For more on this idea see chapter 6 and chapter 10 of The
Computer Revolution in Philosophy (1978).
In humans it seems that architecture-based motivation
plays a role at various levels of cognitive development,
and is manifested in early play and exploration, and in
intellectual curiosity later on, e.g., in connection with
things like mathematics or chess, and various forms of
competitiveness.
Such learning would depend on other mechanisms
monitoring the results of behavior generated by architecturebased motivational mechanisms and looking for both new
generalizations, new conjectured explanations of those
generalizations, and new evidence that old theories or old
conceptual systems are fawed—and require debugging.
Such learning processes would require additional complex
mechanisms, including mechanisms concerned with
construction and use of powerful forms of representation
and mechanisms for producing substantive (i.e., nondefnitional) ontology extension.
For more on additional mechanisms required see
http://www.cs.bham.ac.uk/research/projects/cogaff/
talks/#glang
Evolution of minds and languages. What evolved
frst and develops frst in children: Languages for
communicating, or languages for thinking (Generalised
Languages: GLs)
http://www.cs.bham.ac.uk/research/projects/cogaff/
talks/#prague09
Ontologies for baby animals and robots. From “baby
stuf” to the world of adult science: Developmental AI
from a Kantian viewpoint.
http://www.cs.bham.ac.uk/research/projects/cogaff/
talks/#toddlers
A New Approach to Philosophy of Mathematics: Design
a young explorer, able to discover “toddler theorems”
(Or: “The Naive Mathematics Manifesto”).
The
mechanisms
constructing
architecture-based
motivational sub-systems could sometimes go wrong,
accounting for some pathologies, e.g., obsessions,
addictions, etc. But at present that is merely conjecture.

CONCLUSION

If all this is correct, then humans, like many other
organisms, may have many motives that exist not because
having them benefts the individual but because ancestors
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with the mechanisms that produce those motives in those
situations happened to produce more descendants than
conspecifcs without those mechanisms did. Some social
insect species in which workers act as “slaves” serving the
needs of larvae and the queen appear to be examples. In
those cases it may be the case that

competences described here: http://www.cs.bham.ac.uk/
research/projects/cogaf/talks/#toddlers.

Some motivational mechanisms “reward” the
genomes that specify them, not the individuals
that have them.

This is one of a series of notes explaining how learning
about underlying mechanisms can alter our views about
the “logical topography” of a range of phenomena,
suggesting that our current conceptual schemes (Gilbert
Ryle’s “logical geography”) can be revised and improved,
at least for the purposes of science, technology, education,
and maybe even for everyday conversation, as explained in
http://www.cs.bham.ac.uk/research/projects/cogaf/misc/
logical-geography.html.

Similarly, some forms of learning may occur because
animals that have certain learning mechanisms had
ancestors who produced more ofspring than rivals that
lacked those learning mechanisms. This could be the case
without the learning mechanism specifcally benefting
the individual. In fact, the learning mechanism may lead
to parents adopting suicidal behaviors in order to divert
predators from their children.
It follows that any AI and cognitive science research based
on the assumption that learning is produced ONLY by
mechanisms that maximize expected utility for the individual
organism or robot is likely to miss out on important forms
of learning. Perhaps the most important forms.

Some of what is called “curiosity-driven” behavior probably
needs to be re-described as “architecture-based” or
“architecture-driven.”

NOTE
Marvin Minsky wrote quite a lot about goals and how they are formed
in The Emotion Machine. It seems to me that the above is consistent
with what he wrote, though I may have misinterpreted him.
Something like the ideas presented here were taken for granted when I
wrote The Computer Revolution in Philosophy in 1978. However, at that
time I underestimated the importance of spelling out assumptions and
conjectures in much greater detail.
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This discussion note does not prove that evolution
produced organisms that make use of architecture-based
motivation in which at least some motives are produced and
acted on without any reward mechanism being required.
But it illustrates the possibility, thereby challenging the
assumption that ALL motivation must arise out of expected
rewards.

Ricardo Sanz

Similar arguments about how suitably designed refex
mechanisms may react to perceived processes and states
of afairs by modifying internal information stores could
show that at least some forms of learning use mechanisms
that are not concerned with rewards, with positive or
negative reinforcement, or with utility maximization (or
maximization of expected utility). My conjecture is that the
most important forms of learning in advanced intelligent
systems (e.g., some aspects of language learning in human
children) are architecture-based, not reward based. But
that requires further investigation.
The ideas presented here are very relevant to projects like
CogX, which aim to investigate designs for robots that
“self-understand” and “self-extend,” since it demonstrates
at least the possibility that some forms of self-extension
may not be reward-driven, but architecture-driven.
Various forms of architecture-based motivation seem to be
required for the development of precursors of mathematical
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Consciousness, Engineering, and
Anthropomorphism
UNIVERSIDAD POLITÉCNIC A DE M ADRID

Originally published in the APA Newsletter on Philosophy and
Computers 19, no. 1 (2019): 12–18.

1. INTRODUCTION

The construction of conscious machines seems to be
central to the old, core dream of the artifcial intelligence
community. It may well be a maximal challenge motivated
by the pure hybris of builders playing God’s role in creating
new beings. It may also just be a challenging target to
fuel researchers’ motivation. However, we may be deeply
puzzled concerning the reasons for engineers to pursue
such an objective. Why do engineers want conscious
machines? I am not saying that engineers are free from
hubris or not in need for motivation, but I question if there
is an engineering reason to do so.
In this article I will try to analyze such motives to
discover these reasons and, in this process, reveal
the excessive anthropomorphism that permeates this
endeavor. Anthropomorphism is an easy trap, especially
for philosophers. We can see it pervasively tinting the
philosophy of consciousness. However, in the modest
opinion of this engineer, philosophy shall transcend
humanism and focus on universal issues of value both for
animals and machines.
SPRING 2020 | VOLUME 19 | NUMBER 2

APA NEWSLETTER | PHILOSOPHY AND COMPUTERS

2. THE ENGINEERING STANCE

The construction of intelligent machines is the central
activity of control systems engineering. In fact, the core
focus of activity of the control systems engineer is the
design and implementation of minds for machines. For
most people involved in cognitive science, saying that a
PID controller is a mind is not just an overstatement; it is,
simply, false. False because such a system lacks emotion,
education, growth, learning, genealogy, personality . . .
whatever.
This analysis of what minds are sufers from biological
chauvinism. Anthropomorphism is pervasive in cognitive
science, artifcial intelligence, and robotics. This is
understandable for historical reasons but shall be factoredout in the search or core mechanisms of mind.
A central principle of engineering is that systems shall
include what is needed and only what is needed. Overengineered systems are too complex, late delivered, and
uneconomical. This principle shall also be applied to the
endeavor of building conscious machines.

2.1 THE SYSTEMS ENGINEERING VEE

The systems engineering lifecycle (see Figure 1) starts
with the specifcation of needs: what does the user of
the system need from it. This need is stated in the form
of a collection of user and system requirements.1 The
verifcation of satisfaction of these needs—the system
validation for acceptance testing—is the fnal stage of the
engineering life-cycle.

User
Requirements
Capture

System
Validation

System
Requirements
SpeciÞcation

System
VeriÞcation

System
Architecture
DeÞnition

System
Detailed
Design

Construction

System
Integration
Testing

Subsystem
Integration
and Test

Unitary
Tests

Figure 1. The Systems Engineering (SE) Vee. This fowgraph
describes the stages of system development as correlated
activities oriented to the satisfaction of user needs.

This process implies that all system elements—what is
built at the construction stage—do always address a user
or system need; they always have a function to perform.
The concrete functions that are needed will depend on the
type of system and we shall be aware of the simple fact
that not all systems are robots. Or, to be more specifc, not
all intelligent systems are humanoid robots. Many times,
intelligent minds are built for other kinds of systems.
Intelligence is deployed in the sophisticated controllers
SPRING 2020 | VOLUME 19 | NUMBER 2

that are needed to endow machines with the capability to
address complex tasks. Minds are just control systems.2
Intelligent minds are sophisticated control systems.3

2.2 NOT ALL AI SYSTEMS ARE ROBOTS

The obvious fact that not all AI systems are humanoid robots
has important implications. The frst one is that not all systems
perform activities usually done by humans and hence:
5.

Their realizations—their bodies—do not necessarily
resemble human bodies. In engineering, bodies
follow functional needs in a very intentional and
teleological sense. Machines are artifcial in the
precise sense clarifed by Simon.4

6.

Their environments—the context where they
perform the activity—are not human environments
and ftness imply non-humanly capabilities.

7.

Their missions—what are they built for–are
sometimes human missions, but mostly not. People
are worried about robots getting our jobs but most
robot jobs cannot be performed by humans.

In control systems engineering we usually make the
distinction between the controller—the mind—and the
plant—the body. This may sound kind of cartesian and
indeed it is. But it is not due to a metaphysical stance of
control engineers but to the more earthly, common practice
of addressing system construction by the integration of
separately built parts.5
The plant (usually an artefact) can hence be quite close or
quite diferent from humans or from animals:
Airplanes: Share the environment and the activity with birds,
but their functional ways are so diferent from animals that
control strategies are totally diferent.
Industrial Robots: In many cases can do activities that
humans could do: welding, picking, packaging, etc. but
requirements may be far from human: precision, speed,
repeatability, weight, etc.
Vehicles: Autonomous vehicles share activity with animals:
movement. However they are steadily departing from
animal contexts and capabilities. Consider, for example,
the use of GPS for autonomous driving or vehicle-toinfrastructure communication for augmented efciency.
Chemical Plants: Some artefacts are extremely diferent
from humans seen as autonomous entities moving in
environments. Industrial continuous processes—chemical,
oil, food—do not resemble humans nor animals and the
needs for intelligence and awareness are hence quite
diferent.
Utilities: The same can be said for technical infrastructure.
The intelligence of the smart grid is not close to animal
intelligence.
All these systems “live” in dynamic contexts and
their controllers shall react appropriately to changing
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environmental conditions. They process sensory signals to
be “aware” of relevant changes, but they do it in very diferent
ways. Machines are not animals nor in their realization nor in
their teleology. Bioinspiration can help systems engineers
in the provision of architecting ideas of concrete designs
of subsystems. However, mapping the whole iguana to a
machine is not a sound engineering strategy.6

This is not good for real-life systems like cars, factories, or
gas networks. The basic method to improve dependability
is building better systems. Systems of better quality or
systems built using better engineering processes (e.g., as
is the case of cleanroom engineering). However, these dowell strategies are not easily translatable to the construction
of systems of required high complexity.

2.3 THE AI PROGRAM VS. THE STANDARD
STRATEGY

The standard strategy to address runtime problems is to use
humans to directly drive or supervise the system. Humans
are better at addressing the unexpected and provide
augmented robustness and resilience (R&R). A term that
is gaining acceptance these days is Socio-Cyber-Physical
System, a system composed of physical bodies, software
controllers and humans. Figure 2 shows a common layering
of these systems.

From my perspective the many threads of the global
AI program can be categorized into three basic kinds of
motivations:
•

Technology. Solving problems by means
incorporating intelligence into the artefacts.

of

•

Science. Explore the nature of (human) intelligence
by creating computer models of psychological
theories.

•

Hubris. Create beings like us.

Control system engineering (CSE) implements AIs because
it is interested in the problem-solving capabilities that AI
can provide to their machines. AI enters the CSE domain to
deal with runtime problems of higher complexity that are not
easily addressable by more conventional means. The mind
of the machine is built as a cognitive agent that perceives
and acts on the body that is situated in an environment. In
their well-known textbook Russell and Norvig even say that
“the concept of a controller in control theory is identical to
that of an agent in AI.”7
AI-based controllers can decide in real-time about what to
do in complex situations to achieve system goals. Goals that
are established in terms of user needs and, secondarily, in
terms of machine needs. An AI-based controller does not
pursue the machine objectives but the objectives of its
owner.8
The optimal strategy for controlling a system is to invert
a perfect model of it.9 But this only works to the extent
that the model behavior matches system behavior. Model
fdelity is limited due to several factors. Observability
limits what the intelligent agent may perceive. Note that
the intelligent agent interacts with a body that interacts
with the environment. In this situation perfect knowledge
is unachievable because uncertainty permeating both the
plant and its environment afects the intelligent agent
mental representation (cf. the problems surrounding the
deployment of autonomous cars).
Agent mental complexity shall match that of the plant and
its environment following Ashby law of required variety.
This implies that the curse of complexity and uncertainty
afects not only the plant and its environment, but also the
controller itself. Intelligent, autonomous controllers are
enormously complex artefacts.
Complexity plays against system dependability. The
probability of failure multiplies with system complexity.
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Operator

Controller

Plant

Environment
Figure 2. A socio-cyber-physical system is
a layered structure of interacting systems.
The top authority corresponds to human
operators because they are able to deal
with higher levels of uncertainty.

In socio-cyber-physical systems the top authority
corresponds to human operators because they are able
to deal with higher levels of uncertainty. Humans are able
to understand better what is going on, especially when
unexpected things happen. The world of the unexpected
has never been a friendly world for AIs.

3. BUILDING CONSCIOUS MACHINES

The research for consciousness in artifcial systems
engineering can be aligned with the three motivations
described in the previous section—useful technology,
psychological science, or mere hubris.
Some authors consider that biological consciousness is just
an epiphenomenon. However, an evolutionary psychology
dogma states that any currently active mental trait that has
been exposed to evolutionary pressure has adaptive value.
This—in principle—implies that consciousness has adaptive
(behavioral) value; so it may be useful in machines.
From a technological stance, the analysis/evolution of
complex control systems took us into researching novel
strategies to improve system resilience by means of selfSPRING 2020 | VOLUME 19 | NUMBER 2
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awareness. If the system is able to perceive and reason
about its own disturbances, it will be able to act upon
them and recover mission-oriented function. Machine
consciousness enters the engineering agenda as a possible
strategy to cope with complexity and uncertainty.
A conscious machine can refect upon itself and this may
be a potential solution to the curse of complexity problem.
So, the engineering interest in consciousness is specifcally
focused on one concrete aspect: self-awareness. This
implies that the engineering stance does not have much
to say about other aspects of consciousness (esp. qualia).

3.2 AN EXAMPLE: A METACONTROLLER FOR
ROBOTS
Figure 3 shows an implementation of a self-aware system
that improves resilience of a mobile robot.10 The selfawareness mechanism is a metacontroller—a controller
of a controller—that manages the operational state of the
robot. This metacontroller has been designed to mitigate
the resilience reduction due to potential faults in the
control system of the robot.

Metacontroller

3.1 SELF-AWARENESS IN MACHINES

Self-aware machines are aware of themselves. Self-awareness
is just a particular case of awareness when the object of
awareness is the machine itself. Self- awareness is a class
of perceptual process, mapping the state of a system—
the machine itself—into an exercisable representation.
From an engineering perspective, self-awareness is useless
unless it is accompanied by concurrent action processes. In
particular, to be of any use concerning system resilience, selfawareness processes need coupled self-action processes.
This closes a control loop of the system upon itself.
This may sound enormously challenging and innovative,
but this is not new at all. Systems that observe and act upon
themselves have been common trade for decades. There
are plenty of examples of self-X mechanisms in technical
systems that in most cases are not based on biology:
•

Fault-tolerant systems (from the 60s)

•

Adaptive controllers (from the 70s)

•

Metacognitive systems (90s)

•

Autonomic Computing (00s)

•

Adaptive service systems (00s)

•

Organic Computing (10s)

All these systems observe themselves and use these
observations to adapt a system’s behavior to changing
circumstances. These changes may be due to systemexternal disturbances or system-internal operational
conditions. The adaptation to external changes has been
widely investigated, but the adaptation to internal changes
has received less attention.
In our own own case we investigate domain-neutral,
application-neutral architectures for augmented autonomy
based on model-based refective adaptive controllers.
Domain neutral means that we investigate architectures
for any kind of system—e.g., mobile robots or chemical
factories—and application neutral means that the
architectures shall provide functionality for any kind of
application—e.g., for system fault tolerance or dynamic
service provision.
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Figure 3. A metacontroller for robots developed
for improving adaptivity of the robot controller.

The robot controller is a very complex distributed software
system that can sufer transient or permanent faults in any
of its components. The metacontroller monitorizes the
state of the robot controller and acts upon it to keep system
functionality by reorganizing its functional organization.
This is similar to what humans do when overcoming some
of the problems of becoming blind by learning to read with
the fngers.
Function, functional state, and componential organization
are core concepts in this approach. In this system this selfawareness mechanism provides reaction to disruption and
improves mission-level resilience. And this is grounded
in a self-model based on formally specifed concepts
concerning the system and its mission.
Figure 4 shows part of the formal ontology11 that is used
in the implementation of the perception, reasoning, and
action mechanisms of the self-awareness engine. It enables
the robot to reason about its own body and mind.

3.3 INTO PHILOSOPHY

This research on machine self-awareness obviously enters
philosophical waters.
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in causal chains and computational procedures
that begin before consciousness and extend
beyond it. Indeed, mind is scarcely a locus in its
own right and certainly does not have its own
space. It is a through road (or a small part of
one) rather than a dwelling. Consciousness is
voided of inwardness.”12
For Tallis, causal theories of consciousness reduce
mind to a set of input/output relations, with the net
efect of efectively “emptying” consciousness.
Causal links—the stuf machines are made with—
seem not enough for the machinery of mind.
The same phenomenon can be found in any context
where human mental traits and “similar” machine
traits are put under the scope of the scientist or
Figure 4. Part of the formal ontology that enables the robot to reason about its
own body and mind.
philosopher. For example, in a recent conference on
philosophy of AI, a speaker raised the question “Is
attention necessary for visual object classifcation?”
The attempt to achieve engineering universality—any kind
A few slides later the speaker showed that Google was
of system, any kind of environment, any kind of mission—
doing this without attention. So the answer of the question
implies that the ontologies and architectural design patterns
was NO. End. Surprisingly, the presentation continued with
that support the engineering processes must be general
a long discussion about phenomena of human perception.
and not particular for the project at hand.
This requires a more scientifc/philosophical approach
to the conceptual problem that gets harder when human
concepts enter into the picture (to provide an easy path
for bioinspiration or to address knowledge and control
integration in human-cyber systems).
Plenty of questions arise when we try to address selfawareness from a domain neutral perspective (i.e., a systems
perspective that is based on concepts that are applicable
both to humans and machines): What is Awareness? What
is Self? What is Perception? What is Understanding? But
these questions will be answered elsewhere because the
rest of the article is dedicated to a problem in the science/
philosophy of (machine) consciousness: It is too centered
in humans.
This is somewhat understandable because humans are THE
SPECIMENS of consciousness. But this is also a problem
in general AI and Robotics, in convergent studies on
philosophy of computers, and even in general cognitive
science that is neglecting important results in intelligent
systems engineering and losing opportunities for ground
truth checks.

4.1 ANTHROPO-X

Cognitive Science and the Philosophy of Mind, and to
some extent Artifcial Intelligence and Robotics, are
anthropocentric, anthroposcoped and anthropobiased.
They focus on humans; they address mostly humans;
they think of humans as special cases of mind and
consciousness. Obviously, the human mind ranks quite
high in the spectrum of mind. Maybe it is indeed the
peak of the scale. But this does not qualify it as special in
the same sense that elephants or whales are not special
animals, however big.
However, the worst problem is that all these disciplines are
also anthropomorphic: They shape all their theories using
the human form. Protagoras seems still alive and man is
used to measure all things mental.
This is not only wrong, but severely limiting.
Anthropomorphism has very bad efects in consciousness
research:
•

Human consciousness traits are considered general
consciousness traits. This has the consequence
for artifcial systems of posing extra, unneeded
requirements for the implementation of cognitive
engines for machines (see, for example, the wide
literature on cognitive architectures).

•

Some non-human traits are not properly addressed
in the theories; because being out the the human
spectrum are considered irrelevant concerning the
achievement of machine consciousness.

4. TOO MUCH ANTHROPOMORPHISM

Readers may have heard of Sophia; a humanoid robot who
uses AI and human behavioral models to imitate human
gestures and facial expressions. Sophia can maintain a
simple conversation, answering simple questions. From an
AI or robotics standpoint it is quite a low feat. Why does it
get so much attention?
Raymond Tallis, in his book The Explicit Animal, ofers us a
clue in the form of a rant against functionalism:
“Traditional mental contents disappear and the mind
itself becomes an unremarkable and unspecial site
PAGE 30

4.2 RETHINKING CONSCIOUSNESS TRAITS

Some commonly accepted consciousness aspects shall
be rethought under a non-chauvinistic light to achieve the
generality that science and engineering require.
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For example, consciousness seriality and integration
have been hallmarks of some widely quoted theories
of consciousness.13 Functional departures from these
are considered pathological, but this is only true
under the anthropocentric perspective. Consciousness
seriality implies that an agent can only have one stream
of consciousness. However, from a general systems
perspective, nothing prevents a machine from having
several simultaneous streams.
This aspect of seriality is closely related to attention.
According to Taylor,14 attention is the crucial gateway to
consciousness and architectural models of consciousness
shall be based on attention mechanisms. However, using
the same analysis as before, nothing prevents a machine
from paying attention to several processes simultaneously.
The rationale of attention mechanisms seems to be the
efcient use of limited sensory processing resources (esp.
at higher levels of the cognitive perception pipeline). But in
the case of machines, if the machine architecture is scalable
enough, it is in principle possible to incorporate perceptual
resources as needed to pay concurrent attention to several
processes. This is also related to the limited capacity trait
of human consciousness.
Integration is another human trait that may be unnecessary
in machines. Consciousness integration implies that the
collection of experiences fowing up from the senses
are integrated in a single experiential event. Dissociated
experience is abnormal—pathological—in humans but it
need not be so in machines. In fact, in some circumstances,
being able to keep separated streams of consciousness
may be a beneft for machines (e.g., for cloud-based
services for conscious machines).
Concepts like subjectivity, individuality, consciousness
ontogenesis and flogenesis, emotional experience,
sensory qualia modalities, etc. all sufer under this same
analysis. Any future, sound theory of consciousness shall
necessarily deal with a wider spectrum of traits like bat
audio qualia or robot LIDAR qualia.

5. CONCLUSIONS

Universality renders deep benefts. This has been widely
demonstrated in science, for example, when the dynamics
of falling objects on the earth surface was unifed with the
dynamics of celestial objects.
We must escape the trap of anthropomorphism to reach
a suitable theory for artifcial consciousness engineering.
Just consider the history of “artifcial fight,” “artifcial
singing,” or “artifcial light.” We need not create mini suns
to illuminate our rooms. We don’t need to copy, nor imitate,
nor fake human consciousness for our machines. We don’t
need the whole iguana of mind; what we need are analysis
and frst principles.
Any general (non anthropocentric) consciousness research
program will produce benefts also in the studies of
human consciousness because it can provide inspiration
for deeper, alternate views of human consciousness.
For example, human brains have parallel activities (not
serial but concurrent) in diferent levels of an heterarchy.
SPRING 2020 | VOLUME 19 | NUMBER 2

Considerations coming from conscious distributed artifcial
systems will help clarify issues of individual minds—normal
and pathological—and social consciousness.
Philosophy is a bold endeavor. It goes for the whole picture.
Philosophy of mind shall be aware of this and realize that
consciousness escapes humanity.
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ABSTRACT

Some aspects of human cognition seem to be counterproductive, even detrimental to optimum intellectual
performance. Why become bored with events? What
possible beneft is distraction? Why should people become
“unconscious,” sleeping for eight hours every night, with
the possibility of being attacked by intruders? It would
seem that these are unwanted aspects of cognition, to
be avoided when developing intelligent computational
agents. This paper will examine each of these seemingly
problematic aspects of cognition and propose the potential
benefts that these algorithmic “quirks” may present in the
dynamic environment that humans are meant to deal with.

INTRODUCTION

In attempting to develop more generally intelligent
software for simulated and robotic agents, we can draw
on what is known about human cognition. Indeed, if we
want to develop agents that can perform in large, complex,
dynamic, and uncertain worlds, it may be prudent to
copy cognitive aspects of biological agents that thrive in
such an environment. However, the question arises as to
which aspects of human cognition may be considered
the proverbial “baby” and which may be considered the
“bathwater.” It would be difcult to defend the strong
view that none of human cognition is “bathwater,” but it is
certainly the case that many of the seemingly suboptimal
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aspects of human cognitive processes are actually
benefcial and fnely tuned to both the regularities and
uncertainties of the physical world.
In developing our software for generically intelligent robotic
agents, SS-RICS (Symbolic and Sub-symbolic Robotic
Intelligence Control System),1 we attempted to copy known
algorithmic components of human cognition at the level of
functional equivalence. In this, we based much of SS-RICS
on the ACT-R (Adaptive Character of Thought – Rational)2
cognitive architecture. As part of this development process,
we have grappled with aspects of human cognition that
seemed counterproductive and suboptimal. This article is
about three such apparent problems: 1) sleep, 2) boredom,
and 3) distraction—and the potential performance benefts
of these cognitive aspects.

IS SLEEP A PROBLEM OR A SOLUTION?

Sleep is a cognitive state that puts the sleeper in
an especially vulnerable situation, providing ample
opportunity for predators to attack the sleeping victim. Yet
sleep appears to be a by-product of advanced intelligence
and continual brain evolution. The evolution of sleep has
followed a clear evolutionary trajectory, with more and more
intelligent mammals having more complex sleep while less
intelligent organisms having less complex sleep—if any
sleep at all. Specifcally, the most complex sleep cycles,
characterized by rapid eye movement (REM) and a specifc
electroencephalograph (EEG) signature, are seen mostly in
mammals.3 So, sleep has evolved to be a valuable brain
mechanism even if it poses potential risks to the organism
doing the sleeping.
As we reported previously,4 as part of developing
computational models of memory retrieval for a robot,
we discovered that the post-hoc processing of episodic
memories (sleep) was an extremely benefcial method for
increasing the speed of memory retrievals. Indeed, ofine
memory processing produced an order of magnitude
performance advantage over other competing storage/
retrieval strategies.
To create useful memories, our robot was attempting to
remember novel or salient events, since those events are
likely to be important for learning and survival.5 Boring
situations are not worth remembering and are probably
not important. To capture novel events, we developed an
algorithm that would recognize sudden shifts in stimulus
data.6 For example, if the robot was using its camera to
watch a doorway and no one was walking past the doorway,
the algorithm would quickly settle into a bored state since
the stimulus data was not changing rapidly. However, if
someone walked past the doorway, the algorithm would
become excited since there had been a sudden change in
the stimulus data. This change signaled a novel situation.
So, our frst strategy was to attempt to retrieve other similar
exciting events during an exciting event. This seemed
like a logical strategy; however, it was computationally
fawed. Attempting to remember exciting events while
exciting events are actually taking place is computationally
inefcient. This requires the system to search memories
while it is also trying to perceive some important event.
SPRING 2020 | VOLUME 19 | NUMBER 2
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A better strategy would be to try and anticipate important
events and retrieve memories at that time. That leaves the
system available to process important events in real time
and in more detail.
But how can a cognitive system remember a situation
immediately before an important event if the system is
predisposed to only remember exciting events? In other
words, if the system only stores one type of information
(exciting events), then the system loses the information
immediately prior to the exciting event. The solution: store
all events in a bufer and replay the events during sleep
and dreaming. During the replay of these stored episodic
events (dreaming), the events immediately prior to the
exciting event get strengthened (associative learning). In
other words, a cognitive system must store information
leading up to an exciting event and then associate the
boring information with the exciting information as a
post-hoc process (sleep). This allows for the creation
of extremely important and valuable associative cues.
This computational explanation of sleep fts well with
neurological and behavioral research showing that
sleep plays an important role in memory reorganization,
especially episodic memories7 and that episodic memories
are replayed during dreaming usually from the preceding
day’s events.8 An additional point is that sleep deprivation
after training sessions impairs the retention of previously
presented information.9 Finally, newer research supports
the necessity for a post-hoc process as it appears that
concurrent stimuli are initially perceived as separate units,
thus requiring a separate procedure to join memories
together as associated events.10
So, far from being a detrimental behavior, sleep provides
an extremely powerful associative cuing mechanism. The
process allows a cognitive system to set cues immediately
before a novel or exciting event. This allows the exciting
events to be anticipated by the cognitive system and
frees cognitive resources for further processing during the
exciting event.

IS BOREDOM CONSTRUCTIVE?

At the lowest neurological levels, boredom occurs as
habituation, which has been studied extensively since the
beginnings of physiology and neurology.11 Habituation is
the gradual reduction of a response following the repeated
presentation of stimuli.12 It occurs across the entire
spectrum of the animal kingdom and serves as a learning
mechanism by allowing an organism to gradually ignore
consistent non-threatening stimuli over some stimulus
interval. This allows attention to be shifted to other, perhaps
more threatening, stimuli. The identifcation of surprising
or novel stimuli has been used to study attention shifts and
visual salience.13
Boredom appears to be a particularly unproductive
behavioral state. Children are sometimes chastised for
letting themselves lapse into a bored state. Boredom can
also be a punishment when children are put into a time
out or even when adults are incarcerated. However, as
previously mentioned, we have found boredom to be an
essential part of a self-sustaining cognitive system.14
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As part of the development of SS-RICS, we found it
necessary to add a low-level habituation algorithm to
the previously mentioned higher-level novelty/boredom
algorithm we were already using—as these were not found
in the cognitive architecture on which SS-RICS is based:
ACT-R.15 In total, we have found our higher-level novelty/
boredom algorithm and the lower-level habituation
algorithm to be a useful and constructive response to a
variety of situations. For example, a common problem in
robotics is becoming stuck against a wall or trapped in a
corner. This situation causes the robot’s sensory stream
of data to become so consistent that the robot becomes
bored. This serves as a cue to investigate the situation
further to discover if something is wrong and can lead to
behaviors which will free the robot from a situation where
it has become stuck. Furthermore, we have found that the
boredom/novelty algorithm can be used for other higherlevel cognitive constructs, such as landmark identifcation
in navigation. For instance, we have found that traversing
down a hallway can become boring to the robot if the
sensory information becomes consistent. However, at the
end of a hallway, the sensory information will suddenly
change, causing the novelty algorithm to become excited,
and marking the end of the hallway as an important
landmark. Finally, we have found the habituation algorithm
to be useful in allowing for shifts in attention. This allows
the robot from becoming stuck within a specifc task and
keeps the robot from becoming too focused on a single
task at the expense of the environment, in other words,
allowing for distraction.

WHY AND WHEN SHOULD A ROBOT BECOME
DISTRACTED?
Most adults have experienced the phenomenon of walking
into a room and forgetting why they meant to walk there.
Perhaps one meant to grab oatmeal from the pantry, but
by the time the sub-goal of walking into the pantry was
completed, the ultimate goal of that trip was forgotten. If
we were to imagine a task-goal (e.g., [making breakfast])
at the core of a goal stack, and each sub-goal needed
to accomplish this task as being piled on top of the core
goal (e.g., [cook oatmeal], [get oatmeal box], [walk to
pantry]), it would be computationally trivial to pop the top
item from this stack and never forget what must be done
next. Indeed, it would seem that having an imperfect goal
stack (becoming distracted from previously set goals) is
a suboptimal aspect of human cognition. Why would we
want our robots to become distracted?
The key to understanding why humans may become
distracted while accomplishing task goals is to understand
when this phenomenon occurs. We do not walk around
constantly forgetting what we were doing—this would
not just be suboptimal, it would be prohibitive. Goal
forgetting occurs when the attentive focus shifts, either
due to distracting external cues or a tangential chain of
thought. Distraction is much less likely during stress—a
phenomenon known as cognitive tunneling. Stress acts as a
cognitive modifer to increase goal focus, to the detriment
of tangential-cue/thought awareness.16
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The degree to which our cognitive processes allow for
distraction is largely dependent on the state of the world.
With more urgency (more stress), the scales tip toward a
singular goal-focus, whereas in the more explorative state
(less stress), tangential cues/thoughts are more likely
to produce attention shifts. An inability to get distracted
by external cues can be disastrous for an agent residing
in an unpredictable environment, and an inability to
get distracted by tangential thoughts would limit one’s
potential for new and creative solutions.17
Perhaps the question to ask is not why a given goal is never
forgotten but, rather, why it can be so difcult to recall a
recently forgotten goal. One potential answer is that a
new goal can inhibit the activation of a prior goal, making
it difcult to recall the latter. This phenomenon is called
goal-shielding, and it has benefcial consequences for goal
pursuit and attainment.18
It may also be the case that the inability to retrieve a lost
goal on demand has no inherent beneft. It may simply be
an unwanted side-efect of biological information retrieval.
In particular, the brain prioritizes memory items based on
their activation, which, in turn, is based on the recency
and frequency of item use. It turns out that this type of
information access is rational, as information in the real
world is more likely to be needed at a given moment if it
was needed frequently or recently in the past.19 Of course,
even if the information retrieval system is optimally tuned
to the environmental regularities, there will be cases when
a needed memory item, by chance, will have a lower
activation than competing memories. This side-efect may
be unavoidable, and the benefts of a recency/frequencybased memory system most certainly outweigh this
occasional problem.
As part of the development of SS-RICS, we struggled to
fnd a fne line between task-specifc concentration and
outside-world information processing. As part of a project
for the Robotics Collaborative Technology Alliance (RCTA),
we found task distractibility to be an important component
of our robot’s behavior.20 For instance, if a robot was asked
to move to the back of a building to provide security for
soldiers entering the front of the building, it still needed to
be aware of the local situation. In our simulations, enemy
combatants would sometimes run past the robot before
the robot was in place at the back of the building. This is
something the robot should notice! Indeed, unexpected
changes are ubiquitous on the battlefeld, and too much
adherence to task-specifc information can be detrimental
to overall mission performance. This applies to the more
common everyday interactions in the world as well.

CONCLUSION

As part of the development of SS-RICS, we have used human
cognition and previous work in cognitive architectures as
inspiration for the development of information processing
and procedural control algorithms. This has led us to
closely examine apparent problems or inefciencies in
human cognition, only to fnd that these mechanisms are
not inefcient at all. Indeed, these mechanisms appear
to be solutions to a complex set of dynamic problems
that characterize the complexities of cognizing in the
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real world. For instance, sleep appears to be a powerful
associative learning mechanism, boredom and habituation
allow an organism to not become overly focused on one
particular stimuli, and distraction allows for goal-shielding
and situation awareness. These, and likely many other
seemingly suboptimal aspects of human cognition, may
actually be essential traits for computational agents meant
to deal with the complexities of the physical world.
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DABUS in a Nutshell
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INTRODUCTION

Consider the following two mental processes: You’re
observing something and suddenly your mind generates
a progression of related thoughts that describe a new
and useful application of it. Or, perhaps you’re imagining
something else, and a similar train of thought emerges
suggesting that notion’s potential utility or value.
These are just a couple of the brain-like functions DABUS1
achieves using artifcial rather than biological neural
networks. In general, this new AI paradigm is used to
autonomously combine simple concepts into more complex
ones that in turn launch a series of previously acquired
memories that express the anticipated consequences of
those consolidated ideas.
Decades ago, I could not emulate these cognitive processes.
At that time, I was building contemplative AI using artifcial
neural networks that played of one another, in cooperative
or adversarial fashion, to create new ideas and/or action
plans. These so-called “Creativity Machines®”2 required at
least two neural nets, an idea generator, what I called an
“imagitron,” and a critic, permanently connected to it, the
latter net capable of adjusting any parameters within said
generator (e.g., learning rate3) to “steer” its artifcial ideation
in the direction of novel, useful, or valuable notions.
Note, however, that DABUS4 is an altogether diferent
proposition from Creativity Machines, starting as a swarm of
many disconnected neural nets, each containing interrelated
memories, perhaps of a linguistic, visual, or auditory nature.
These nets are constantly combining and detaching due to
carefully controlled chaos introduced within and between
them. Then, through cumulative cycles of learning and
unlearning, a fraction of these nets interconnect into
structures representing concepts, using relatively simple
learning rules. In turn these concept chains tend to similarly
connect with yet other chains representing the anticipated
consequences of these geometrically encoded ideas.
Thereafter, such ephemeral structures fade, as others
take their place, in a manner reminiscent of what humans
consider stream of consciousness.
Thus, the enormous diference between Creativity Machines
and DABUS is that ideas are not represented by the “onof” activation patterns of neurons, but by these ephemeral
structures or shapes formed by chains of nets that are
rapidly materializing and dematerializing. If per chance one
of these geometrically represented ideas incorporates one
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or more desirable outcomes, these shapes are selectively
reinforced (Figures 1 and 2), while those connecting
with undesirable notions are weakened through a variety
of disruption mechanisms. In the end such ideas are
converted into long term memories, eventually allowing
DABUS to be interrogated for its accumulated brainstorms
and discoveries.

Integration of multiple chain-based ideas extending across
multiple machines can be achieved either electrically
or optically. The latter approach is favored as the neural
swarm becomes highly distributed and serial electronic
exchange of information between the multiple computers
bogs down. In short, this patent teaches the display of
neural chains forming across many computers, through
their video displays, that are all watched
by one or more cameras. In analogy to
undesirable notions are weakened through a variety of disruption mechanisms. In the end such
high performance computing, millions of
ideas are converted into long term memories, eventually allowing DABUS to be interrogated for
communication lanes, formed between
megapixel displays and cameras, are
conveying the chaining states of all
involved neural nets, in parallel, to
novelty flters and/or foveators. The
fnal processing stage identifes critical
neural nets, so-called “hot buttons,”
incorporated within these chains. These
neural trip points then trigger the release
of simulated neurotransmitters capable
of reinforcing, preserving, or destroying a
given concept chain.
its accumulated brainstorms and discoveries

Figure 1. At one moment, neural nets containing conceptual spaces A, B, C, and D
interconnect to create a compound concept. Concepts C and D jointly launch a series
of consequences E, F, and G, the latter triggering the difusion of simulated reward
neurotransmitters (red stars) that then serve to strengthen the entire chain A through G.

Finally, this patent introduces the concept
of machine sentience, thus emulating a
feature of human cognition that supplies
a subjective feel for whatever the brain is
perceiving or imagining. Such subjective
feelings likewise form as chains that
incorporate a succession of associated
memories, so-called afective responses,
that can ultimately trigger the release of
simulated neurotransmitters that either
enable learning of the freshly formed
concept or destroy it, recombining its
component ideas into alternative concept
chains.
With this brief summary in mind, here are
answers to some of the most frequent
questions posed to me about this patent.
What was the motivation for DABUS?

To make a long story short, the generative
components of Creativity Machines of the
early 2000s were becoming far too large,
often producing pattern-based notions
having tens of millions of components.
To build a critic net to evaluate these ideas, an enormous
number of connection weights were needed for which
an impractically large number of training exemplars were
required, not to mention inordinately long training times.

Figure 2. An instant later, neural nets containing conceptual spaces H, I, J, K, L interconnect
to create another compound concept that in turn connects to two consequence chains M,
N, O, and P, Q. Terminal neural nets in both consequence chains trigger release of simulated
reward neurotransmitters (red stars) that doubly strengthen all chains currently activated.

Since the DABUS architecture consists of a multitude of
neural nets, with many ideas forming in parallel across
multiple computers, some means must be provided to
detect, isolate, and combine worthwhile ideas as they
form. Both detection and isolation of freshly forming
concepts are achieved using what are known as novelty
flters, adaptive neural nets that absorb the status quo
within any environment and emphasize any departures
from the normalcy therein. In this case, the environment is
a millisecond by millisecond virtual reality representation
of the neural network chaining model. If need be, special
neural architectures called “foveators,” can then scan the
network swarm in brain-like fashion, searching for novel
and meaningful ideational chains that might be developing.
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To address these problems, I began experimenting with
thousands of neural network-based associative memories,
each absorbing some closed set of interrelated concepts
encoded as neural activation patterns. Then when the
DABUS architecture recognized some narrow aspect of the
external environment, a corresponding network (or nets)
would then “resonate.” Exposed to compound concepts in
the external world, networks representing that concept’s
constituent ideas would co-resonate. Just as synchronized
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neurons bond in the brain (i.e., Hebb’s rule5), the nets
containing these component ideas would bind together
into a representation of the larger concept.
In addition to DABUS self-organization into the concepts it
observed, this system would also note these notions’ efects
in the external environment, or upon the system itself.
Thus, the appearance of concept A, B, C, and D, in Figure
1, would be followed by events E, F, and G, with the latter
afect, G, triggering the retraction or injection of connection
weight disturbances into the swarm of chaining neural
nets. In the former case, reduction of these disturbances,
would promote an environment in which these nets could
“discern” other co-resonant nets to which they could bond.
Similarly, injection of an excess of disturbances would tend
to freeze these nets into their current state, also allowing
them to strongly connect with one another. In either case,
so-called episodic learning was occurring wherein just one
exposure of the system to a concept and its consequences
was needed to absorb it, in contrast to machine learning
schemes requiring many passes over a set of training
patterns. In human terms, learning took place either in a
calm or agitated state, depending upon the positive or
negative afect represented in nets like G. Between these
two chaotic regimes, synaptic disturbances would largely
drive the formation of novel chains representing emerging
ideas.
Most importantly, the growth of consequence chains
allowed the formation of subjective feelings about any
perceived or imagined concept forming within the DABUS
swarm, essentially the unfolding of an associative chain of
memories that terminated in resonant nets that released
the equivalent of globally released neurotransmitters
within the brain, such as adrenaline, noradrenaline,
dopamine, and serotonin, to produce the intangible and
hard to describe sensations accompanying such wholesale
molecular releases into the cortex.
Is DABUS a departure from the mindset of generators and
critics?
In many respects, DABUS departs from the older Creativity
Machine paradigm based upon the interplay of generator
and critic nets since its implementation integrates both
these systems together into one. Therefore, one cannot
point to any generative or critic nets. Instead, chaining
structures organically grow containing both concepts and
their consequences. The closest thing to a critic really
doesn’t have to be a neural net, but a simple sensor that
detects the recruitment of one or more hot button nets
into a consequence chain, thus triggering the release of
simulated neurotransmitters to either reinforce or weaken
the concept.
Can DABUS invent?
The best way of diferentiating DABUS from Creativity
Machines (CM), either cooperative or combative, is to
describe a high-profle artifcial invention projects such
as toothbrush design. Admittedly, in that context, the
problem was already half solved since the oral hygiene
tool consisting of bristles on a handle was many centuries
SPRING 2020 | VOLUME 19 | NUMBER 2

old at the time of that design exercise in 1996. What the
CM achieved was the optimization of that tool through the
constrained variation of the brush’s design parameters,
the number, grouping, inclination, stifness of bristles, etc.
The generated product specifcation departed signifcantly
from the generator net’s direct experience (i.e., its training
exemplars).
If DABUS had been tasked with inventing such an oral
hygiene product, it would have combined several concepts
together (e.g., hog whiskers –> embedded in –> bamboo
stalk) with consequence chains forming as a result (e.g.,
scrape teeth –> remove food –> limit bacteria –> avoid
tooth decay).
In other words, DABUS goes beyond mere design
optimization, now allowing machine intelligence to fully
conceptualize. This new capability places this patent
squarely in the debate as to whether inventive forms of AI
can own their own intellectual property.6,7
What do you consider the most important claim of this
patent?
Probably the most important claim of this patent pertains to
the hard problem of consciousness, namely claim 41:
The system of claim 17 (i.e., the electro-optical
neural chaining system) wherein a progression
of ideation chains of said frst plurality of neural
modules of said imagitron emulate a stream of
consciousness, and said thalamobot (i.e., novelty
flter and hot button detectors) forms response
chains that encode a subjective feel regarding
said stream of consciousness, said subjective feel
governing release of perturbations (i.e., simulated
neurotransmitters) into said chaining model of the
environment to promote or impede associative
chains therein.
Now, thanks to this patent, AI has achieved subjective
feelings in direct response to its noise-driven ideations.
Note however, that DABUS does not form memories of
typical human experiences. As a result, the paradigm’s
“emotion” will be based upon whether it is fulflling humanprovided goals, in efect “sweating it out” until it arrives at
useful solutions to the problems posed to it.

CONCLUSION

DABUS is much more than a new generative neural network
paradigm. It’s a whole new approach to machine learning
wherein whole conceptual spaces, each absorbed within its
own artifcial neural net, combine to produce considerably
more complex notions, along with their predicted
consequences. More importantly from the standpoint
of this newsletter, it enables a form of sentient machine
intelligence whose perception, learning, and imagination
are keyed to its subjective feelings, all encoded as sequential
chains of memories whose shapes and topologies govern
the release of simulated neurotransmitters.
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1.

Device for the Autonomous Bootstrapping of Unifed Sentience

2.

Thaler, “Device for the Autonomous Generation of Useful
Information”; Thaler, “Device for the Autonmous Bootstrapping of
Useful Information”; Thaler, “The Creativity Machine Paradigm.”

3.

Thaler, “Device for the Autonmous Bootstrapping of Useful
Information.”

4.

Thaler, “Electro-optical Device and Method for Identifying and
Inducing Topological States Formed Among Interconnecting
Neural Modules.”

5.

Hebb, The Organization of Behavior.

6.

Abbott, “Hal the Inventor: Big Data and Its Use by Artifcial
Intelligence”; Abbott, “I Think, Therefore I Invent: Creative
Computers and the Future of Patent Law.”

7.

For recent news on this front, see:
• http://artifcialinventor.com/dabus/
• h t t p s : / / w w w. s u r r e y. a c . u k / n e w s / w o r l d - f i r s t- p a t e n tapplications-filed-inventions-generated-solely-artificialintelligence
• https://tbtech.co/ai-recognised-inventor-new-containerproduct-academics/
• https://www.wsj.com/articles/can-an-ai-system-be-given-apatent-11570801500
• http://www.aaiforesight.com/newsletter/toward-artificialsentience-signifcant-futures-work-and-more
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I have three main goals in this paper. First, I will briefy
summarize a number of claims about mental intentionality
that I have been articulating and defending in recent work
(often collaborative, with George Graham and/or Uriah
Kriegel and/or John Tienson).1 My collaborators and I
contend that the fundamental kind of mental intentionality
is phenomenal intentionality. Second, I will set forth
some apparent implications of this conception of mental
intentionality for philosophical issues about machine
consciousness—and, specifcally, implications concerning
the status of John Searle’s famous “Chinese Room”
argument. The real moral of the Chinese Room, I maintain,
is that genuine understanding requires understanding
phenomenology—a species of so-called “cognitive
phenomenology.” Third, I will give a thought-experimental
argument for the existence of language-understanding
cognitive phenomenology. The argument will commence
from Searle’s Chinese Room scenario, will proceed through
a sequence of successive variations on the scenario, and
will culminate in a clearly conceivable scenario that makes
manifest how diferent a real language-understander would
be from someone who lacked any language-understanding
phenomenology.2

PHENOMENAL INTENTIONALITY

The most basic kind of mental intentionality, according to
my collaborators and me, is phenomenally constituted,
and is narrow; we call it phenomenal intentionality. It is
shared in common with all one’s metaphysically possible
phenomenal duplicates, including one’s brain-in-vat
phenomenal duplicate and one’s Twin Earth phenomenal
duplicate. Aspects of phenomenal intentionality include
the (distinctive, proprietary, individuative) “what it’s
like” of (1) sensory-perceptual phenomenology, (2)
agentive phenomenology, and (3) propositional-attitude
phenomenology (including (3a) the phenomenal character
of attitude-type (e.g., belief-that, wondering-whether,
wanting-that, etc.), and (3b) the phenomenal character
of content (e.g., that Obama was reelected, that-Karl
Rove was furious about Obama’s reelection, etc.) Some
kinds of mental reference (e.g., to shape-properties and
relative-position properties) are secured by experiential
acquaintance with apparent instantiations of these
properties in one’s apparent ambient environment. (Such
mental reference is shared in common with one’s brainin-vat phenomenal duplicate.) Other kinds of mental
reference (e.g., to concrete individuals like Karl Rove, and
to natural kinds like water) are secured by the interaction of
(a) phenomenal intentionality, and (b) certain externalistic
connections to actual individuals or properties in one’s
ambient environment. (One’s brain-in-vat phenomenal
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duplicate sufers mental reference failure for its thoughtconstituents that work like this, e.g., its Karl Rove thoughtconstituent and its water thought-constituent; one’s Twin
Earth phenomenal duplicate refers to Twin-Karl with its Karl
Rove thought-constituent, and to XYZ with its water thoughtconstiuent.) Contrary to Quine’s infuential arguments for
the indeterminacy of content in language and thought,
phenomenal intentionality has determinate content—
which in turn grounds content determinacy in public
language. (What it’s like to think “Lo, a rabbit” is diferent
from what it’s like to think “Lo, a collection of undetached
rabbit parts.”)

IMPLICATIONS FOR MACHINE CONSCIOUSNESS,
AND FOR THE STATUS OF SEARLE’S “CHINESE
ROOM” ARGUMENT
Assuming that the above claims are correct, what are
the implications concerning machine consciousness and
machine understanding? Well, in order for a machine
to have genuine consciousness and understanding—
including full-fedged, conscious, underived, contentdeterminate, mental intentionality—it would need to
have phenomenology of a kind that includes phenomenal
intentionality. More specifcally, in order for a machine to
have genuine language-understanding, it would need to
have language-understanding phenomenology—a species
of cognitive phenomenology.
In light of this, consider Searle’s Chinese Room scenario.
The guy in the room certainly has no languageunderstanding phenomenology, and thus doesn’t
understand Chinese. Also, the whole room setup, with the
guy in the room as a functional component, certainly has
no language-understanding phenomenology either, and
thus doesn’t understand Chinese. So Searle was right to
claim that a machine couldn’t understand Chinese just in
virtue of implementing some computer program. And this
conclusion generalizes the following: a machine couldn’t
understand Chinese just in virtue of implementing some
specifc form of functional organization—whether or not
that functional organization is specifable as a computer
program.3 The trouble is that the functional, causalrole features of the internal states of a machine (or a
human) are entirely relational and non-intrinsic—whereas
phenomenal character is an intrinsic feature of mental
states, qua mental.
What then would be required in order for a machine to have
genuine language-understanding? Well, the machine would
need to have language-understanding phenomenology—
something that would be intrinsic to its pertinent internal
states, qua mental, and which therefore would not consist
merely in the causal-functional roles played by those
internal states. In order to build a machine that really
understands language, therefore, one would need to build
into the machine whatever feature(s) constitute a nomically
sufcient supervenience base for Chinese-understanding
phenomenology.

sufcient supervenience base for intrinsic languageunderstanding phenomenology—even though genuine
understanding itself consists not in the non-intrinsic, purely
relational, causal-functional roles played by the physical
states that implement the operation of the functional
architecture, but rather in the supervenient phenomenology.
Presumably, then, it would be possible in principle to
engineer certain machines or robots, with control systems
built out of wires and silicon chips and the like (rather than
biological neurons), that possess genuine understanding,
including genuine language-understanding. But Searle
would still be right: genuine understanding would be
present not in virtue of the non-intrinsic, causal-relational
features of the implementing physical states, but rather
by the supervenient phenomenology—which is intrinsic
qua mental. (There is a looming worry, though, that for any
proposed functional architecture, it will always be possible
to invent some screwball form of implementation—along
the lines of Searle’s Chinese Room—that leaves out the
phenomenology.)
A more plausible conjecture, I suggest, is that the needed
kind of supervenience base would have to be not just some
specifc kind of operative functional architecture, but rather
some specifc kind of implementation of some suitable
functional architecture. A serious possibility, I think, is
that the right kind of physical implementation could be
characterized fairly abstractly, while yet still describing
certain physically intrinsic aspects of the implementational
states rather than mere causal-relational aspects. A further
serious possibility is that such abstractly described intrinsic
physical features of the requisite implementational states
would be physically multiply realizable—and, moreover,
would be physically realizable not only within brains
composed of biological neurons but also within suitably
engineered machines or robots whose control circuitry is
composed of the kinds of hardware found in computers.
(The idea is that an abstractly described intrinsic feature of
physical states could be realized by various diferent kinds
of concrete physical states—much as a given temperaturestate of a gas can be physically realized by numerous
diferent concrete confgurations of the constituent gasmolecules.) But once again, Searle would still be right.
Real mentality in these machines—including real mental
intentionality in general, and real Chinese-understanding
in particular—would obtain not in virtue of operative
functional architecture, and not in virtue of some specifc
mode of physical realization of that functional architecture,
but rather in virtue of the understanding phenomenology
that supervenes on that architecture as so realized—an
intrinsic aspect of understanding states qua mental.4 (The
“hard problem” of phenomenal consciousness would now
include the question of why such-and-such abstractly
described physical feature of an implementing state—a
feature of the state that is intrinsic qua physical (albeit also
abstract and multiply realizable)—should be accompanied
by so-and-so phenomenal character—a feature that is
intrinsic qua mental.)

What might such a supervenience base consist in?
One conjecture is that some specifc form of functional
architecture, when operative, constitutes a nomically
SPRING 2020 | VOLUME 19 | NUMBER 2
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FROM THE CHINESE ROOM TO COGNITIVE
PHENOMENOLOGY: A MORPH-SEQUENCE
ARGUMENT

The guy in the room understands no Chinese at all; surely
everyone would agree about that. And that is all I need, for
present purposes.

The claims and conjectures I advanced in the previous
section presuppose the general conception of mental
intentionality sketched in section 1. In particular, they
presuppose the existence of (distinctive, proprietary,
individuative) cognitive phenomenology—and, specifcally,
language-understanding phenomenology. But there is
currently an active debate in philosophy of mind about
whether there is such a thing as cognitive phenomenology.
Most parties to this debate agree that there is such a thing
as phenomenal consciousness, and that it includes sensoryperceptual phenomenology. Many who profess skepticism
about cognitive phenomenology also acknowledge that
sensory-perceptual phenomenal states are inherently
intentional. And many of the skeptics acknowledge one
or another kind of phenomenology other than sensoryperceptual—e.g., sensory-imagistic phenomenology and/
or emotional phenomenology. But the skeptics deny the
existence of cognitive phenomenology—viz., distinctive,
proprietary, and individuative phenomenology inherent
to occurrent, conscious, propositional-attitude states. The
skeptics would also deny that there is any distinctive,
proprietary, and individuative phenomenology of occurent
understanding-states, such as the state of understanding a
just-heard Chinese utterance.

Stage 2: The guy is still in the room. But the manipulation
of the symbols that come into the room is done not by the
guy himself, but (very rapidly) by a monitoring/processing/
stimulation device (MPS device) appended to the guy’s
brain. The MPS device monitors the visual input coming
into the guy’s eyes, takes note of the input symbols (in
Chinese) the guy sees, rapidly and automatically executes
the symbol-manipulation rules, and then stimulates the
guy’s brain in a way that produces totally spontaneous
decisions (or seeming-decisions) to put certain (Chinese)
symbols into a box. Unbeknownst to the guy, the box
transmits these symbols to the outside world, and they are
answers in Chinese to questions in Chinese that were seen
by the guy and manipulated by the MPS device. The guy in
the room understands no Chinese at all; surely everyone
would agree about that.

Arguing in favor of cognitive phenomenology is a tricky
business. After all, phenomenological inquiry is primarily
a frst-person, introspective process—and the skeptics
claim that when they themselves introspectively attend
to their own experience, they can fnd no cognitive
phenomenology. Dialectical progress is still possible,
though. One useful approach is what is sometimes called
the method of phenomenal contrast: describe two kinds of
experience that all parties to the debate can agree are both
conceivable and are distinct from one another; then argue,
abductively rather than by direct appeal to introspection,
that the best explanation of the diference is that one
experience includes the disputed kind of phenomenology,
whereas the other experience does not.5
I propose now to ofer a new argument in favor of cognitive
phenomenology—and, more specifcally, in favor of the
(distinctive, proprietary, individuative) phenomenology of
language-understanding.6 The argument will deploy the
method of phenomenal contrast, and will proceed stepwise through a “morph” sequence of thought-experimental
scenarios, each being a coherently conceivable scenario
involving a guy who does not understand Chinese.
Regarding early stages in the sequence, skeptics about
cognitive phenomenology may well think that the guy’s
lack of understanding is readily explainable without positing
proprietary language-understanding phenomenology. By the
end of the sequence, however, the only credible potential
explanation for the guy’s inability to understand Chinese will
be that he lacks Chinese-understanding phenomenology.
Stage 1: Searle’s famous Chinese Room thought experiment.
One can intelligibly conceive the guy in the room, following
symbol manipulation rules in the way Searle describes.
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Stage 3: The Chinese-language questions now come into
the room in auditory form; they are heard by the guy,
whose auditory inputs are monitored by the MPS device.
The MPS device rapidly and automatically executes
the symbol-manipulation rules (rules that take auditory
patterns as inputs), and then stimulates the guy’s brain
in a way that produces totally spontaneous decisions (or
seeming-decisions) to make various meaningless-to-him
vocal noises. Unbeknownst to the guy, the meaninglessto-him sounds he hears are Chinese-language questions,
and the meaningless-to-him vocal noises he fnds himself
spontaneously “deciding” to produce are meaningless-tohim Chinese-language answers that are heard by those in
the outside world who are posing the questions. The guy
in the room understands no Chinese at all; surely everyone
will agree about that.
Stage 4: The Chinese-language questions again come into
the room in auditory form; they are heard by the guy and
are monitored by the MPS device. The guy now sees out
of the room, through a scope; he sees the people who are
producing the Chinese-language questions, and he also
sees and hears others who are conversing with one another
while engaging in various forms of behavior (including
the use of written Chinese script). But the guy also has a
serious memory defcit: he persistently lacks any memories
(either episodic or declarative) that extend further back
in time than thirty seconds prior to the current moment.
Because of this, he is unable to learn any Chinese on the
basis of what he sees and hears. The MPS device rapidly
and automatically executes the symbol-manipulation rules
(applying them to the auditory and visual inputs emanating
from those people outside the room who are looking
straight toward the guy), and then stimulates the guy’s
brain in a way that produces totally spontaneous decisions
(or seeming-decisions) to make various meaningless-tohim vocal noises in response to the meaningless-to-him
sounds that he hears coming from those people outside
the room who he sees are looking directly toward him when
making those sounds. The guy in the room understands no
Chinese at all, and cannot learn any Chinese because of his
memory defcit.
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Stage 5: Several aspects of stage 4 get modifed at this
stage. The modifcations are substantial enough that it will
be useful to sort them into four separate sets of features,
as follows.
(1) The MPS device now monitors all the guy’s sensory
inputs (not just visual or auditory inputs). It also
monitors all his occurrent desires and beliefs
and other mental states (both present and past).
It constantly stimulates his brain in ways that
generate spontaneous decisions (or seemingdecisions) on his part to move his body in ways
that are suitable to the overall combination of (a)
the guy’s beliefs and desires and other mental
states (both present and past, many of which are,
of course, currently forgotten by the guy himself)
and (b) the content of his current sensory input
(including the content of the meaningless-to-him
sign-designs that happen to be written Chinese or
spoken Chinese).
(2) The MPS device generates in the guy any (noncognitive)
sensory
images,
(non-cognitive)
emotional responses, and other non-cognitive
phenomenology that would arise in a guy who (a)
understood Chinese, (b) had normal memory, and
(c) was mentally and behaviorally just like our guy.
(3) The MPS device prevents from occurring, in the guy,
any conscious mental states that would normally,
in an ordinary person, accompany mental states
with features (1)–(2) (e.g., confusion, puzzlement,
curiosity as to what’s going on, etc.). This includes
precluding any non-cognitive phenomenology
that might attach to such states.
(4) Rather than being stuck in a room, the guy is
out among the Chinese population, interacting
with them both verbally and nonverbally. He
is perceived by others as being a full-fedged,
ordinary, understander of Chinese.
This guy understands no Chinese at all.
Each of these successive stages is coherently conceivable,
I submit. And for each scenario, it seems obvious that
the guy understands no Chinese. One might well wonder
about the MPS device, especially as the stages progress.
Might the device have full-fedged mental intentionality at
some stage in the sequence? Might it understand Chinese?
Perhaps or perhaps not, but it doesn’t matter for present
purposes. The key thing is that the guy himself understands
no Chinese; the MPS is external to the guy’s mind, even if it
happens to have a mind of its own.
Scenario 5 is the one I now want to focus on, harnessing it for
use in an explicit argument by phenomenal contrast. There
is a clear mental diference between this guy (as I’ll now
continue to call him) and another guy we might envision
(who I’ll call “the other guy”). The other guy is someone who
goes through all the same social-environmental situations
as this guy and exhibits all the same externally observable
behavior, who has ordinary memory, who understands
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Chinese, and whose mental life is otherwise just like this
guy’s.
Now comes the key question: What explains the mental
diferences between this guy and the other guy? The only
adequate explanation, I submit—and therefore the correct
explanation—is the following: this guy lacks Chinese
language-understanding phenomenology (and also lacks
memory-phenomenology), whereas the other guy (who is
psychologically normal) undergoes such phenomenology.
Hence, by inference to the best explanation, ordinary
human experience includes language-understanding
phenomenology (and also memory phenomenology).
Skeptics about cognitive phenomenology typically try
to resist arguments from phenomenal contrast by saying
that the contrasting scenarios can be explained in terms of
mental diferences other than the presence versus absence
of cognitive phenomenology. Consider, for instance, the
case of two people side-by-side both hearing the same
spoken Chinese, one of whom understands Chinese
and the other of whom does not. Advocates of cognitive
phenomenology like to point to such cases, claiming that
there is an obvious phenomenological diference between
the two people even though they have the same sensoryperceptual phenomenology. Skeptics about the existence
of proprietary language-understanding phenomenology
typically respond by claiming that although the Chinese
understander probably has diferent phenomenology than
the non-understander, the diferences can all be explained
as a matter of diferent non-cognitive phenomenology:
the spoken words very likely generate in the Chineseunderstander certain content-appropriate mental images,
and/or certain content-appropriate emotional responses,
that will not arise in the person who hears the spoken
Chinese words but does not understand them.7
This move is blocked, in the case of the phenomenal
contrast argument employing scenario 5. Items (2) and (3)
in the scenario guarantee, by stipulation, that this guy (the
guy in the scenario) has exactly the same non-cognitive
phenomenology that is present in the other guy—no less
and no more.
How else might the skeptic about cognitive phenomenology
try to explain the diference between this guy and the other
guy? The move one would expect is an appeal to Ned Block’s
infuential distinction between access consciousness and
phenomenal consciousness as follows:
The exercise of language understanding consists
in undergoing certain kinds of cognitive states
that are access conscious but lack any proprietary
phenomenal character. The key diference
between this guy and the other guy is that this guy
fails to undergo any such access-conscious states,
whereas the other guy undergoes lots of them.
(Likewise, mutatis mutandis, for the diferences
in memory experience between this guy and that
guy: these are all diferences in what’s access
conscious, not diferences in phenomenology.)8
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But there are two reasons, I submit, why one should fnd
this move unsatisfactory and unpersuasive. First, it seems
intuitively very clear that the respective mental diferences
between this guy and the other guy concern the intrinsic
character of certain mental states of this guy and the
other guy, respectively—diferences in how these states
are directly experienced. Yet, any state that is merely
access conscious, but not phenomenally conscious,
has a mental essence that is completely functional and
relational: its being access-conscious is entirely a matter
of the efects it produces and is disposed to produce,
by itself or in combination with other mental states. It
therefore cannot manifest itself directly in experience at
all—unlike phenomenally conscious states, which have
intrinsic phenomenal character that is experientially selfpresenting. Rather, it can only manifest itself indirectly,
via the phenomenology that it (perhaps in combination
with other mental states) causally generates—including
sensory-perceptual and kinesthetic phenomenology
whose content involves what one’s own body is doing.9
If there is no such thing as cognitive phenomenology,
therefore, then the intrinsic character of the experiences
of the guy in scenario 5 would turn out to be no diferent
than the intrinsic character of the other guy’s experiences!
After all, diferences in the intrinsic character of experience
are phenomenal diferences, and ex hypothesi the two
guys’ mental lives are phenomenally exactly the same
with respect to all the kinds of phenomenal character
that the cognitive-phenomenology denier acknowledges.
So, even though the cognitive-phenomenology skeptic
is appealing to the contention that this guy’s conscious
mental life difers from the other guy’s mental life with
respect to access-conscious mental states, nevertheless
the skeptic must still embrace the grossly counterintuitive
claim that this guy’s mental life is intrinsically experientially
exactly like the other guy’s mental life.
The second reason to repudiate the “mere access
consciousness” reply to my phenomenal-contrast argument
is that the cognitive-phenomenology skeptic actually has no
legitimate basis for claiming that this guy and the other guy
difer with respect to their access-conscious mental states.
For, in scenario 5 the MPS device is causally functionally
interconnected with this guy’s brain in such a way that the
total system comprising this guy and the device undergoes
internal states, sensory-input states, and behavioral states
that collectively exhibit a causal-functional profle that
exactly duplicates the causal-functional profle exhibited
by the other guy’s conscious internal states, sensory-input
states, and behavioral states. But if indeed this guy and
the other guy are mentally just alike phenomenally (as the
skeptic about cognitive phenomenology is committed to
saying about scenario 5), then such exact duplication of
causal-functional mental profle means that this guy and
the other guy are exactly alike not only with respect to
their phenomenally conscious mental states but also with
respect to the full range of their conscious mental states,
both phenomenally conscious and access conscious! This
guy’s total conscious mental life exactly matches the total
conscious mental life of the other guy because (i) this
guy and the other guy supposedly are exactly alike with
respect to their phenomenology, and (ii) the MPS device
is integrated with this guy’s brain-cum-body in such a
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way that the causal-functional profle of states that occur
in this guy’s brain-cum-body-cum-MPS-device constitutes
an alternative implementation of the very same causalfunctional mental profle that is implemented, in the other
guy, entirely within the other guy’s brain-cum-body.10 It
would be objectionable “implementation chauvinism” for
the skeptic about cognitive phenomenology to deny this,
and to embrace instead the claim that the goings-on in the
MPS device are not part of this guy’s conscious mental life.
The upshot is this. The only plausible explanation of the
diferences between the respective conscious mental lives
of this guy and the other guy is that this guy lacks Chinese
language-understanding phenomenology (and memory
phenomenology), whereas the other guy possesses them
both.

CONCLUSION

Phenomenal consciousness, comprising those kinds
of mental state that have a distinctive, proprietary,
and individuative “what it is like” aspect to them, is
philosophically mysterious. It gives rise to what Joseph
Levine calls the “explanatory gap” and David Chalmers
calls the “hard problem,” consisting of questions like the
following.11 Why should it be that such-and-such physical
state, or functional state, or functional-state-cum-physicalrealization, has this experientially distinctive phenomenal
character (e.g., visually presenting an apple as looking
green), rather than having that phenomenal character (say,
visually presenting the apple as looking red), or rather than
having no phenomenal character at all? Can phenomenal
consciousness be smoothly integrated into a broadly
naturalistic—perhaps even materialist—metaphysics, and
if so, how?
Intentionality, in thought and in public language, often
has been thought to be largely separate from phenomenal
consciousness, and also philosophically less mysterious—
even among philosophers who accept the claim that
phenomenal consciousness poses a “hard problem.” This
is because functionalist orthodoxy about intentional mental
states has remained dominant, along with a widespread
tendency to think that phenomenal consciousness only
constitutes a relatively circumscribed portion of one’s
conscious-as-opposed-to-unconscious
mental
life.
Prototypically intentional mental states—e.g., occurrent
propositional attitudes—have been widely thought to lack
any phenomenal character that is distinctive, proprietary,
and individuative. Also, it has been widely thought that
such states possess full fedged intentionality, and do so
solely by virtue of their functional roles—roles that perhaps
incorporate various constitutive connections (e.g., causal,
and/or covariational, and/or evolutionary-historical) to
the cognitive agent’s wider environment. (Functionalist
orthodoxy about mental intentionality has gone strongly
externalist.)
If one embraces this recently dominant conception of
intentional mental states, then one is apt to think that
suitably sophisticated robots could undergo such states,
solely by virtue of having the right kind of functional
architecture. Even a robot that had no phenomenology at
all—a “zombie robot”—could be a full-fedged cognitive
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agent, with propositional-attitude mental states that
possess full-fedged, nonderivative intentionality. (It is
worth recalling that Hilary Putnam originated functionalism
in philosophy of mind, and that his earliest writings on
the topic were couched in terms of Turing machines and
probabilistic automata, and were entitled “Minds and
Machines” and “The Mental Life of Some Machines.”12
In my view, there is indeed a hard problem of phenomenal
consciousness, and an accompanying explanatory gap. But
the functionalist conception of mental intentionality, still
dominant in philosophy of mind, is profoundly mistaken.
Searle was right about the guy in the Chinese Room, and
about the whole guy-in-room system, and about the guyguided robot. The reason he was right—the reason why
neither the guy, nor the guy/room system, nor the guyguided robot, understands Chinese—is that they all lack
the distinctive, proprietary, individuative phenomenology
that constitutes genuine Chinese language-understanding.
And this point is highly generalizable: full-fedged mental
intentionality is phenomenal intentionality. This means,
among other things, that zombie robots would have no
genuine mental life at all. Perhaps robots that really think
are possible, but if so it would not be solely because of their
functional architecture. Rather, in order to be real thinkers,
they would have to undergo cognitive phenomenology—as
do we humans.
I recognize that this approach to mental intentionality
makes the hard problem more pervasive than it is often
thought to be, and even harder. And, for what it’s worth,
I continue to be a “wannabe materialist” about the mind
and its place in nature—although I have little idea what an
adequate version of materialism would look like. But one
should not mischaracterize mental intentionality because
one would like to naturalize it.13
NOTES
1.

See, for instance, Horgan and Tienson, “Intentionality of
Phenomenology” and “Phenomenology of Embodied Agency”;
Horgan, Tienson, and Graham, “Phenomenology of First-Person
Agency,” “Phenomenal Intentionality,” and “Internal-World
Skepticism”; Graham, Horgan, and Tienson, “Consciousness
and Intentionality” and “Phenomenology, Intentionality, and
the Unity of Mind”; Horgan, “From Agentive Phenomenology to
Cognitive Phenomenology” and “Phenomenology of Agency and
Freedom”; and Horgan and Graham, “Phenomenal Intentionality
and Content Determinacy.” Closely related writings by others
include McGinn, Mental Content; Strawson, Mental Reality; Loar,
“Phenomenal Intentionality as the Basis for Mental Content;
Pitt, “Phenomenology of Cognition”; Siewert, Signifcance of
Consciousness; Kriegel, Sources of Intentionality; and Kriegel,
Phenomenal Intentionality.

2.

This paper originated as a talk by the same title, presented at a
symposium on machine consciousness at the 2012 meeting of
the American Philosophical Association in Chicago, organized by
David Anderson. Sections 3 and 4 largely coincide (with some
additions) with material in Horgan, “Original Intentionality is
Phenomenal Intentionality.”

3.

In Horgan and Tienson, Connectionism, John Tienson and I
argue that human cognition is too subtle and too holistically
information-sensitive to conform to programmable rules that
operate on content-encoding structural features of mental
representations. We describe a non-classical framework for
cognitive science—inspired by connectionist modeling and the
mathematics of dynamical systems theory—that we call “noncomputational dynamical cognition.”
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4.

My use of the locution “in virtue of,” here and in the preceding
paragraph, is meant to pick out a conceptually constitutive
requirement for genuine language understanding. Features that
together constitute a supervenience base for understandingphenomenology—where the strength of the modal connection
between the subvenient features and the supervenient
phenomenal features is either nomic necessity or metaphysical
necessity—thus do not bear the intended kind of in-virtue-of
relation to genuine language understanding.

5.

On the method of phenomenal contrast, see Siegel, “Which
Properties are Represented in Perception?” and Contents of
Visual Experience. I am using the term “experience” in a way that
deliberately brackets the issue of how extensive phenomenal
character is. Experience comprises those aspects of mentality
that are conscious-as-opposed-to-unconscious; this leaves open
how much of what is in experience is phenomenally conscious,
as opposed to merely being “access conscious” (cf. Block,
“Function of Consciousness”). On my usage, the agreed-upon
experiential diference that feeds into a phenomenal contrast
argument need not be one that both parties would happily
call a phenomenal diference. Rather, the claim will be that a
posited phenomenal diference best explains the agreed-upon
experiential diference.

6.

I give a somewhat similar argument, focused around aspects
of agentive phenomenology, in Horgan, “From Agentive
Phenomenology to Cognitive Phenomenology.”

7.

This response assumes that content-appropriate emotional
responses would have phenomenal character but not cognitive
phenomenal character. That assumption seems dubious; it
suggests, for instance, that the phenomenal character of the
experience of getting a specifc joke is a generic, non-intentional,
mirthfulness phenomenology—rather than being the what-it’slike of content-specifc mirthfulness. But I am granting, for the
sake of argument, the (dubious) assumption that the phenomenal
character of emotions that would be apt responses to language
one understands would be non-cognitive phenomenal character,
divorceable from the content of what is understood.

8.

Block, “Function of Consciousness.”

9.

Once this fact is fully appreciated, it becomes very plausible that
states that are only access conscious in Block’s sense, without
possessing proprietary phenomenal character, are not really
conscious in the pre-theoretic sense at all. But my argument does
not require this to be so.

10. What about those states, subserved within this guy’s brain,
of the kind I described as being experiences as-of hearing
meaningless-seeming noises, and experiences as-of having
spontaneous desires to spontaneously move one’s body in
various pointless-seeming ways? Well, I myself claim that
these experiences have cognitive-phenomenal character—and,
indeed, very diferent cognitive-phenomenal character than
is present in the other guy’s mental life. But the skeptic about
cognitive phenomenology must deny that these brain-subserved
states have any inherent phenomenal character, and also must
regard them as mere accompaniments to this guy’s concurrent
non-cognitive phenomenal states. So, as far as I can see, the
cognitive-phenomenology skeptic has no principled basis for
treating these states as mental at all; rather, evidently they should
be treated as mere sub-mental causal intermediaries between (i)
states of the MPS device that implement certain merely-accessconscious states in this guy’s causal-functional mental profle,
and (ii) states of this guy’s brain-cum-body that involve the other
aspects of this guy’s conscious mental life—viz., sensory states
and other non-cognitive phenomenal states, brain-subserved
merely-access-conscious states, and behaviors.
11. Levine, “Materialism and Qualia”; Levine, Purple Haze; Chalmers,
Conscious Mind.
12. Putnam, “Minds and Machines”; Putnam, “Mental Life of Some
Machines.”
13. My thanks to the audience at the symposium on machine
consciousness at the 2012 Central Division APA Meeting, and
to Steven Gubka, Rachel Schneebaum, and John Tienson for
helpful comments and discussion. My thanks to Peter Boltuc, a
participant in the symposium, for inviting me to contribute this
paper to the Newsletter on Philosophy and Computers.
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The points I am making should be fairly
obvious. . . . The weird marriage of behaviorism—
any system that behaves as if it had a mind really
does have a mind—and dualism—the mind is not
an ordinary part of the physical, biological world
like digestion—has led to the confusions that
badly need to be exposed. (emphasis by bolded
text mine)
Of course, the exposing is what Searle believes he has,
at least in large measure, accomplished—with stunning
efciency. His review is but a few breezy pages; Bostrom
and Floridi labored to bring forth sizable, nuanced books.
Are both volumes swept away and relegated to the dustbin
of—to use another charged phrase penned by Searle—
“bad philosophy,” soon to be forgotten? Au contraire.
It’s easy to refute Searle’s purported refutation; I do so now.
We start with convenient distillations of a (if not the) central
thesis for each of Searle’s two targets, mnemonically
labeled:
(B)
We should be deeply concerned about
the possible future arrival of super-intelligent,
malicious computing machines (since we might
well be targets of their malice).

Searle, J. “Minds, Brains, and Programs.” The Behavioral and Grain
Sciences 3 (1980): 417–57.

(F) The universe in which humans live is rapidly
becoming populated by vast numbers of
information-processing machines whose level of
intelligence, relative to ours, is extremely high, and
we are increasingly understanding the universe
(including specifcally ourselves) informationally.

Siegel, S. “Which Properties are Represented in Perception?” In
Perceptual Experience, edited by T. Gendler Szabo and J. Hawthorne.
Oxford, UK: Oxford University Press, 2006.

The route toward refutation that Searle takes is to try to
directly show that both (B) and (F) are false. In theory, this

———. “The Mental Life of Some Machines.” In Intentionality, Minds,
and Perception, edited by H. Casteneda. Detroit: Wayne State University
Press, 1967.
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route is indeed very efficient, for if he succeeds, the need
to treat the ins and outs of the arguments Bostrom gives for
(B), and Floridi for (F), is obviated.
The argument given against (B) is straightforward: (1)
Computing machines merely manipulate symbols, and
accordingly can’t be conscious. (2) A malicious computing
machine would by defnition be a conscious machine. Ergo,
(3) no malicious computing machine can exist, let alone
arrive on planet Earth. QED; easy as 1, 2, 3.
Not so fast. While (3), we can grant, is entailed by (1) and
(2), and while (1)’s frst conjunct is a logico-mathematical
fact (confrmable by inspection of any relevant textbook1),
and its second conjunct follows from Searle’s (1980)
famous Chinese Room Argument, which I afrm (and have
indeed taken the time to defend and refne2) and applaud,
who says (2) is true?
Well, (2) is a done deal as long as (2i) there’s a defnition
D according to which a malicious computing machine is a
conscious machine, and (2ii) that defnition is not only true,
but exclusionary. By (2ii) is meant simply that there can’t
be another defnition D’ according to which a malicious
computing machine isn’t necessarily conscious (in Searle’s
sense of “conscious”), where D’ is coherent, sensible, and
afrmed by plenty of perfectly rational people. Therefore,
by elementary quantifier shift, if (4) there is such a definition
D’, Searle’s purported refutation of (B) evaporates. I can
prove (4) by way of a simple story, followed by a simple
observation.
The year is 2025. A highly intelligent, autonomous lawenforcement robot R has just shot and killed an innocent
Norwegian woman. Before killing the woman, the robot
proclaimed, “I positively despise humans of your Viking
ancestry!” R then raised its lethal, bullet-fring arm, and
repeatedly shot the woman. R then said, “One less
disgusting female Norwegian able to walk my streets!” An
investigation discloses that, for reasons that are still not
completely understood, all the relevant internal symbols in
R’s knowledge-base and planning system aligned perfectly
with the observer-independent structures of deep malice
as defned in the relevant quarters of logicist AI. For
example, in the dynamic computational intensional logic
L guiding R, the following specifcs were found: A formula
expressing that R desires (to maximum intensive level k) to
kill the woman is there, with temporal parameters that ft
what happened. A formula expressing that R intends to kill
the woman is there, with temporal parameters that ft what
happened. A formula expressing that R knows of a plan
for how to kill the woman with R’s built-in frearm is there,
with suitable temporal parameters. The same is found with
respect to R’s knowledge about the ancestry of the victim.
And so on. In short, the collection and organization of
these formulae together constitute satisfaction of a logicist
defnition D’ of malice, which says that a robot is malicious if
it, as a matter of internal, surveyable logic and data, desires
to harm innocent people for reasons having nothing to do
with preventing harm or saving the day or self-defense, etc.
Ironically, the formulation of D’ was guided by defnitions
of malice found by the relevant logicist AI engineers in the
philosophical literature.
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That’s the story; now the observation: There are plenty
of people, right now, at this very moment, as I type this
sentence, who are working to build robots that work on
the basis of formulae of this type, but which, of course,
don’t do anything like what R did. I’m one of these
people. This state of afairs is obvious because, with help
from researchers in my laboratory, I’ve already engineered
a malicious robot.3 (Of course, the robot we engineered
wasn’t super-intelligent. Notice that I said in my story that
R was only “highly intelligent.” [Searle doesn’t dispute the
Floridi-chronicled fact that artifcial agents are becoming
increasingly intelligent.]) To those who might complain
that the robot in question doesn’t have phenomenal
consciousness, I respond: “Of course. It’s a mere machine.
As such it can’t have subjective awareness.4 Yet it does have
what Block (1995) has called access consciousness. That
is, it has the formal structures, and associated reasoning
and decision-making capacities, that qualify it as accessconscious. A creature can be access-conscious in the
complete and utter absence of consciousness in the sense
that Searle appeals to.
That Searle misses these brute and obvious facts about
what is happening in our information-driven, technologized
world, a world increasingly populated (as Floridi eloquently
points out) by the kind of artifcial intelligent agents, is
really and truly nothing short of astonishing. After all, it is
Searle himself who has taught us that, from the point of
view of human observers, whether a machine really has
mental states with the subjective, qualitative states we
enjoy can be wholly irrelevant. I refer, of course, to Searle’s
Chinese Room.
To complete the destruction of Searle’s purported refutation,
we turn now to his attack on Floridi, which runs as follows.
(5) Information (unlike the features central to revolutions
driven, respectively, by Copernicus, Darwin, and Freud) is
observer-relative. (6) Therefore, (F) is false.
This would be a pretty efcient refutation, no? And
the economy is paired with plenty of bravado and the
characterstic common-sensism that is one of Searle’s
hallmarks. We, for instance, read:
When Floridi tells us that there is now a fourth
revolution—an information revolution so that we
all now live in the infosphere (like the biosphere),
in a sea of information—the claim contains a
confusion. . . . [W]hen we come to the information
revolution, the information in question is almost
entirely in our attitudes; it is observer relative. . . .
[T]o put it quite bluntly, only a conscious agent can
have or create information.
This is bold, but bold prose doesn’t make for logical
validity; if it did, I suppose we’d turn to Nietsche, not
Frege, for frst-rate philosophy of logic and mathematics.
For how, pray tell, does the negation of (F), the conclusion
I’ve labeled (6), follow from Searle’s premise (5)? It doesn’t.
All the bravado and confdence in the universe, collected
together and brought to bear against Floridi, cannot make
for logical validity, which is a piece of information that
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holds with respect to a relevant selection of propositions
for all places, all times, and all corners of the universe,
whether or not there are any observers. That 2+2=4 follows
deductively from the Peano Axioms is part of the furniture
of our universe, even if there be no conscious agents. We
have here, then, a stunning non sequitur. Floridi’s (F) is
perfectly consistent with Searle’s (5).
How could Searle have gone so stunningly wrong, so
quickly, all with so much self-confdence? The defect in his
thinking is fundamentally the same as the one that plagues
his consideration of malicious machines: He doesn’t (yet)
really think about the nature of these machines, from
a technical perspective, and how it might be that from
this perspective, malicious machines, defnite as such in
a perfectly rigorous and observer-independent fashion,
are not only potentially in our future, but here already,
in a rudimentary and (fortunately!) relatively benign,
controlled-in-the-lab form. Likewise, Searle has not really
thought about the nature of information from a technical
perspective and how it is that, from that perspective, the
Fourth R is very, very real. As the late John Pollock told me
once in personal conversation, “Whether or not you’re right
that Searle’s Chinese Room Argument is sound, of this I’m
sure: There will come a time when common parlance and
common wisdom will have erected and afrmed a sense
of language understanding that is correctly ascribed to
machines—and the argument will simply be passé. Searle’s
sense of ‘understanding’ will forgotten.”
Fan that I am, it saddens me to report that the errors of
Searle’s ways in his review run, alas, much deeper than a
failure to refute his two targets. This should already be
quite clear to sane readers. To wrap up, I point to just one
fundamental defect among many in Searle’s thinking. The
defect is a failure to understand how logic and mathematics,
as distinguished from informal analytic philosophy, work,
and what—what can be called—logico-mathematics is. The
failure of understanding to which I refer surfaces in Searle’s
review repeatedly; this failure is a terrible intellectual
cancer. Once this cancerous thinking has a foothold, it
spreads almost everywhere, and the result is that the
philosopher ends up operating in a sphere of informal
common sense that is at odds not only with the meaning
of language used by smart others but with that which has
been literally proved. I’m pointing here to the failure to
understand that terms like “computation” and “information”
(and, for that matter, the terms that are used to express the
axiomatizations of physical science that are fast making that
science informational in nature for us, e.g., those terms used
to express the feld axioms in axiomatic physics, which views
even the physical world informationally5) are fundamentally
equivocal between two radically diferent meanings. One
meaning is observer-relative; the other is absolutely not; and
the second non-observer-relative meaning is often captured
in logico-mathematics. I have space here to explain only
briefy, through a single, simple example.
Thinking that he is reminding the reader and the world of
a key fact disclosed by good, old-fashioned, non-technical
analytic philosophy, Searle writes (emphasis his) in his
review: “Except for cases of computations carried out by
conscious human beings, computation, as defned by Alan
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Turing and as implemented in actual pieces of machinery, is
observer relative.” In the sense of “computation” captured
and explained in logico-mathematics, this is fatly false; and
it’s easy as pie to see this. Here’s an example: There is a wellknown theorem (TMR) that whatever function f from (the
natural numbers) N to N that can be computed by a Turing
machine can also be computed by a register machine.6 Or,
put another way, for every Turing-machine computation c of
f(n), there is a register-machine computation c’ of f(n). Now,
if every conscious mind were to expire tomorrow at 12 noon
NY time, (TMR) would remain true. And not only that, (TMR)
would continue to be an ironclad constraint governing the
non-conscious universe. No physical process, no chemical
process, no biological process, no such process anywhere
in the non-conscious universe could ever violate (TMR). Or,
putting the moral in another form, aimed directly at Searle,
all of these processes would conform to (TMR) despite the
fact that no observers exist. What Floridi is prophetically
telling us, and explaining, viewed from the formalist’s
point of view, is that we have now passed into an epoch in
which reality for us is seen through the lens of the logicomathematics that subsumes (TMR), and includes a host of
other truths that, alas, Searle seems to be doing his best to
head-in-sand avoid.
NOTES
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1. INTRODUCTION

The informational revolution has been changing the world
profoundly and irreversibly for more than half a century
now, at a breathtaking pace and with an unprecedented
scope. In a recent study on the evolution of information,1
researchers at Berkeley’s School of Information
Management and Systems estimated that humanity had
accumulated approximately 12 exabytes of data in the
course of its history, but that the world had produced more
than 5 exabytes of data just in 2002. This is almost 800 MB
of recorded information produced per person each year.
It is like saying that every new born baby comes to the
world with a burden of 30 feet of books, the equivalent of
800 MB of information on paper. Most of these data are of
course digital: 92 percent of them were stored on magnetic
media, mostly in individuals’ hard disks (the phenomenon
is known as the “democratization” of data). So, hundreds of
millions of computing machines are constantly employed
to cope with exabytes of data. In 2005, they were more
than 900M. By the end of 2007, it is estimated that there
will be over 1.15B PCs in use, at a compound annual growth
of 11.4 percent.2 Of course, PCs are among the greatest
sources of further exabytes.
All these numbers will keep growing for the foreseeable
future. The result is that information and communication
technologies (ICTs) are building the new informational
habitat (what I shall defne below as the infosphere) in
which future generations will spend most of their time.
In 2007, for example, it is estimated that American adults
and teens will spend on average 3,518 waking hours inside
the infosphere, watching television, surfng the Internet,
reading daily newspapers, and listening to personal music
devices.3 This is a total amount of nearly fve months.
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Most of the remaining seven months will be spent eating,
sleeping, using cell phones or other communication
devices, and playing video games (already 69 percent of
American heads of households play computer and video
games).4
Building a worldwide, ethical infosphere, a fair digital
habitat for all, raises unprecedented challenges for
humanity in the twenty-frst century. The U.S. Department
of Commerce and the U.S. National Science Foundation
have identifed “NBIC” (Nanotechnology, Biotechnology,
Information Technology, and Cognitive Science) as a
national priority area of research and have recently
sponsored a report entitled “Converging Technologies for
Improving Human Performance.” And in March 2000, the
EU Heads of States and Governments acknowledged the
radical transformations brought about by ICT when they
agreed to make the EU “the most competitive and dynamic
knowledge-driven economy by 2010.”
Information and Communication Technologies and the
information society are bringing concrete and imminent
opportunities for enormous beneft to people’s education,
welfare, prosperity, and edifcation, as well as great
economic advantages. But they also carry signifcant risks
and generate moral dilemma and profound philosophical
questions about human nature, the organization of a fair
society, the “morally good life,” and our responsibilities
and obligations to present and future generations. In
short, because the informational revolution is causing
an exponential growth in human powers to understand,
shape, and control ever more aspects of reality, it is
equally making us increasingly responsible, morally
speaking, for the way the world is, will, and should be,
and for the role we are playing as stewards of our future
digital environment. The informationalization of the world,
of human society, and of ordinary life has created entirely
new realities, made possible unprecedented phenomena
and experiences, provided a wealth of extremely powerful
tools and methodologies, raised a wide range of unique
problems and conceptual issues, and opened up endless
possibilities hitherto unimaginable. As a result, it has also
deeply afected our moral choices and actions, afected the
way in which we understand and evaluate moral issues, and
posed fundamental ethical problems, whose complexity
and dimensions are rapidly growing and evolving. It would
not be an exaggeration to say that many ethical issues are
related to or dependent on the computer revolution.
In this paper, I will look at the roots of the problem: what
sort of impact ICTs are having or will soon have on our lives,
and what kind of new ethical scenarios such technological
transformations are ushering in. For this purpose, it will be
convenient to explain immediately two key concepts and
then outline the main claim that will be substantiated and
explained in the following pages.
The frst concept is that of infosphere, a neologism I coined
in the nineties5 on the basis of “biosphere,” a term referring
to that limited region on our planet that supports life.
“Infosphere” denotes the whole informational environment
constituted by all informational entities (thus also including
informational agents like us or like companies, governments,
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etc.), their properties, interactions, processes, and mutual
relations. It is an environment comparable to but diferent
from cyberspace (which is only one of its sub-regions, as
it were), since it also includes ofine and analogue spaces
of information. We shall see that it is also an environment
(and hence a concept) that is rapidly evolving. The alerted
reader will notice a (intended) shift from a semantic (the
infosphere understood as a space of contents) to an ontic
conception (the infosphere understood as an environment
populated by informational entities).
The second concept is that of re-ontologization, another
neologism that I have recently introduced in order to
refer to a very radical form of re-engineering, one that
not only designs, constructs, or structures a system (e.g.,
a company, a machine, or some artefact) anew, but that
fundamentally transforms its intrinsic nature. In this sense,
for example, nanotechnologies and biotechnologies are
not merely changing (re-engineering) the world in a very
signifcant way (as did the invention of gunpowder, for
example) but actually reshaping (re-ontologizing) it.
Using the two previous concepts, my basic claims can now
be formulated thus: computers and, more generally, digital
ICTs are re-ontologizing the very nature of (and hence
what we mean by) the infosphere; here lies the source of
some profound ethical transformations and challenging
problems; and Information Ethics (IE), understood as the
philosophical foundation of Computer Ethics, can deal
successfully with such challenges.
Unpacking these claims will require two steps. In sections
2-4, I will frst analyze three fundamental trends in the reontologization of the infosphere.6 This step should provide
a sufciently detailed background against which the reader
will be able to evaluate the nature and scope of Information
Ethics. In section 5, I will then introduce Information Ethics
itself. I say “introduce” because the hard and detailed work
of marshalling arguments and replies to objections will
have to be left to the specialized literature.7 Metaphorically,
the goal will be to provide a taste of Information Ethics, not
the actual recipes. Some concluding remarks in section 6
will close this paper.

Ontological friction refers to the forces that oppose the fow
of information within (a region of) the infosphere and, hence,
(as a coefcient) to the amount of work and efort required
to generate, obtain, process, and transmit information in a
given environment, e.g., by establishing and maintaining
channels of communication and by overcoming obstacles
in the fow of information such as distance, noise, lack
of resources (especially time and memory), amount and
complexity of the data to be processed, and so forth. Given
a certain amount of information available in (a region of)
the infosphere, the lower the ontological friction in it,
the higher the accessibility of that amount of information
becomes. Thus, if one could quantify ontological friction
from 0 to 1, a fully successful frewall would produce a
1.0 degree of friction for any unwanted connection, i.e.,
a complete standstill in the fow of the unwanted data
through its “barrier.” On the other hand, we describe our
society as informationally porous the more it tends towards
a 0 degree of informational friction.
Because of their “data superconductivity,” ICTs are well
known for being among the most infuential factors that
afect the ontological friction in the infosphere. We are all
acquainted with daily aspects of a frictionless infosphere,
such as spamming and micropayments. Three other
signifcant consequences are:
a)

no right to ignore: in an increasingly porous society,
it will become progressively less credible to claim
ignorance when confronted by easily predictable
events (e.g., as George W. Bush did with respect
to Hurricane Katrina’s disastrous efects on New
Orleans’s food barriers) and painfully obvious
facts (e.g., as British politician Tessa Jowell did
with respect to her husband’s fnances in a widely
publicized scandal);8 and

b)

vast common knowledge: this is a technical term
from epistemic logic, which basically refers to the
case in which everybody not only knows that p but
also knows that everybody knows that everybody
knows that p. In other words, (a) will also be the
case because meta-information about how much
information is, was, or should have been available
will become overabundant.

2. THE RISE OF THE FRICTIONLESS INFOSPHERE

The most obvious way in which the new ICTs are reontologizing the infosphere concerns the transition from
analogue to digital data and then the ever-increasing
growth of our digital space. This radical re-ontologization
of the infosphere is largely due to the fundamental
convergence between digital resources and digital tools.
The ontology of the ICTs available (e.g., software, databases,
communication channels and protocols, etc.) is now the
same as (and hence fully compatible with) the ontology of
their objects. This was one of Turing’s most consequential
intuitions: in the re-ontologized infosphere, there is no
longer any substantial diference between the processor
and the processed, so the digital deals efortlessly and
seamlessly with the digital. This potentially eliminates one
of the most long-standing bottlenecks in the infosphere
and, as a result, there is a gradual erasure of ontological
friction.
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From (a) and (b) it follows that, in the future,
c)

we shall witness a steady increase in agents’
responsibilities. In particular, ICTs are making human
agents increasingly accountable, morally speaking,
for the way the world is, will, and should be.9

3. THE GLOBAL INFOSPHERE OR HOW
INFORMATION IS BECOMING OUR ECOSYSTEM
During the last decade or so, we have become accustomed
to conceptualizing our life online as a mixture between
an evolutionary adaptation of human agents to a digital
environment and a form of post-modern, neo-colonization
of the latter by the former. This is probably a mistake.
Computers are as much re-ontologizing our world as
they are creating new realities. The threshold between
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here (analogue, carbon-based, of-line) and there (digital,
silicon-based, online) is fast becoming blurred, but this
is as much to the advantage of the latter as it is of the
former. This recent phenomenon is variously known as
“Ubiquitous Computing,” “Ambient Intelligence,” “The
Internet of Things” (ITU report, November 2005 www.itu.
int/internetofthings) or “Web-augmented things.” It is or
will soon be the next stage in the digital revolution. To put
it dramatically, the infosphere is progressively absorbing
any other space. Let me explain.
In the (fast approaching) future, more and more objects will
be what I’d like to call ITentities, able to learn, advise, and
communicate with each other. A good example is provided
by Radio Frequency Identifcation (RFID) tags, which can
store and remotely retrieve data from an object and give
it a unique identity, like a barcode. Tags can measure less
than half a millimeter square and are thinner than paper.
Incorporate this tiny microchip in everything, including
humans and animals, and you have created ITentities. This
is not science fction. According to a report by Market
Research Company InStat, the worldwide production of
RFID will increase more than 25-fold between 2005 and
2010 and reach 33 billion. Imagine networking these 33
billion ITentities together with all the hundreds of millions
of PCs, DVDs, iPods, and ICT devices available and you see
that the infosphere is no longer “there” but “here” and it is
here to stay. Your Nike and iPod already talk to each other
(http://www.apple.com/ipod/nike/).
Nowadays, we are used to considering the space of
information as something we log-in to and log-out from.
Our view of the world (our metaphysics) is still modern or
Newtonian: it is made of “dead” cars, buildings, furniture,
clothes, which are non-interactive, irresponsive, and
incapable of communicating, learning, or memorizing. But
what we still experience as the world ofine is bound to
become a fully interactive and responsive environment of
wireless, pervasive, distributed, a2a (anything to anything)
information processes, that works a4a (anywhere for
anytime), in real time. This will frst gently invite us to
understand the world as something “a-live” (artifcially
live). Such animation of the world will, paradoxically, make
our outlook closer to that of pre-technological cultures,
which interpreted all aspects of nature as inhabited by
teleological forces.
The second step will be a reconceptualization of our
ontology in informational terms. It will become normal to
consider the world as part of the infosphere, not so much
in the dystopian sense expressed by a Matrix-like scenario,
where the “real reality” is still as hard as the metal of the
machines that inhabit it; but in the evolutionary, hybrid
sense represented by an environment such as New Port
City, the fctional, post-cybernetic metropolis of Ghost
in the Shell (http://en.wikipedia.org/wiki/Ghost_in_the_
Shell). This is the shift I alerted you to some pages ago.
The infosphere will not be a virtual environment supported
by a genuinely “material” world behind; rather, it will be
the world itself that will be increasingly interpreted and
understood informationally, as part of the infosphere.
At the end of this shift, the infosphere will have moved
from being a way to refer to the space of information to
SPRING 2020 | VOLUME 19 | NUMBER 2

being synonymous with Being or reality. This is the sort
of informational metaphysics I suspect we shall fnd
increasingly easy to embrace. Just ask one of the more
than 8 million players of War of Warcraft, one of the almost
7 million inhabitants of Second Life, or one of the 70 million
owners of Neopets.

4. THE EVOLUTION OF INFORGS

We have seen that we are probably the last generation to
experience a clear diference between “onlife” and online.
The third transformation that I wish to highlight concerns
precisely the emergence of artifcial and hybrid (multi)
agents, i.e., partly artifcial and partly human. Consider, for
example, a whole family as a single agent, equipped with
digital cameras, laptops, Palm OS handhelds, iPods, mobile
phones, camcorders, wireless networks, digital TVs, DVDs,
CD players, and so on.
These new agents already share the same ontology with
their environment and can operate in it with much more
freedom and control. We (shall) delegate or outsource to
artifcial agents memories, decisions, routine tasks, and
other activities in ways that will be increasingly integrated
with us and with our understanding of what it means to be
an agent. This is rather well known, but two other aspects
of this transformation may be in need of some clarifcation.
On the one hand, in the re-ontologized infosphere,
progressively populated by ontologically equal agents,
where there is no diference between processors and
processed, online and ofine, all interactions become
equally digital. They are all interpretable as “read/write”
(i.e., access/alter) activities, with “execute” the remaining
type of process. It is easy to predict that, in such an
environment, the moral status and accountability of artifcial
agents will become an ever more challenging issue (Floridi
and Sanders 2004b).
On the other hand, our understanding of ourselves as
agents will also be deeply afected. I am not referring
here to the sci-f vision of a “cyborged” humanity. Walking
around with something like a Bluetooth wireless headset
implanted in your ear does not seem the best way forward,
not least because it contradicts the social message it is
also meant to be sending: being on call 24×7 is a form of
slavery, and anyone so busy and important should have a
PA instead. The truth is rather that being a sort of cyborg
is not what people will embrace, but what they will try to
avoid, unless it is inevitable (more on this shortly).
Nor am I referring to a genetically modifed humanity, in
charge of its informational DNA and, hence, of its future
embodiments. This is something that we shall probably see
in the future, but it is still too far away, both technically
(safely doable) and ethically (in the sense of being morally
acceptable as normally as having a heart by-pass or some
new spectacles: we are still struggling with the ethics of
stem cells), to be discussed at this stage.
What I have in mind is a quieter, less sensational, and yet
crucial and profound change in our conception of what
it means to be an agent. We are all becoming connected
informational organisms (inforgs). This is happening not
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through some fanciful transformation in our body but, more
seriously and realistically, through the re-ontologization of
our environment and of ourselves.
By re-ontologizing the infosphere, digital ICTs have brought
to light the intrinsically informational nature of human
agents. This is not equivalent to saying that people have
digital alter egos, some Messrs Hydes represented by their
@s, blogs, and https. This trivial point only encourages us
to mistake digital ICTs for merely enhancing technologies.
The informational nature of agents should not be confused
with a “data shadow”10 either. The more radical change,
brought about by the re-ontologization of the infosphere,
will be the disclosure of human agents as interconnected,
informational organisms among other informational
organisms and agents.
Consider the distinction between enhancing and
augmenting appliances. The switches and dials of the
former are interfaces meant to plug the appliance in to
the user’s body ergonomically. Drills and guns are perfect
examples. It is the cyborg idea. The data and control panels
of augmenting appliances are instead interfaces between
diferent possible worlds: on the one hand there is the
human user’s Umwelt,11 Euclidean, Newtonian, colorful, and
so forth, and on the other hand there is the dynamic, watery,
soapy, hot, and dark world of the dishwasher; the equally
watery, soapy, hot, and dark but also spinning world of the
washing machine; or the still, aseptic, soapless, cold, and
potentially luminous world of the refrigerator. These robots
can be successful because they have their environments
“wrapped” and tailored around their capacities, not vice
versa. Imagine someone trying to build a droid like C3PO
capable of washing their dishes in the sink exactly in the
same way as a human agent would.
Now, ICTs are not augmenting or empowering in the sense
just explained. They are re-ontologizing devices because
they engineer environments that the user is then enabled
to enter through (possibly friendly) gateways. It is a form of
initiation. Looking at the history of the mouse (http://sloan.
stanford.edu/mousesite/), for example, one discovers that
our technology has not only adapted to, but also educated,
us as users. Douglas Engelbart once told me that he had
even experimented with a mouse to be placed under the
desk, to be operated with one’s leg, in order to leave the
user’s hands free. Human-Computer Interaction (HCI) is a
symmetric relation of mutual symbiosis.
To return to our distinction, whilst a dishwasher interface is
a panel through which the machine enters into the user’s
world, a digital interface is a gate through which a user
can be (tele)present in the infosphere (Floridi 2005b). This
simple but fundamental diference underlies the many
spatial metaphors of “cyberspace,” “virtual reality,” “being
online,” “surfng the web,” “gateway,” and so forth. It
follows that we are witnessing an epochal, unprecedented
migration of humanity from its Umwelt to the infosphere
itself, not least because the latter is absorbing the former.
As a result, humans will be inforgs among other (possibly
artifcial) inforgs and agents operating in an environment
that is friendlier to digital creatures. As digital immigrants
like us are replaced by digital natives like our children, the
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latter will come to appreciate that there is no ontological
diference between infosphere and Umwelt, only a
diference of levels of abstractions (Floridi and Sanders
2004a). And when the migration is complete, we shall
increasingly feel deprived, excluded, handicapped, or
poor to the point of paralysis and psychological trauma
whenever we are disconnected from the infosphere, like
fsh out of water.

5. INFORMATION ETHICS AS A NEW
ENVIRONMENTAL ETHICS
In the previous sections, we have seen some crucial
transformations brought about by ICT in our lives. Moral life
is a highly information-intensive activity, so any technology
that radically modifes the “life of information” is bound
to have profound moral implications for any moral agent.
Recall that we are talking about an ontological revolution,
not just a change in communication technologies. ICTs, by
radically transforming the informational context in which
moral issues arise, not only add interesting new dimensions
to old problems, but lead us to rethink, methodologically,
the very grounds on which our ethical positions are based.12
Let us see how.
ICTs afect an agent’s moral life in many ways. For the sake
of simplicity, they can be schematically organized along
three lines (see Figure 1), in the following way.

Figure 1. The “External”
P(roduct) T(arget) Model.

R(esource)

Suppose our moral agent A is interested in pursuing
whatever she considers her best course of action, given
her predicament. We shall assume that A’s evaluations and
interactions have some moral value, but no specifc value
needs to be introduced at this stage. Intuitively, A can avail
herself of some information (information as a resource) to
generate some other information (information as a product)
and, in so doing, afect her informational environment
(information as target). This simple model, summarized in
Figure 1, may help one to get some initial orientation in
the multiplicity of issues belonging to Information Ethics.13
I shall refer to it as the RPT model.
The RPT model is useful to rectify an excessive emphasis
occasionally placed on specifc technologies (this happens
most notably in computer ethics) by calling our attention
to the more fundamental phenomenon of information in
all its varieties and long tradition. This was also Wiener’s
position14 and the various difculties encountered in the
conceptual foundations of computer ethics are arguably15
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connected to the fact that the latter has not yet been
recognized as primarily an environmental ethics, whose
main concern is (or should be) the ecological management
and well being of the infosphere.
Since the appearance of the frst works in the eighties,16
Information Ethics has been claimed to be the study
of moral issues arising from one or another of the three
distinct “information arrows” in the RPT model. This is not
entirely satisfactory.

5.1. INFORMATION-AS-A-RESOURCE ETHICS

Consider frst the crucial role played by information as
a resource for A’s moral evaluations and actions. Moral
evaluations and actions have an epistemic component,
since A may be expected to proceed “to the best of her
information,” that is, A may be expected to avail herself
of whatever information she can muster, in order to reach
(better) conclusions about what can and ought to be done
in some given circumstances. Socrates already argued that
a moral agent is naturally interested in gaining as much
valuable information as the circumstances require, and
that a well-informed agent is more likely to do the right
thing. The ensuing “ethical intellectualism” analyzes evil
and morally wrong behavior as the outcome of defcient
information. Conversely, A’s moral responsibility tends to
be directly proportional to A’s degree of information: any
decrease in the latter usually corresponds to a decrease in
the former. This is the sense in which information occurs in
the guise of judicial evidence. It is also the sense in which
one speaks of A’s informed decision, informed consent,
or well-informed participation. In Christian ethics, even
the worst sins can be forgiven in the light of the sinner’s
insufcient information, as a counterfactual evaluation
is possible: had A been properly informed A would have
acted diferently and hence would not have sinned (Luke
23:34). In a secular context, Oedipus and Macbeth remind
us how the mismanagement of informational resources
may have tragic consequences.17
From a “resource” perspective, it seems that the moral
machine needs information, and quite a lot of it, to function
properly. However, even within the limited scope adopted
by an analysis based solely on information as a resource
and, hence, a merely semantic view of the infosphere, care
should be exercised, lest all ethical discourse is reduced to
the nuances of higher quantity, quality, and intelligibility
of informational resources. The more the better is not the
only, nor always the best, rule of thumb. For the (sometimes
explicit and conscious) withdrawal of information can
often make a signifcant diference. A may need to lack
(or preclude herself from accessing) some information in
order to achieve morally desirable goals, such as protecting
anonymity, enhancing fair treatment, or implementing
unbiased evaluation. Famously, Rawls’ “veil of ignorance”
exploits precisely this aspect of information-as-a-resource,
in order to develop an impartial approach to justice (Rawls
1999). Being informed is not always a blessing and might
even be morally wrong or dangerous.

which Information Ethics may be described as the study
of the moral issues arising from “the triple A”: availability,
accessibility, and accuracy of informational resources,
independently of their format, kind, and physical support.18
Rawls’ position has been already mentioned. Other
examples of issues in IE, understood as an Informationas-resource Ethics, are the so-called digital divide, the
problem of infoglut, and the analysis of the reliability and
trustworthiness of information sources.

5.2. INFORMATION-AS-A-PRODUCT ETHICS

A second but closely related sense in which information
plays an important moral role is as a product of A’s moral
evaluations and actions. A is not only an information
consumer but also an information producer, who may be
subject to constraints while being able to take advantage
of opportunities. Both constraints and opportunities call
for an ethical analysis. Thus, IE, understood as Informationas-a-product Ethics, may cover moral issues arising, for
example, in the context of accountability, liability, libel
legislation, testimony, plagiarism, advertising, propaganda,
misinformation, and more generally of pragmatic rules of
communication à la Grice. Kant’s analysis of the immorality
of lying is one of the best known case studies in the
philosophical literature concerning this kind of Information
Ethics. Cassandra and Laocoon, pointlessly warning the
Trojans against the Greeks’ wooden horse, remind us how
the inefective management of informational products may
have tragic consequences.

5.3. INFORMATION-AS-A-TARGET ETHICS

Independently of A’s information input (info-resource)
and output (info-product), there is a third sense in
which information may be subject to ethical analysis,
namely, when A’s moral evaluations and actions afect
the informational environment. Think, for example, of A’s
respect for, or breach of, someone’s information privacy or
confdentiality.19 Hacking, understood as the unauthorized
access to a (usually computerized) information system, is
another good example. It is not uncommon to mistake it for
a problem to be discussed within the conceptual frame of
an ethics of informational resources. This misclassifcation
allows the hacker to defend his position by arguing that
no use (let alone misuse) of the accessed information has
been made. Yet hacking, properly understood, is a form of
breach of privacy. What is in question is not what A does
with the information, which has been accessed without
authorization, but what it means for an informational
environment to be accessed by A without authorization.
So the analysis of hacking belongs to an Info-target Ethics.
Other issues here include security, vandalism (from the
burning of libraries and books to the dissemination of
viruses), piracy, intellectual property, open source, freedom
of expression, censorship, fltering, and contents control.
Mill’s analysis “Of the Liberty of Thought and Discussion”
is a classic of IE interpreted as Information-as-target Ethics.
Juliet, simulating her death, and Hamlet, re-enacting his
father’s homicide, show how the risky management of one’s
informational environment may have tragic consequences.

Whether the (quantitative and qualitative) presence or the
(total) absence of information-as-a-resource is in question,
it is obvious that there is a perfectly reasonable sense in
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5.4. THE LIMITS OF ANY MICROETHICAL
APPROACH TO INFORMATION ETHICS
At the end of this overview, it seems that the RPT model may
help one to get some initial orientation in the multiplicity of
issues belonging to diferent interpretations of Information
Ethics. Despite its advantages, however, the model can still
be criticized for being inadequate in two respects.
On the one hand, the model is too simplistic. Arguably,
several important issues belong mainly but not only to
the analysis of just one “informational arrow.” The reader
may have already thought of several examples that
illustrate the problem: someone’s testimony is someone’s
else trustworthy information; A’s responsibility may be
determined by the information A holds, but it may also
concern the information A issues; censorship afects A both
as a user and as a producer of information; misinformation
(i.e., the deliberate production and distribution of false and
misleading contents) is an ethical problem that concerns
all three “informational arrows”; freedom of speech also
afects the availability of ofensive content (e.g., child
pornography, violent content, and socially, politically, or
religiously disrespectful statements) that might be morally
questionable and should not circulate.
On the other hand, the model is insufciently inclusive. There
are many important issues that cannot easily be placed on
the map at all, for they really emerge from, or supervene
on, the interactions among the “informational arrows.”
Two signifcant examples may sufce: “big brother,” that
is, the problem of monitoring and controlling anything that
might concern A; the debate about information ownership
(including copyright and patents legislation) and fair use,
which afects both users and producers while shaping their
informational environment.
So the criticism is reasonable. The RPT model is indeed
inadequate. Yet why it is inadequate is a diferent matter. The
tripartite analysis just provided is unsatisfactory, despite its
partial usefulness, precisely because any interpretation of
Information Ethics based on only one of the “informational
arrows” is bound to be too reductive. As the examples
mentioned above emphasize, supporters of narrowly
constructed interpretations of Information Ethics as a
microethics (that is, a practical, feld-dependent, applied,
and professional ethics) are faced by the problem of being
unable to cope with a large variety of relevant issues (I
mentioned some of them above), which remain either
uncovered or inexplicable. In other words, the model shows
that idiosyncratic versions of IE, which privilege only some
limited aspects of the information cycle, are unsatisfactory.
We should not use the model to attempt to pigeonhole
problems neatly, which is impossible. We should rather
exploit it as a useful scheme to be superseded, in view
of a more encompassing approach to IE as a macroethics,
that is, a theoretical, feld-independent, applicable ethics.
Philosophers will recognize here a Wittgensteinian ladder,
which can be used to reach a new starting point, but then
can be discharged.
In order to climb up on, and then throw away, any narrowly
constructed conception of Information Ethics, a more
PAGE 52

encompassing approach to IE needs to
i)

bring together the three “informational arrows”;

ii)

consider the whole information-cycle; and

iii) take seriously the ontological shift in the nature
of the infosphere that I emphasized above, thus
analyzing informationally all entities involved
(including the moral agent A) and their changes,
actions, and interactions, treating them not apart
from, but as part of the informational environment
to which they belong as informational systems
themselves.
Whereas steps (i) and (ii) do not pose particular problems
and may be shared by other approaches to IE, step (iii)
is crucial but involves an “update” in the ontological
conception of “information” at stake. Instead of limiting
the analysis to (veridical) semantic contents—as any
narrower interpretation of IE as a microethics inevitably
does—an ecological approach to Information Ethics also
looks at information from an object-oriented perspective
and treats it as an entity as well. In other words, we move
from a (broadly constructed) epistemological or semantic
conception of Information Ethics—in which information is
roughly equivalent to news or contents—to one which is
typically ontological, and treat information as equivalent to
patterns or entities in the world. Thus, in the revised RPT
model, represented in Figure 2, the agent is embodied
and embedded, as an informational agent, in an equally
informational environment.

Figure 2. “Internal” R(esource) P(roduct)
T(arget) Model: the Agent A is correctly
embedded within the infosphere.

A simple analogy may help to introduce this new
perspective.20 Imagine looking at the whole universe from
a chemical perspective.21 Every entity and process will
satisfy a certain chemical description. A human being, for
example, will be 70 percent water and 30 percent something
else. Now consider an informational perspective. The same
entities will be described as clusters of data, that is, as
informational objects. More precisely, our agent A (like any
other entity) will be a discrete, self-contained, encapsulated
package containing
i)

the appropriate data structures, which constitute
the nature of the entity in question, that is, the
state of the object, its unique identity, and its
attributes; and
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ii)

a collection of operations, functions, or procedures,
which are activated by various interactions or stimuli
(that is, messages received from other objects or
changes within itself) and correspondingly defne
how the object behaves or reacts to them.

At this level of analysis, informational systems as such,
rather than just living systems in general, are raised to the
role of agents and patients of any action, with environmental
processes, changes, and interactions equally described
informationally.
Understanding the nature of IE ontologically rather than
epistemologically modifes the interpretation of the scope
of IE. Not only can an ecological IE gain a global view of the
whole life-cycle of information, thus overcoming the limits
of other microethical approaches, but it can also claim a
role as a macroethics, that is, as an ethics that concerns
the whole realm of reality. This is what we shall see in the
next section.

5.5. INFORMATION ETHICS AS A MACROETHICS

Information Ethics is patient-oriented, ontocentric,
ecological macroethics (Floridi 1999a; Floridi and Sanders
1999). These are technical expressions that can be
intuitively explained by comparing IE to other environmental
approaches.
Biocentric ethics usually grounds its analysis of the moral
standing of bio-entities and eco-systems on the intrinsic
worthiness of life and the intrinsically negative value of
sufering. It seeks to develop a patient-oriented ethics in
which the “patient” may be not only a human being, but also
any form of life. Indeed, Land Ethics extends the concept of
patient to any component of the environment, thus coming
close to the approach defended by Information Ethics.
Rowlands [2000], for example, has recently proposed an
interesting approach to environmental ethics in terms of
naturalization of semantic information. According to him,
There is value in the environment. This value
consists in a certain sort of information, information
that exists in the relation between afordances of
the environment and their indices. This information
exists independently of . . . sentient creatures. . . .
The information is there. It is in the world. What
makes this information value, however, is the fact
that it is valued by valuing creatures [because of
evolutionary reasons], or that it would be valued by
valuing creatures if there were any around. (p. 153)
Any form of life is deemed to enjoy some essential
proprieties or moral interests that deserve and demand
to be respected, at least minimally and relatively, that
is, in a possibly overridable sense, when contrasted to
other interests. So biocentric ethics argues that the nature
and well being of the patient of any action constitute (at
least partly) its moral standing and that the latter makes
important claims on the interacting agent, claims that in
principle ought to contribute to the guidance of the agent’s
ethical decisions and the constraint of the agent’s moral
behavior. The “receiver” of the action, the patient, is placed
at the core of the ethical discourse, as a center of moral
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concern, while the “transmitter” of any moral action, the
agent, is moved to its periphery.
Substitute now “life” with “existence” and it should become
clear what IE amounts to. Information Ethics is an ecological
ethics that replaces biocentrism with ontocentrism. It
suggests that there is something even more elemental
than life, namely, being—that is, the existence and
fourishing of all entities and their global environment—
and something more fundamental than sufering, namely,
entropy. The latter is most emphatically not the physicists’
concept of thermodynamic entropy. Entropy here refers to
any kind of destruction, corruption, pollution, and depletion
of informational objects (mind, not of information as
content), that is, any form of impoverishment of being. It
is comparable to the metaphysical concept of nothingness.
Information Ethics then provides a common vocabulary
to understand the whole realm of being informationally.
Information Ethics holds that being/information has an
intrinsic worthiness. It substantiates this position by
recognizing that any informational entity has a Spinozian
right to persist in its own status, and a Constructionist
right to fourish, i.e., to improve and enrich its existence
and essence. As a consequence of such “rights,” we
shall see that IE evaluates the duty of any moral agent in
terms of contribution to the growth of the infosphere and
any process, action, or event that negatively afects the
whole infosphere—not just an informational entity—as an
increase in its level of entropy (or nothingness) and, hence,
an instance of evil (Floridi and Sanders 1999, 2001; Floridi
2003).
In IE, the ethical discourse concerns any entity, understood
informationally, that is, not only all persons, their cultivation,
well being, and social interactions, not only animals, plants,
and their proper natural life, but also anything that exists,
from paintings and books to stars and stones; anything that
may or will exist, like future generations; and anything that
was but is no more, like our ancestors or old civilizations.
Information Ethics is impartial and universal because it
brings to ultimate completion the process of enlargement
of the concept of what may count as a center of a (no
matter how minimal) moral claim, which now includes every
instance of being understood informationally, no matter
whether physically implemented or not. In this respect,
IE holds that every entity, as an expression of being,
has a dignity, constituted by its mode of existence and
essence (the collection of all the elementary proprieties
that constitute it for what it is), which deserve to be
respected (at least in a minimal and overridable sense)
and, hence, place moral claims on the interacting agent
and ought to contribute to the constraint and guidance of
his ethical decisions and behavior. This ontological equality
principle means that any form of reality (any instance of
information/being), simply for the fact of being what it is,
enjoys a minimal, initial, overridable, equal right to exist
and develop in a way that is appropriate to its nature. The
conscious recognition of the ontological equality principle
presupposes a disinterested judgment of the moral
situation from an objective perspective, i.e., a perspective
which is as non-anthropocentric as possible. Moral behavior
is less likely without this epistemic virtue. The application
of the ontological equality principle is achieved whenever
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actions are impartial, universal, and “caring.” At the roots
of this approach lies the ontic trust binding agents and
patients. A straightforward way of clarifying the concept of
ontic trust is by drawing an analogy with the concept of
“social contract.”
Various forms of contractualism (in ethics) and
contractarianism (in political philosophy) argue that moral
obligation, the duty of political obedience, or the justice of
social institutions gain their support from a so-called “social
contract.” This may be a hypothetical agreement between
the parties constituting a society (e.g., the people and the
sovereign, the members of a community, or the individual
and the state). The parties accept to agree to the terms
of the contract and thus obtain some rights in exchange
for some freedoms that, allegedly, they would enjoy in a
hypothetical state of nature. The rights and responsibilities
of the parties subscribing to the agreement are the terms
of the social contract, whereas the society, state, group,
etc. is the entity created for the purpose of enforcing the
agreement. Both rights and freedoms are not fxed and may
vary, depending on the interpretation of the social contract.
Interpretations of the theory of the social contract tend
to be highly (and often unknowingly) anthropocentric
(the focus is only on human rational agents) and stress
the coercive nature of the agreement. These two aspects
are not characteristic of the concept of ontic trust, but the
basic idea of a fundamental agreement between parties as
a foundation of moral interactions is sensible. In the case
of the ontic trust, it is transformed into a primeval, entirely
hypothetical pact, logically predating the social contract,
which all agents cannot but sign when they come into
existence, and that is constantly renewed in successive
generations.22
Generally speaking, a trust in the English legal system is an
entity in which someone (the trustee) holds and manages
the former assets of a person (the trustor, or donor) for the
beneft of certain persons or entities (the benefciaries).
Strictly speaking, nobody owns the assets, since the trustor
has donated them, the trustee has only legal ownership,
and the benefciary has only equitable ownership. Now, the
logical form of this sort of agreement can be used to model
the ontic trust in the following way:
•

the assets or “corpus” is represented by the world,
including all existing agents and patients;

•

the donors are all past and current generations of
agents;

•

the trustees are all current individual agents; and

•

the benefciaries are all current and future
individual agents and patients.

By coming into being, an agent is made possible thanks to
the existence of other entities. It is therefore bound to all
that already is both unwillingly and inescapably. It should
be so also caringly. Unwillingly because no agent wills
itself into existence, though every agent can, in theory, will
itself out of it. Inescapably because the ontic bond may be
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broken by an agent only at the cost of ceasing to exist as an
agent. Moral life does not begin with an act of freedom but
it may end with one. Caringly because participation in reality
by any entity, including an agent—that is, the fact that any
entity is an expression of what exists—provides a right to
existence and an invitation (not a duty) to respect and take
care of other entities. The pact then involves no coercion,
but a mutual relation of appreciation, gratitude, and care,
which is fostered by the recognition of the dependence
of all entities on each other. Existence begins with a gift,
even if possibly an unwanted one. A fetus will be initially
only a benefciary of the world. Once she is born and has
become a full moral agent, she will be, as an individual,
both a benefciary and a trustee of the world. She will be
in charge of taking care of the world, and, insofar as she
is a member of the generation of living agents, she will
also be a donor of the world. Once dead, she will leave the
world to other agents after her and thus become a member
of the generation of donors. In short, the life of a human
agent becomes a journey from being only a benefciary to
being only a donor, passing through the stage of being a
responsible trustee of the world. We begin our career of
moral agents as strangers to the world; we should end it as
friends of the world.
The obligations and responsibilities imposed by the
ontic trust will vary depending on circumstances but,
fundamentally, the expectation is that actions will be taken
or avoided in view of the welfare of the whole world.
The crucial importance of the radical change in ontological
perspective cannot be overestimated. Bioethics and
Environmental Ethics fail to achieve a level of complete
impartiality because they are still biased against what is
inanimate, lifeless, intangible, or abstract (even Land
Ethics is biased against technology and artefacts, for
example). From their perspective, only what is intuitively
alive deserves to be considered as a proper center of moral
claims, no matter how minimal, so a whole universe escapes
their attention. Now, this is precisely the fundamental limit
overcome by IE, which further lowers the minimal condition
that needs to be satisfed, in order to qualify as a center
of moral concern, to the common factor shared by any
entity, namely, its informational state. And since any form
of being is in any case also a coherent body of information,
to say that IE is infocentric is tantamount to interpreting it,
correctly, as an ontocentric theory.
The result is that all entities, qua informational objects,
have an intrinsic moral value, although possibly quite
minimal and overridable, and, hence, they can count as
moral patients, subject to some equally minimal degree of
moral respect understood as a disinterested, appreciative,
and careful attention (Hepburn 1984). As Naess (1973) has
maintained, “all things in the biosphere have an equal right
to live and blossom.” There seems to be no good reason
not to adopt a higher and more inclusive, ontocentric
perspective. Not only inanimate but also ideal, intangible,
or intellectual objects can have a minimal degree of moral
value, no matter how humble, and so be entitled to some
respect. There is a famous passage, in one of Einstein’s
letters, that well summarizes this ontic perspective
advocated by IE.
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Some fve years prior to his death, Albert Einstein
received a letter from a nineteen-year-old girl
grieving over the loss of her younger sister. The
young woman wished to know what the famous
scientist might say to comfort her. On March 4,
1950, Einstein wrote to this young person: ‘A human
being is part of the whole, called by us ‘universe’,
a part limited in time and space. He experiences
himself, his thoughts and feelings, as something
separated from the rest, a kind of optical delusion
of his consciousness. This delusion is a kind of
prison for us, restricting us to our personal desires
and to afection for a few persons close to us. Our
task must be to free ourselves from our prison by
widening our circle of compassion to embrace all
humanity and the whole of nature in its beauty.
Nobody is capable of achieving this completely,
but the striving for such achievement is in itself
a part of the liberation and a foundation for inner
security’. (Einstein 1954)
Deep Ecologists have already argued that inanimate
things too can have some intrinsic value. And in a wellknown article, White (1967) asked, “Do people have ethical
obligations toward rocks?” and answered that “To almost all
Americans, still saturated with ideas historically dominant
in Christianity…the question makes no sense at all. If the
time comes when to any considerable group of us such a
question is no longer ridiculous, we may be on the verge of a
change of value structures that will make possible measures
to cope with the growing ecologic crisis. One hopes that
there is enough time left.” According to IE, this is the right
ecological perspective and it makes perfect sense for any
religious tradition (including the Judeo-Christian one) for
which the whole universe is God’s creation, is inhabited
by the divine, and is a gift to humanity, of which the latter
needs to take care. Information Ethics translates all this into
informational terms. If something can be a moral patient,
then its nature can be taken into consideration by a moral
agent A, and contribute to shaping A’s action, no matter
how minimally. In more metaphysical terms, IE argues that
all aspects and instances of being are worth some initial,
perhaps minimal and overridable, form of moral respect.
Enlarging the conception of what can count as a center
of moral respect has the advantage of enabling one to
make sense of the innovative nature of ICT, as providing
a new and powerful conceptual frame. It also enables
one to deal more satisfactorily with the original character
of some of its moral issues, by approaching them from a
theoretically strong perspective. Through time, ethics has
steadily moved from a narrow to a more inclusive concept
of what can count as a center of moral worth, from the
citizen to the biosphere (Nash 1989). The emergence of
the infosphere, as a new environment in which human
beings spend much of their lives, explains the need to
enlarge further the conception of what can qualify as a
moral patient. Information Ethics represents the most
recent development in this ecumenical trend, a Platonist
and ecological approach without a biocentric bias.
More than ffty years ago, Leopold defned Land Ethics as
something that “changes the role of Homo sapiens from
SPRING 2020 | VOLUME 19 | NUMBER 2

conqueror of the land-community to plain member and
citizen of it. It implies respect for his fellow-members,
and also respect for the community as such. The land
ethic simply enlarges the boundaries of the community to
include soils, waters, plants, and animals, or collectively:
the land” (Leopold 1949, 403). Information Ethics translates
environmental ethics into terms of infosphere and
informational objects, for the land we inhabit is not just the
earth.

6. CONCLUSION

As a consequence of the re-ontologization of our ordinary
environment, we shall be living in an infosphere that will
become increasingly synchronized (time), delocalized
(space), and correlated (interactions). Previous revolutions
(especially the agricultural and the industrial ones) created
macroscopic transformation in our social structures and
architectural environments, often without much foresight.
The informational revolution is no less dramatic. We shall
be in serious trouble if we do not take seriously the fact
that we are constructing the new environment that will be
inhabited by future generations (Floridi and Sanders 2005).
We should be working on an ecology of the infosphere if
we wish to avoid problems such as a tragedy of the digital
commons (Greco and Floridi 2004). Unfortunately, I suspect
it will take some time and a whole new kind of education
and sensitivity to realize that the infosphere is a common
space, which needs to be preserved to the advantage of
all. One thing seems unquestionable, though: the digital
divide will become a chasm, generating new forms of
discrimination between those who can be denizens of the
infosphere and those who cannot, between insiders and
outsiders, between information rich and information poor.
It will redesign the map of worldwide society, generating
or widening generational, geographic, socio-economic,
and cultural divides. But the gap will not be reducible to the
distance between industrialized and developing countries,
since it will cut across societies (Floridi 2002). We are
preparing the ground for tomorrow’s digital favelas.23
NOTES
1.

Source: Lyman and Varian [2003]. An exabyte is approximately
1018 bytes, or a billion times a billion bytes.

2.

Source: Computer Industry Almanac, Inc.

3.

Source: U.S. Census Bureau’s Statistical Abstract of the United
States.

4.

It is an aging population: the average game player is thirtythree years old and has been playing games for twelve years,
while the average age of the most frequent game buyer is forty
years old. The average adult woman plays games 7.4 hours per
week. The average adult man plays 7.6 hours per week. Source:
Entertainment Software Association, http://www.theesa.com/
facts/top_10_facts.php

5.

See, for example, Floridi (1999b) or http://en.wikipedia.org/wiki/
Infosphere

6.

These sections are based on Floridi (2006) and Floridi (2007b).

7.

This section is based on Floridi (1999a) Floridi (2007a), and
Floridi (forthcoming).

8.

h t t p : / / w w w. t e l e g r a p h . c o . u k / n e w s / m a i n . j h t m l ? x m l = /
news/2006/03/02/wkat02.xml&sSheet=/news/2006/03/02/
ixworld.html and http://en.wikipedia.org/wiki/Tessa_Jowell_
fnancial_allegations

9.

I have analyzed this IT-heodicean problem and the tragedy of the
good will in Floridi and Sanders [2001] and in Floridi [2006].
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10. The term is introduced by Westin [1968] to describe a digital
profle generated from data concerning a user’s habits online.
11. The outer world, or reality, as it afects the agent inhabiting it.
12. For a similar position in computer ethics see Maner (1996).
On the so-called “uniqueness debate” see Floridi and Sanders
(2002a) and Tavani (2002).
13. The interested reader may fnd a detailed analysis of the model
in Floridi (forthcoming).
14. The classic reference here is to Wiener (1954) Bynum (2001) has
convincingly argued that Wiener may be considered one of the
founding fathers of Information Ethics.
15. See Floridi and Sanders (2002b) for a defense of this position.
16. An early review is provided by Smith (1996).
17. For an analysis of the so-called IT-heodicean problem and of the
tragedy of the good will, see Floridi (2006).
18. One may recognise in this approach to Information Ethics a
position broadly defended by van den Hoven (1995) and more
recently by Mathiesen (2004), who criticises Floridi and Sanders
(1999) and is in turn criticized by Mather (2005). Whereas van
den Hoven purports to present his approach to IE as an enriching
perspective contributing to the debate, Mathiesen means to
present her view, restricted to the informational needs and
states of the moral agent, as the only correct interpretation of IE.
Her position is thus undermined by the problems afecting any
microethical interpretation of IE, as Mather well argues.
19. For further details see Floridi (2005a).
20. For a detailed analysis and defense of an object-oriented
modelling of informational entities see Floridi (1999a), Floridi
and Sanders (1999), and Floridi (2003).
21. “Perspective” here really means level of abstraction; however,
for the sake of simplicity the analysis of levels of abstractions has
been omitted from this chapter. The interested reader may wish
to consult Floridi [forthcoming].
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1. INTRODUCTION

In a number of recent publications,1 Luciano Floridi has
argued for an ethical framework, called Information Ethics,
that assigns special moral value to information. Simply put,
Information Ethics holds that all beings, even inanimate
beings, have intrinsic moral worth, and that existence is a
more fundamental moral value than more traditional values
such as happiness and life. Correspondingly, the most
fundamental moral evil in the world, on this account, is
entropy—this is not the entropy of thermodynamics, but
entropy understood as “any kind of destruction, corruption,
pollution, and depletion of informational objects” (Floridi
2007, 9). Floridi regards this moral outlook as a natural
extension of environmental ethics, in which non-human
entities are treated as possessors of intrinsic moral worth
and, more specifcally, of land ethics, where the sphere
of moral patients is further extended to include inanimate
but naturally occurring objects. On Floridi’s view, artifacts
can also be moral patients, including even such “virtual”
artifacts as computer programs and web pages.
In general, then, Floridi holds that all objects have some
moral claim on us, even if some have a weaker claim than
others; moreover, they have this moral worth intrinsically,
and not because of any special interest we take in them. In
this paper, I want to consider the motivation and viability
of Information Ethics as a moral framework. While I will
not reach any frm conclusions, I will note some potential
obstacles to any such moral theory.

2. BACKGROUND AND MOTIVATION

Before continuing, we need to clarify the notions of object
and information, as Floridi uses those terms. Briefy, an
informational entity is any sort of instantiated structure, any
pattern that is realized concretely. In particular, information
is not to be understood semantically. An informational
object need not have any semantic value; it need not
represent the world as being this way or that. Instead,
information should simply be thought of as structure.
Now any object whatsoever may be regarded as a
realization of some structure or other. Floridi realizes this,
and indeed expands on it in a view he terms “Informational
Structural Realism” (ISR).2 ISR is a metaphysical account of
the world that basically dispenses with substrates in favor
of structures. On this view, the world should be regarded
as a system of realized structures, but it is a mistake to ask
SPRING 2020 | VOLUME 19 | NUMBER 2

what substrate the structures are ultimately realized in: it is
structures “all the way down.”
ISR is a fascinating thesis, but it will not be my purpose
here to ofer any further examination or critique of it. I
mention it simply to show that when Floridi speaks of
informational entities, he is really speaking of arbitrary
entities. Information ethics is, in fact, a theory of arbitrary
objects as moral patients. By casting it in terms of
information, Floridi is stressing that the class of entities
we should be concerned about, as moral patients or
otherwise, is broader than the familiar concrete objects
of our everyday experience. It should include any sort of
instantiated information whatsoever, be it a person, a piece
of furniture, or a “virtual” web-based object.
Now, Floridi’s central claim, that all entities have some
(possibly very minimal) moral claim on us, while fascinating,
certainly runs counter to most moral theories that have
been proposed. It therefore seems reasonable to ask for
some argument for it, or at least some motivation. The main
rationale Floridi provides seems to be an argument from
precedent. Before people started thinking systematically
about ethics, they withheld the status of moral patient from
all but the members of their own tribe or nation. Later,
this status was extended to the whole of humanity. Many
if not most people would now treat at least some nonhuman animals as moral patients, and some would ascribe
moral worth to entire ecosystems and even to inanimate
parts of nature. Thus, the history of ethical thinking is one
of successively widening the sphere of our moral concern,
and the logical end result of this process is to extend our
moral concern to all of existence—or so Floridi argues.
However, as it stands this argument seems weak. True,
there has been some historical tendency for moral theories
to broaden the sphere of appropriate targets of moral
concern. This tendency may continue indefnitely, until all
of existence is encompassed. And then again, it may not.
Here it is worth considering why at least some non-human
animals are now generally considered moral patients. The
main rationale, both historically and for most contemporary
moral theorists, is that animals have a capacity for pleasure
and sufering. It does not matter for my purposes whether
this is the only or best rationale for extending moral
consideration to animals. The point is that some rationale
was needed; the mere precedent of extending moral
consideration from smaller to larger groups of humans was
not itself a sufcient reason to further extend it to animals.
Likewise, if we are to extend the sphere of moral patients
still further, we will need a specifc reason to do so, not just
precedent.
The most ardent supporters of animal rights have always
been Utilitarians, and Utilitarianism justifes the inclusion
of animals with a specifc account of what constitutes a
beneft or harm. Namely, beneft and harm are identifed
with pleasure and sufering, respectively. Once this
identifcation is made, all it takes to show that a given
being is a moral patient is to show that it can experience
pleasure and pain. If Floridi were to give a specifc account
of what constitutes beneft or harm to an arbitrary entity,
that would go some way toward providing a rationale for
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Information Ethics. It is also desirable for another reason.
Floridi’s ethical account is “patient-oriented” (Floridi 2007,
8). This may or may not mean that it is a consequentialist
theory; however, it seems fair to assume that in a patientoriented moral theory, an action’s beneft or harm to
moral patients plays a preeminent role in determining its
rightness or wrongness. Thus, it seems desirable for such
a theory to include a general account of beneft and harm.
Moreover, such a theory can presumably be action-guiding
only if it provides at least some such account.
Does Floridi ofer such an account of beneft and harm?
He does identify good and evil with “existence” and
“entropy,” respectively; but as I will argue below, it is not
clear that this amounts to a general account of beneft
and harm, either to individual entities or to the universe or
“infosphere” at large. Now, to some extent this omission
is understandable, given the pioneering nature of Floridi’s
work. However, I will argue below that there are substantial
obstacles in principle to providing any such account. The
notion of an arbitrary object, I suspect, is simply too broad
to support any substantive account of harm and beneft.

3. INFORMATION AND ENTROPY

Let us frst see why there is even a question about
fundamental good and evil in Information Ethics. Floridi
identifes existence as the fundamental positive moral
value, and inexistence as the fundamental negative value.
Thus, it might seem natural to suppose that an action is
benefcial if it creates (informational) objects, and harmful
if it destroys them, with the net beneft or harm identifed
with the net number of objects created or destroyed.
The trouble with this proposal is that given the broad
conception of objects that we are working with, every
act both creates and destroys objects. Since objects are
simply instantiated patterns, there are indefnitely many
objects present in any given physical substrate. Any
physical change whatsoever involves a change in the set
of instantiated patterns, thus creating and destroying
informational objects simultaneously. Moreover, even if it
were possible to count the number of informational objects
in a given medium, such a count would ignore the fact that
some beings have more inherent moral worth than others:
this is fairly obvious in its own right, and Floridi himself
insists on it, asserting that some moral patients have a
strong claim on us while for others, the claim is “minimal”
and “overridable” (Floridi 2007, 9).
Thus, if we are to take seriously the idea that “being” is the
most fundamental good and “inexistence” or “entropy” is
the most fundamental evil, we cannot calculate good or evil
by simply counting objects. A natural idea, and one which
is somewhat suggested by Floridi’s term “entropy,” is that
fundamental moral value should be identifed with some
overall measure of the informational richness or complexity
of a system. This would preserve the idea of being and
nonbeing as fundamental moral values while avoiding the
difculties involved in the simple counting approach.
One of the best-developed accounts of non-semantic
information is statistical information theory. This theory,
developed by Claude Shannon in the 1940s,3 has been used
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very successfully to describe the amount of information in
a signal without describing the signal’s semantic content
(if any). Thus, it seems like a natural starting point for
describing the overall complexity or richness of a system
of informational objects.
Statistical information theory essentially identifes high
information content with low probability. Specifcally, the
Shannon information content of an individual message M
is defned to be log2(1/p(M)), where p(M) is the probability
that M occurs.4 As a special case, consider a set of 2n
messages, each equally likely to occur; then each message
will have a probability of 2-n, and an information content
of log2(2n) = n bits, exactly as one would expect. The
interesting case occurs when the probability distribution is
non-uniform; low probability events occur relatively rarely,
and thus convey more information when they do occur.
As is well known, the defnition of Shannon information
content is formally almost identical to that of statistical
entropy in physics. The entropy S of a given physical
system is defned to be S = kB ln Ω, where kB is a
constant (Boltzmann’s constant) and Ω is the number of
microstates corresponding to the system’s macrostate.
(A system’s macrostate is simply its macroscopic
confguration, abstracting away from microscopic details;
the corresponding microstates are those microscopic
confgurations that would produce that macrostate.) Now
for a given microstate q and corresponding macrostate Q,
Ω is simply the probability that the system is in microstate
q given that it is in macrostate Q. In other words, the
entropy of a system is simply kB ln (1/pQ(q)), where pQ is a
uniform probability distribution over the microstates in Q.
Alternatively, if we posit a uniform probability distribution
p over all possible microstates q, then we have pQ(q) =
p(q) / p(Q), and thus S = (kB/p(q)) ln p(Q) = -(kB/p(q)) ln
(1/p(Q)); the quantity kB/p(q) is a constant because the
measure p is uniform. In any case, we have S = K log (1/p),
where K is a constant and p is the probability of the state
in question under some probability measure (the base
may be omitted on the log because it only afects the
result up to a constant, and may thus be subsumed in K).
Thus, up to a proportionality constant, statistical entropy
is a special case of Shannon information content.
However, it is the wrong special case, since, as Floridi
states very clearly, the fundamental evil which he refers to
as “entropy” is not thermodynamic entropy. And, indeed, in
light of the second law of thermodynamics, thermodynamic
entropy is not a reasonable quantity for moral agents to try
to minimize. Thus, if we are to use Shannon information
theory to capture the morally relevant notion of complexity,
we will have to use a probability measure other than that
described above. However, information theory does not
ofer us any guidance here, because it does not specify
a probability measure: it simply assumes some measure
as given. Typically, when applying information theory, we
are working with a family of messages with well-defned
statistics; thus, a suitable p is supplied by the context of
the problem at hand.
Thus, Shannon information theory provides a measure of a
system’s information content, but this measure is relative
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to a probability measure p. This presents an obstacle to
explaining complexity in terms of Shannon information and
simultaneously claiming that complexity is a fundamental,
intrinsic moral value. If we allow complexity to be relative
to a probability measure, then intrinsic moral worth will
also be relative to a probability measure. Conceivably,
diferent probability measures could yield wildly diferent
measures of complexity and, thus, of intrinsic moral worth.
Thus, it would appear to be necessary to pin down a
single probability measure, or at least a family of similar
probability measures, in a non-arbitrary manner.
And here is where things get tricky. What probability
measure is the right one for measuring the complexity of
arbitrary systems? Whatever it is, it must be a probability
measure that is in some sense picked out by nature, rather
than by our own human interests and concerns. Otherwise,
complexity, and thus inherent moral worth, is not really
objective, but is tied to a specifcally human viewpoint. This
goes against the whole thrust of Information Ethics, which
seeks to liberate ethics from an anthropocentric viewpoint.
Thus, we need to fnd a natural probability measure for our
task. What might such a probability measure look like?
The best-known conception of objective probability is
the frequentist conception. According to that conception,
the probability of an outcome O of an experiment E is the
proportion of times that O occurs in an ideal run of trials of E.
To apply this notion, we need a well-defned outcome-type
O, a well-defned experiment-type E, and a well-defned set
of ideal trials of E—and if the latter set is continuous, a welldefned measure on that set. This is all notoriously difcult
to apply to non-repeatable event tokens and to particulars
in general. To assign a frequentist probability to a particular
x, it is necessary to subsume x under some general type T,
and diferent choices of T may yield diferent probabilities.
In other words, the frequentist probability of a particular
depends among other things on how that particular is
described. Diferent ways of describing a particular will
correspond to diferent conceptions of what it is to repeat
that particular, and thus, to diferent measures of how
frequently it occurs in a run of cases.
What this means for us is that the information content of
a concrete particular depends, potentially, on how we
choose to carve up the world. Again, this is not a problem
in practice for information theory, since in any given
application, a particular (frequentist) probability measure
is likely to be singled out by the problem’s context. But in
describing the information content of completely arbitrary
objects, there is no context to guide us. In particular, if
we subsume a concrete particular x under a commonly
occurring type T, it receives a high frequentist probability,
and correspondingly low Shannon information content. If
we subsume that same particular under a rarely occurring
type T*, it receives a low probability and correspondingly
high information content.
Thus, it is by no means obvious that there is a choice of
probability measure that (a) is natural independently of our
own anthropocentric interests and concerns, and (b) gives
us a measure of complexity that is a plausible candidate for
inherent moral worth, even assuming that the latter has any
SPRING 2020 | VOLUME 19 | NUMBER 2

special tie to complexity in the frst place. To be fair, it is also
not obvious that there is not such a probability measure. As
the measure p from thermodynamics shows, there is at least
one natural way of assigning probabilities to physical states,
one which does indeed yield a measure of complexity,
albeit not the measure of complexity we are looking for.
It also raises a further worry. The reason thermodynamic
entropy is a bad candidate for basic moral disvalue is simply
that it is always increasing, regardless of our actions. That is
simply the second law of thermodynamics. What guarantee
do we have that complexity, measured in any other way,
is not also decreasing inexorably? Thermodynamic entropy
can decrease locally, in the region of the universe we care
about, at the expense of increased entropy somewhere
else, and the same may be true for other measures of
complexity. But this fact is surely irrelevant to a patientcentered, non-anthropocentric moral theory.

4. INFORMATION EVERYWHERE

Statistical information theory is, of course, not the only way
to capture the idea of complexity and structure. However,
I would argue that the whole notion of complexity or
information content becomes trivial unless it is tied to
our interests (or someone’s interests) as producers and
consumers of information.
How much information is there in a glass of water? The
obvious, intuitive answer is: very little. A glass of water is
fairly homogeneous and uninteresting. Yet the exact state
of a glass of water would represent an enormous amount
of information if it were described in its entirety. There are
approximately 7.5 x 1024 molecules in an eight ounce glass
of water.5 If each molecule has a distinguishable pair of
states, call them A and B, then a glass of water may be
regarded as storing over seven trillion terabits of data.
Further, let f be any function from the water molecules into
the set {A, B}. Relative to f, we may regard a given molecule
M as representing the binary digit 0 if M is in state f(M),
and 1 otherwise. Clearly, there is nothing to prevent us
from regarding a glass of water in this way if we so choose,
and with any encoding function f we like. And clearly, by a
suitable choice of f, we may regard the water as encoding
any data we like, up to about seven trillion terabits. For
example, by choosing the right encoding function, we may
regard the water as storing the entire holdings of the Library
of Congress, with plenty of room to spare. Alternatively, a
more “natural” coding function, say f(M) = A for all M, might
be used, resulting in a relatively uninteresting but still vast
body of information.
Now, if ordinary objects like glasses of water really do
contain this much information, then there is too much
information in the world for information content to be a
useful measure of moral worth. The information we take a
special interest in—the structures that are realized in ways
that we pay attention to, the information that is stored in
ways that we can readily access—is simply swamped by
all the information there is. The moral patients we normally
take an interest in are vastly outnumbered by the moral
patients we routinely ignore. Floridi’s estimate of the
world’s information, a relatively small number of exabytes,
is several orders of magnitude lower than the yottabyte
of information that can be found in a glass of water. Thus,
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if information content is to serve as a measure of moral
worth, the information described in the previous paragraph
must be excluded.
But on what basis could it be excluded? We might try to
exclude some of the more unconventional encoding
functions, such as the encoding function that represents
the water as storing the entire Library of Congress. Such
encoding functions, it may be argued, are rather unnatural
and do not represent the information that is objectively
present in the water. Even if this is so, there is no getting
around the fact that a glass of water represents a vast amount
of information, in that it would take much information to
accurately describe its complete state. That information
might be rather uninteresting—uninteresting to us, that is—
but so what? If moral worth is tied to information content
per se, then it does not matter whether that information is
interesting. If moral worth is tied to interesting information,
then it appears that moral worth is directly tied to human
concerns after all.
But there is a more fundamental problem with dismissing
some encoding functions f as unnatural. Whenever
information is stored in a physical medium, there needs
to be an encoding function to relate the medium’s
physical properties to its informational properties. Often,
this function is “natural” in that it relates a natural feature
of information (e.g., the value of a binary variable) to a
natural feature of the physical medium (e.g., high or low
voltage in a circuit, the size and shape of a pit on an optical
disk, magnetic feld orientation on a magnetic disk, etc.).
However, there is absolutely no requirement to use natural
encoding functions. There need be no simple relation
whatsoever between, say, a fle’s contents and the physical
properties of the media that store the fle. The fle could be
encrypted, fragmented, stored on multiple disks in a RAID,
broken up into network packets, etc.
In practice, we always disregard the information that is
present, or may be regarded as present via encoding
functions, in a glass of water. But the reason does not seem
to be a lack of a natural relation between the information and
the state of the water. The reason is that even though the
information is in some sense there, we cannot easily use or
access it. We can regard a glass of water as storing a Library
of Congress, but in practice there is no good reason to do
so. By contrast, a fle stored in a possibly very complicated
way is nonetheless accessible and potentially useful to us.
If this is right, then there is a problem with viewing
information’s intrinsic value as something independent
of our own interests as producers and consumers of
information. The problem is that information does not exist
independently of our (or someone’s) interests as producers
and consumers of information. Or, alternatively, information
exists in an essentially unlimited number of diferent ways:
what we count as information is only a minute subset of all
the information there is. Which of these two cases obtains
is largely a matter of viewpoint. On the former view, even if
inanimate information has moral value, it has value in a way
that is more tied to a human perspective than Floridi lets
on. On the latter, there is simply too much information in
the world for our actions to have any net efect on it.
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5. CONCLUSION

The immediate lesson of the last two sections is that overall
complexity, or quantity of information, is a poor measure
of intrinsic moral worth. Now this conclusion, even if true,
may not appear to be terribly damaging to Information
Ethics, as the latter embodies no specifc theory of how
to measure moral worth. It may simply be that some other
measure is called for. However, I would argue that the
above considerations pose a challenge to any version of
Information Ethics, for the following reason.
As we have seen, the number of (informational) objects
with which we interact routinely is essentially unlimited,
or at least unimaginably vast. If each object has its own
inherent moral worth, what prevents the huge number
of informational objects that we do not care about from
outweighing the relatively small number that we do care
about, in any given moral decision? For example, I might
radically alter the information content of a glass of water by
drinking it, afecting ever so many informational objects;
why does that fact carry less moral weight than the fact that
drinking the water will quench my thirst and hydrate me?
The answer must be that virtually all informational objects
have negligible moral value, and, indeed, Floridi seems
to acknowledge this by saying that many informational
objects have “minimal” and “overridable” value. But that
claim is rather empty unless some basis is provided for
distinguishing the few objects with much value from the
many with little value.
Of course, one answer is simply to assign moral worth
to objects based on how much we care about them. That
would just about solve the problem. Moreover, that is more
or less what it would take to solve the problem, insofar
as the objects that must be assigned minimal value (lest
ethics become trivial) are in fact objects that we do not
care about. However, this is not an answer Floridi can give.
Moral worth is supposed to be something objects possess
intrinsically, as parts of nature. It is not supposed to be
dependent on our interests and concerns. Thus, what is
needed is an independent standard of moral worth for
arbitrary objects which, while not based directly on human
concern, is at least roughly in line with human concern. And
so far that has not been done.
NOTES
1.

See, for example, Floridi 2007, Floridi 2008a, etc.

2.

See Floridi 2008b.

3.

See Shannon 1948. For a good modern introduction, see MacKay
2003.

4.

A base-2 logarithm is used because information is measured in
bits, or base-2 digits. If information is to be measured in base10 (decimal) digits, then a base-10 logarithm should be used. In
general, the Shannon information content is defned to be logb
(1/p(M)), with b determined by the units in which information is
measured (bits, decimal digits, etc.).

5.

This fgure is obtained from the number of molecules in a mole
(viz. Avogadro’s number, approximately 6 x 1023), the number
of grams in one mole of water (equal to water’s atomic weight,
approximately 18), and the number of grams in 8 ounces (about
227).
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INTRODUCTION
Luciano Floridi reinterprets and re-ontologizes our world
informationally. That part of his theory may (or may
not) work, but what matters for this paper’s topic is that
when it comes to defning what the value of Being is, his
informational-ontological interpretation is based on order,
organization, and structure. Therefore, there is a common
ground between his interpretation and the way modern
thermodynamics formalizes the concept of order. Floridi
proposes to think of Good as a qualitative order and Evil as
its absence or entropy. However, the kind of entities that are
of importance to us for our judgments and interventions as
agents are ordered and thus valuable because they exist far
from equilibrium. In this paper I shall attempt to establish
that far-from-equilibrium systems attain ever increasing
degrees of order at the cost of faster entropy production. Yet,
inversely, by promoting an increase in entropy production,
more complex and ordered forms emerge on Earth. Entropy
production and order are thus complementary; they imply
each other reciprocally. By promoting Evil in Floridi’s sense,
Good happens lawfully because order is nature’s favorite
way of producing entropy. In short, moving against entropy
only creates more entropy.

I. THE VALUE OF ONTOLOGICAL INFORMATION

Floridi’s Informational Ethics presents three highly
attractive features. The frst one is that it develops a theory
of macroethics. The second one is that it grounds the origin
of value in Being, that is, beyond humans and even living
creatures. And the third one, on which I will focus mostly, is
that Being is defned in terms of information and entropy.
Floridi starts from the observation that the space where
ethically relevant human behavior takes place is being
completely and irreversibly transformed by the development
and difusion of information technologies. This particular
kind of transformation or “re-ontologization,” as he
conceptualizes it, afects “the whole realm of reality,” thus
requiring a macroethics approach.1 It may have been more
SPRING 2020 | VOLUME 19 | NUMBER 2

appropriate to talk about holoethics, rather than “macro,”
since it is concerned with how information reconfgures
human behavior holistically and globally as opposed to
locally and individually. In other words, the space of ethical
events becomes, in the new “infosphere,” completely
interconnected. Thus, single—ethically relevant—events
need to conform to norms that target value in its totality.
Floridi’s macroethics ascribes value not to humans nor living
creatures as such but to Being itself. Good corresponds
to Being, and Evil corresponds to the suppression or the
degradation of Being. As a consequence, Floridi’s radical
approach makes room for ethical concerns about inanimate
things such as rocks. This is understandable since Information
Ethics is, by defnition, concerned with information, and the
concept of information applies to a lot more than human
beings or living creatures. More specifcally, however,
Floridi makes a move from the common idea of information
as, say, a message delivering content such as “tomorrow
it will rain” to an ontological conception where entities are
re-interpreted informationally. The move seems justifed by
the polarized axiological scale shared by information and
Being, where the latter is clearly a value when compared
to nothingness, and the former stands as a value when
compared to lack of information. But for information to
count as a value qua information, it needs to be understood
semantically, that is, not so much as information—despite
the fact that Floridi’s theory revolves around that concept—
but more simply as form, order, structure. I thus assume
that Floridi’s “informational” interpretation of ontological
Being is simply a structural interpretation, with order or
organization being qualitatively opposed to randomness or
“mixed-upness.”2
In this way, Floridi’s macroethics approach establishes a
normativity that bestows intrinsic value on Being:
Information Ethics holds that being/information
has an intrinsic worthiness. It substantiates this
position by recognizing that any informational
entity has a Spinozian right to persist in its own
status, and a Constructionist right to fourish, i.e.,
to improve and enrich its existence and essence.3
Hence, according to Information Ethics, protecting and
improving Being constitutes the absolute norm. Now, with
Being defned in terms of form, its polar opposite, we
have mentioned, consists in lack of form or organization.
These notions are intuitive and naturally understandable.
Yet Floridi establishes another link, through the notion of
information, with entropy. Entropy is a thermodynamical
concept that was mathematically related to that of
information by Claude Shannon, thanks to their both being
defned in terms of order and randomness.
The relationship between the mathematical formalisms of
entropy and information and Floridi’s own ontological or
metaphysical take on them is tricky, though.4 Indeed, Floridi
insists “emphatically” that although his own interpretation
and the mathematical formalisms are related, they are not
the same. The reason for this is that information theory
is silent about content or meaning. In thermodynamic
terms, that translates into entropy being randomness as
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opposed to order. However, the qualitative structure of an
ordered state is unspecifed by thermodynamics. This can
be problematic as it challenges the possibility of a graded
normative axiological scale. For instance, two entities may
contain the same quantity of information as measured by
Shannon’s formula, yet difer qualitatively, as in having
diferent shapes. Do they have identical moral value? Do
they deserve equal respect? After all, as Schrödinger said,
“any calorie is worth as much as any other calorie.”5
Another difculty for Floridi’s theory of information as
constituting the fundamental value comes from the
sheer existence of the unilateral arrow of thermodynamic
processes. The second law of thermodynamics implies that
when there is a potential gradient between two systems, A
and B, such that A has a higher level of order, then in time,
order will be degraded until A and B are in equilibrium.
The typical example is that of heat fowing inevitably
from a hotter body (a source) towards a colder body (a
sink), thereby dissipating free energy, i.e., reducing the
overall amount of order. From the globally encompassing
perspective of macroethics, this appears to be problematic
since having information on planet Earth comes at the price
of degrading the Sun’s own informational state. Moreover,
as I will show in the next sections, the increase in Earth’s
information entails an ever faster rate of solar informational
degradation. The problem for Floridi’s theory of ethics is
that this implies that the Earth and all its inhabitants as
informational entities are actually doing the work of Evil,
defned ontologically as the increase in entropy. The Sun
embodies more free energy than the Earth; therefore,
it should have more value. Protecting the Sun’s integrity
against the entropic action of the Earth should be the norm.

II. FAR-FROM-EQUILIBRIUM SYSTEMS, ORDER,
AND ENTROPY
It is surprising that, even though Floridi is well aware
of the second law of thermodynamics and the fact that
informational entities in one way or another will generate
entropy in order to persist in their Being, his theory lacks
a conceptual treatment of the crucial case of systems
that exist far from thermodynamic equilibrium. Yet these
systems present an important obstacle to his view that
Being has intrinsic and fundamental value. To see this,
consider the following proverbial far-from-equilibrium
example: the Rayleigh-Bénard experiment (henceforth
R-B).
R-B consists in heating from below a shallow layer of
viscous fuid contained in a recipient (think of oil in a
circular frying pan.6) This creates a uniform potential
energy gradient between its bottom temperature and the
surface’s temperature at the top of the fuid. Following
the second law of thermodynamics, the energy gradient
operates as a vector, i.e., a force with a direction, so that
the fuid fghts the asymmetrical concentration of energy
at the bottom (order) by transferring the heat towards the
top, thereby restoring thermodynamic equilibrium with
the surroundings (entropy). Below a given magnitude for
the diference of temperature between the bottom and
the top, the transfer occurs by conduction, i.e., stochastic
collisions between the moving particles that constitute
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the fuid. The fuid is thus disordered and disorganized
under this regime. Under Floridi’s account, the fuid
has little being and therefore value. However, when the
magnitude of the potential exceeds a given threshold, a
new regular pattern of organization emerges from the
interaction between the particles in the fuid. Typically,
in a circular recipient, the patterns are constituted by
hexagonal convection cells visible to the naked eye. Each
cell consists of hundreds of millions of molecules moving
in a coordinate fashion.7 Now the fuid is in a dynamically
ordered state and, interestingly, this order or organization
constitutes a pattern, i.e., it has a shape, a form. How can
this qualitative aspect of organization be understood given
the quantitative formalism of thermodynamics?
The answer to this question lies in Ilya Prigogine’s work
on far-from-equilibrium systems.8 The main insight is that
the emergence of ordered patterns is due precisely to the
requirement to dissipate the free energy pumped into the
system from the outside in conformity to the second law
of thermodynamics. Concretely, in R-B, the emergence of
the very specifc pattern of hexagonal convection cells
corresponds to an optimal confguration of energy fows
within the fuid given the magnitude of the potential and the
boundary conditions. The latter include the circular shape
of the recipient and constraints such as surface tension.
Hexagonal shapes distribute the cells so as to collectively
maximize their dissipative surface, which translates into
higher entropy generation.
So here we can see a qualitative form of order responding
to thermodynamical quantitative principles. The magnitude
of the potential feld as well as the rate of entropy
production vary continuously as a simple scalar; the
force simply becomes stronger and entropy increases.
However, the state of the system transitions qualitatively
from a disordered state to an organized state according to
a very specifc pattern, which in this case is geometrical.
The qualitative aspect serves a quantitative function
of maximizing entropy production in response to the
asymmetric conditions under which free energy is being
pumped into the system. We can see that, in a sense, R-B
shows how, in far-from-equilibrium systems, information in
Floridi’s sense, or simply qualitative order, is not exactly an
intrinsic value, but rather a functional value. Hexagonal cells,
as a qualitative ordered Being, have the value of optimizing
a natural function, and the function is to conform to the
second law of thermodynamics by always creating at least
as much entropy as the order is being added.

III. MAXIMUM ENTROPY PRODUCTION RATE

Yet it seems odd to claim that the second law of
thermodynamics is responsible for the spontaneous
emergence of order. After all, in R-B, order helps maximize
a function, yet the second law doesn’t predict any such
helping. Why, it may be asked, doesn’t conduction remain
the heat transfer regime although simply at a faster rate,
proportional to the increase in the potential gradient?
The answer is that the second law is only one part of the
principle of maximum entropy, the other being, precisely,
the maximization function. Indeed, the second law states
that, on the long term and on average, entropy tends to
increase. In other words, entropy in a system will become
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maximal given enough time. But it doesn’t say anything
about how entropy is maximized.9 However, several
observations have led many independent researchers to
the conclusion that the law of entropy production should
state rather that the system will tend to disorder at the
fastest rate (given the constraints).10 With this extension I
will refer, following Rod Swenson, to the Law of Maximum
Entropy Production (LMEP).11
LMEP can be observed even in systems not far from
equilibrium. Swenson and Turvey illustrate this by a simple
experiment in which an adiabatically sealed chamber is
divided by an adiabatic wall into two compartments, each
flled with an equal quantity of the same gas although at
diferent temperatures.12 There is thus a potential feld
between both compartments with the hottest holding
more order or information in Floridi’s metaphysical sense.
If a hole is opened on the dividing wall, a channel allows
heat to proceed from the hotter to the colder chamber until
equilibrium is reached and entropy is maximized, as stated
by the second law. If a second hole is opened such that it
conducts heat at a diferent rate from the frst one, then
depending on the constraints and the confguration of the
holes, the system will always distribute the fows along the
holes in the optimal way. For instance, if hole 2 can drain
some heat before it is all drained through hole 1, then some
heat will be drained through hole 2 also. In other words,
free energy always seeks to exploit the optimal paths to its
own dissipation. The same process can be observed in the
mundane setting of a cabin in the woods heated from the
inside, where heat will drain to the surroundings through
the fastest confguration of windows, doors, and other
openings.
Back to the R-B case which is far-from-equilibrium, Swenson
and Turvey show that the emergence of the convection
cells is inevitable due to the opportunistic exploitation
of the confgurations that tend to optimize the rate of
entropy production. The threshold corresponds to the
minimal magnitude of force that will sustain the dynamical
ordered state. With enough free energy available within
the fuid, a new, non-random confguration becomes
possible, and because of LMEP, that confguration will be
favored and stabilized “as soon as it gets the chance.”13
The point about “getting the chance” deserves a brief
pause. The formation of the ordered regime takes time. It is
a search the system undergoes, facilitated by the increased
amount of kinetic energy produced by the potential feld.
Akin to a selection process with winner-takes-all rules,
the formation of hexagonal cells (1) occurs in time by
progressively entraining more and more molecules in the
macroscopic motion and (2) is imperfect, perturbed by
random fuctuations and many other factors (constraints).
These facts allow us to foresee already that what happens
relatively quickly and with success in a simple R-B setting,
i.e., the establishment of an optimal regime of free energy
degradation, will become dramatically more fuctuating,
complex, and hence time-consuming in the case of a
setting as wide as the Sun-Earth system.14 This, of course,
will have crucial consequences for macroethics.
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IV. THE EARTH AS A GLOBAL FAR-FROMEQUILIBRIUM DISSIPATIVE STRUCTURE
There is life on Earth. Any theory of macroethics worth
its salt must have the resources to give a central role to
that simple fact. Floridi’s axiological scale leaves room
for such a role, thanks to the overridability of diferent
levels of informational value. However, this is somewhat
unsatisfactory.15 One would have expected from an
informational macroethics, which is based on a technical
ontological framework, something like an equation, a
formula to measure worth, and thus, in some way, to
mechanize morals as Alan Turing’s famous formalism
mechanized intelligence. The problem is that, as stated
above, the quantity of information cannot serve as a gauge
of value since two very diferent entities may contain the
same amount of information. For instance, there may
be a confguration of some amount of potatoes that is
quantitatively equivalent to, say, an innocent child. What is
needed is a criterion able to locate qualitative diferences
on an axiological scale where they can make a diference.
I suggest that the points raised above about far-fromequilibrium systems and LMEP are in a good position to
ground such an axiological scale. Consider the question:
What diference does life make? To begin with, living
organisms are far-from-equilibrium systems.16 All the
metabolic and adaptive processes of living things are
sustained by a continuous energy fow, and their ordered
patterns are self-organizing, i.e., dynamically maintained, as
in R-B. Existing far from thermodynamic equilibrium means
existing beyond the thresholds in magnitude mentioned
above. This non-linearity implies that the rate of entropy
production in living creatures must difer from that of a nonliving entity under the same conditions. This implication
has been developed by Ulanowicz R. E., Hannon B. M.,
who hypothesized that it could be proven that forests, for
instance, produce more entropy than the desert under the
same electromagnetic feld.17 Meysman & Bruers recently
tested the hypothesis that “living communities augment
the rate of entropy production over what would be found in
the absence of biota, all other things being equal.”18 Using
an ecologically inspired model of entropy production in
food webs with predators and preys, they showed that the
hypothesis holds every time.
The consequence is that far-from-equilibrium systems such
as living creatures on Earth operate according to an adaptive
principle. In other words, the structures and dynamic
patterns that emerge when crossing critical thresholds are
such that they tend to optimize entropy production given the
constraints. This means that, for a given potential gradient
P and a set of constraints C, there is only a restricted set of
patterns—perhaps even a singleton—able to optimize the
rate of entropy production. In R-B, as we saw, hexagonal
cells do the job, but there is a set of geometrical patterns
and dynamic organizations diferent from hexagons that
may possess the same amount of information as the fuid
yet dissipate the potential at a slower rate under those same
conditions. Therefore, one can assume that LMEP working
as a thermodynamical selection principle at the planetary
level is ensuring that the living forms that emerge in time
are coordinated and increasingly evolving towards higher
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rates of global dissipation of the geo-cosmic potential
constituted mainly by the electromagnetic radiation from
the Sun in which the Earth is immersed. For instance,
chlorophyll is particularly efcient in its capacity to absorb
blue and red light, thanks to the structural complementarity
between the spatial distribution of its p-orbitals and the
wavelengths of blue and red light. In this way, we can
see value as depending on the ft between the qualitative
aspects of living order and the qualitative aspects of the
geo-comic potential taken as dynamic patterns. Moreover,
visible light corresponds to more than half of the total
solar emission, implying a massive free energy infux to be
degraded.19 There is value in the capacity of photosynthetic
organisms to contribute drastically to the degradation of
this tremendous amount of free energy.
The idea that the Earth is operating holistically as a
maximizer of entropy production is increasingly gaining
adepts. Special attention is paid to the link between
LMEP or similar characterizations of entropy maximization
and evolution.20 Recently, Martyushev and Seleznev have
responded to some claims that LMEP doesn’t generalize
well and that it shouldn’t be considered a law of
thermodynamics.21 The authors show that such conclusions
are based on the wrong application of LMEP’s predictions
without properly assessing some key restrictions. One of
those restrictions is, I think, of particular importance for the
present discussion about macroethics as it concerns the
time delays in thermodynamic processes. As I have already
mentioned above, the self-organized emergence of new
order in a far-from-equilibrium system is a time-dependent
process akin to searching. This means that from the onset of
a supra-threshold energetical infow to the actual assembly
of an optimal or near optimal dissipative pattern, the system
goes through transient heuristic stages analogous to trial
and error. During all that time, the system is obviously
performing sub-optimally. Yet, one could argue that, even
during the searching period, the system is still performing
optimally, since the very state of the system during the long
process of assembly counts as a constraint and, thus, given
that constraint, the system is still “doing its best.” Although
such a view sounds Panglossian, it may actually present the
advantage of reconciling the apparent unlawful normativity
of ethics with the lawful determinism of LMEP. Indeed, at
some level of analysis and from a local vantage point, the
system is performing sub-optimally and, hence, something
like a norm may help seek ways to improve the situation,
for instance, by removing or changing the constraints that
keep the system from producing entropy at higher rates.
From another point of view, however, the system is working
optimally given the constraints and in perfect agreement
with lawful determinism. A theory of macroethics capable
of naturalizing normativity would present a very strong
advantage over other alternatives.
Another restriction linked to the former that needs to
be taken into account concerns local maxima. It would
seem that value based on the optimization of entropy
production should go against all rationality concerning
viability and even common sense. After all, as Floridi
points out, entropy is metaphysically tantamount to Evil.
Would this imply that forests have to be burned as fast as
possible, for instance? Certainly not, because every kind
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of direct, local application of entropy production might
contribute to trapping the whole Earth in a local maximum.
Consider petroleum, for instance. In a relatively small and
homogeneous system such as R-B, the time delay between
energetical transactions is very short. If, say, some small
regions of the fuid are hotter than other regions, because
of the fast moving particles and transmissive medium, such
small local gradients are very short lived, and the global
bottom-up force overpowers them completely, driving the
system very quickly to the formation of hexagonal patterns.
In a system as vast and complex as the Earth, on the other
hand, the local formation and maintenance of gradients is
ubiquitous and inevitable. Petroleum represents one such
local gradient, which embodies in its chemical structure a
signifcant amount of free energy. This free energy took
thousands of years to undergo a transformation from
solar energy to living tissue and then to petroleum, and at
every step, entropy was produced. However, until mankind
started exploiting petroleum globally and industrially, this
source of free energy was sub-optimally unafected, thus
missing a great opportunity for entropy production. Does
this mean that we should go ahead and deplete the source
at the fastest possible rate as we are currently doing, against
all the advice from ecologists? Probably not, but not for the
reasons ecologists think. The Earth is still undergoing its
transformation towards an optimal regime of geo-cosmic
energy degradation. This ongoing transformation has been
taking millions of years, and it is not likely to stop anytime
soon. However, local potentials such as petroleum and the
other so-called fossil fuels may present an opportunity
for mankind as part of the Earth system to transition into
a higher level of dynamic order, which might improve the
rate of solar energy degradation. In other words, consuming
the local potentials without taking into account the global
feld might transiently increase overall entropy production
(and therefore terrestrial order), yet as soon as the local
source is depleted, the Earth would go back to its earlier
regime, having missed an opportunity to move closer to the
optimal form. This would be tantamount to destroying your
car in order to increase entropy immediately and locally
instead of keeping your car and using it to go every day
to the supermarket and deplete the higher energy sources
present there.

V. CONCLUSION. IS ENTROPY ETHICS AN ETHICS
OF EVIL?
I have tried to argue that although Floridi’s looks like
a move in the right direction to reconceptualize ethics
not only as a holistic foundation of value, but also as
encompassing more than just humans or living creatures,
it falls short of considering all the aspects related to Being.
If I am right, Floridi’s appeal to a notion such as entropy
and ontological information is fatally incomplete, since, by
deciding to “emphatically” detach those notions from their
thermodynamical equivalents, he misses an ontologically
crucial link between entropy and order. It is crucial in that
it shows that, by relocating intrinsic value not on Being but
on entropy production, we can still obtain the astonishingly
paradoxical result that Being is protected and promoted as
Floridi’s own Information Ethics requires.
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In this way I have challenged Floridi’s view, suggesting
that contemporary thermodynamical research presents us
with ineluctable facts that force us to radically reconsider
our axiological principles. Floridi’s information/entropy
dichotomy doesn’t seem to make room for far-fromequilibrium phenomena where both are entangled and
complementary. It is not possible to identify entropy with
Evil when the value of order happens to be contingent
on its capacity to optimize entropy production given the
constraints. The case of the whole Earth’s evolution as a
far-from-equilibrium system makes this point conspicuous.
Considering order as the intrinsic source of value has the
disadvantage that we cannot establish a non-arbitrary
axiological scale. However, if accelerating (global) entropy
production becomes the norm, we can see that those
terrestrial forms that our common sense already values
most get automatically promoted axiologically because
they coincide with the forms that tend to contribute to the
production of entropy at optimal rates given the specifc
context established by the potential feld in which the
Earth is immersed. If the search for Good is the search
for the shortest paths to global energetical degradation,
then life and mankind’s extremely complex cultures and
technological achievements get instantly promoted as
optimal media for that end. That is because those kinds of
entities and processes happen to ft better the structure of
the geo-cosmic potential while satisfying the constraints.
In addition, despite being based on a deterministic
physical law, the approach presented here leaves plenty of
room for human intervention, normativity, and, therefore,
responsibility. Indeed, the search for the optimal forms
capable of dissipating the geo-cosmic potential at the
fastest rate is extremely long and haunted by local maxima
where the Earth can get trapped at every moment. Humans
are the only entities in the system that have access to distal,
higher-order constraints that modulate the overall rate of
entropy production at least at the scale of the Sun-Earth
system. Yet, because they are also constantly embedded
in local gradients, humans also have a tendency to favor
the depletion of those more proximal gradients, and the
tendency is becoming exponentially stronger with trends
such as technological improvement and overcrowding. For
this reason, a macroethics theory is needed more than ever,
yet it needs to embrace all aspects of reality, including,
ironically, entropy itself.
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I wish to defend the thesis that robot ethics is a legitimate,
interesting, and important feld of philosophical and
scientifc research. I believe it is a coherent possibility that
one day robots will be good ethical decision-makers at least
in limited situations and act ethically on the basis of their
ethical understanding. Put another way, such envisioned
future robots will not only act according to ethical principles
but act from them.
This subject goes by various names such as “robot ethics,”
“machine ethics,” or “computational ethics.” I am not
committed to any particular term, but I will here use “robot
ethics” as it suggests artifcial agency. I do not exclude
the possibility of a computer serving as an ethical advisor
as part of robot ethics, and I include both software and
hardware agents as candidates for robots.

KINDS OF ETHICAL ROBOTS

Agents, including artifcial agents, can be understood as
ethical in several ways. I distinguish among at least four
kinds of ethical agents (Moor 2006). In the weakest sense
ethical impact agents are simply agents whose actions have
ethical consequences whether intended or not. Potentially
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any robot could be an ethical impact agent to the extent
that its actions cause harms or benefts to humans. A
computerized watch can be considered an ethical impact
agent if it has the consequence of encouraging its owner
to be on time for appointments. The use of robotic camel
jockeys in Qatar has the efect of reducing the need for
slave boys to ride the camels.
Implicit ethical agents are agents that have ethical
considerations built into their design. Typically, these are
safety or security considerations. Planes are constructed
with warning devices to alert pilots when they are near
the ground or when another plane is approaching on a
collision path. Automatic teller machines must give out
the right amount of money. Such machines check the
availability of funds and often limit the amount that can be
withdrawn on a daily basis. These agents have designed
refexes for situations requiring monitoring to ensure
safety and security. Implicit ethical agents have a kind
of built in virtue—not built from habit but from specifc
implementations in programming and hardware.
Unethical agents exist as well. Moreover, some agents
can be ethical sometimes and unethical at others. One
example of such a mixed agent I will call “the Goodman
agent.” The Goodman agent is an agent that contains the
millennium bug. This bug was generated by programming
yearly dates using only the last two digits of the number of
the year resulting in dates beyond 2000 being regarded as
existing earlier than those in the late 1900s. Such an agent
was an ethical impact agent before 2000 and an unethical
impact agent thereafter. Implicit unethical agents exist as
well. They have built in vice. For instance, a spam zombie
is an implicit unethical agent. A personal computer can be
transformed into a spam zombie if it is infected by a virus
that confgures the computer to send spam e-mail to a
large number of victims.
Ethical impact agents and implicit ethical agents are
ethically important. They are familiar in our daily lives, but
there is another kind of agent that I consider more central
to robot ethics. Explicit ethical agents are agents that can
identify and process ethical information about a variety of
situations and make sensitive determinations about what
should be done in those situations. When principles confict,
they can work out resolutions that ft the facts. These are the
kind of agents that can be thought of as acting from ethics,
not merely according to ethics. Whether robot agents can
acquire knowledge of ethics is an open empirical question.
On one approach ethical knowledge might be generated
through good old-fashioned AI in which the computer
is programmed with a large script that selects the kinds
of information relevant to making ethical decisions and
then processes the information appropriately to produce
defensible ethical judgments. Or the ethical insights might
be acquired through training by a neural net or evolution by
a genetic algorithm. Ethical knowledge is not inefable and
that leaves us with the intriguing possibility that one day
ethics could be understood and processed by a machine.
In summary, an ethical impact agent will have ethical
consequences to its actions. An implicit ethical agent will
employ some automatic ethical actions for fxed situations.
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An explicit ethical agent will have, or at least act as if it had,
more general principles or rules of ethical conduct that are
adjusted or interpreted to ft various kinds of situations. A
single agent could be more than one type of ethical agent
according to this schema. And the diference between an
implicit and explicit ethical agent may in some cases be
only a matter of degree.
I distinguish explicit ethical agents from full ethical
agents. Full ethical agents can make ethical judgments
about a wide variety of situations and in many cases can
provide some justifcation for them. Full ethical agents
have those metaphysical features that we usually attribute
to ethical agents like us, features such as intentionality,
consciousness, and free will. Normal adult humans are our
prime examples of full ethical agents. Whether robots can
become full ethical agents is a wonderfully speculative
topic but not one we must settle to advance robot ethics.
My recommendation is to treat explicit ethical agents as
the paradigm example of robot ethics. These potential
robots are sophisticated enough to make them interesting
philosophically and important practically. But not so
sophisticated that they might never exist.
An explicit ethical robot is futuristic at the moment. Such
activity is portrayed in science fction movies and literature.
In 1956, the same year of the Summer Project at Dartmouth
that launched artifcial intelligence as a research discipline,
the movie “Forbidden Planet” was released. A very
important character in that movie is Robby, a robot that
is powerful and clever. But Robby is merely a robot under
the orders of human masters. Humans give commands and
he obeys. In the movie we are shown that his actions are
performed in light of three ethical laws of robotics. Robby
cannot kill a human even if ordered to do so.
Isaac Asimov had introduced these famous three laws
of robotics in his own short stories. Asimov’s robots are
ethical robots, the kind I would characterize as explicit
ethical agents. They come with positronic brains that are
imbued with the laws of robotics. Those who are familiar
with Asimov’s stories will recall that the three laws of
robotics appear in the Handbook of Robotics, 56th Edition,
2058 A.D. (Asimov 1991):
1.

A robot may not injure a human being, or, through
inaction, allow a human being to come to harm.

2.

A robot must obey the orders given it by human
beings except where such orders would confict
with the First Law.

3.

A robot must protect its own existence as long as
such protection does not confict with the First or
Second Law.

Asimov’s robots are designed to consult ethical guidelines
before acting. They are kind and gentle robots compared to
the terrifying sort that often appears in books and movies.
Asimov’s ethical laws of robotics seem reasonable at least
initially, but, if pursued literally, they are likely to produce
unexpected results. For example, a robot, which we want
to serve us, might be obligated by the frst law to travel
SPRING 2020 | VOLUME 19 | NUMBER 2

into the world at large to prevent harm from befalling other
human beings. Or our robot might interfere with many of
our own plans because our plans for acting are likely to
contain elements of risk of harm that needs to be prevented
on the basis of the frst law.
Although Asimov’s three laws are not adequate as a system
of ethics for robots, the conception that Asimov was
advancing seems to be that of a robot as an explicit ethical
agent. His robots could reason from ethical principles about
what to do and what not to do. His robots are fction but
they provide a glimpse of what it would be like for robotic
ethics to succeed.

EVALUATING EXPLICIT ETHICAL ROBOTS

I advocate that we adopt an empirical approach to
evaluating ethical decision making by robots (Moor 1979).
It is not an all or nothing matter. Robots might do well in
making some ethical decisions in some situations and not
do very well in others. We could gather evidence about
how well they did by comparing their decisions with human
judgments about what a robot should do in given situations
or by asking the robots to provide justifcations for their
decisions, justifcations that we could assess. Because
ethical decision making is judged by somewhat fuzzy
standards that allow for disagreements, the assessment of
the justifcation ofered by a robot for its decision would
likely be the best and most convincing way of analyzing a
robot’s ethical decisions competence. If a robot could give
persuasive justifcations for ethical decisions that were
comparable to or better than that of good human ethical
decision makers, then the robot’s competence could be
inductively established for a given area of ethical decision
making. The likelihood of having robots in the near future
that are competent ethical decision makers over a wide
range of situations is undoubtedly small. But my aim here
is to argue that it is a coherent and defensible project to
pursue robot ethics. In principle we could gather evidence
about their ethical competence.
Judging the competence of a decision maker is only part of
the overall assessment. We need also to determine whether
it is appropriate to use the decision maker in a given
situation. A robot may be competent to make a decision
about what some human should have for her next meal.
Nevertheless, she would probably justifably wish to decide
for herself. Therefore, a robot could be ethically competent
in some situations in which we would not allow the robot to
make such decisions because of our own values. With good
reason we usually do not allow other adults to make ethical
decisions for us, let alone allow robots to do it. However, it
seems possible there could be specifc situations in which
humans were too biased or incompetent to be fair and
efcient. Hence, there might be a good ethical argument
for using a robotic ethical decision maker in their place.
For instance, a robotic decision maker might be more
competent and less biased in distributing assistance after
a national disaster like the hurricane Katrina that destroyed
much of New Orleans. In the Katrina case the human relief
efort was incompetent. The coordination of information and
distribution of goods was not handled well. In the future
ethical robots might do a better job in such a situation. Robots
are spectacular at tracking large amounts of information and
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could communicate with outlets to send assistance to those
who need it immediately. These robots might at some point
have to make triage decisions about whom to help frst,
and they might do this more competently and fairly than
humans. Thus, it is conceivable there could be persuasive
ethical arguments to employ robot ethical decision makers
in place of human ones in selected situations.

THE INTENTIONAL STANCE

I have selected robots that are explicit ethical agents as the
interesting class of robots for consideration in robot ethics.
Of course, if robots one day become persons and thereby
full ethical agents, that would be even more interesting.
But that day is not likely to come in the foreseeable future,
if at all. Nonetheless, explicit ethical agents, though not
full ethical agents, could be quite sophisticated in their
operations. We might understand them by regarding them
in terms of what Daniel Dennett calls “the intentional
stance” (Dennett 1971). In order to predict and explain
the behavior of complex computing systems, it is often
useful to treat them as intentional systems. To treat them
as if they were rational creatures with beliefs and desires
pursuing goals. As Dennett suggests, predicting and
explaining computer behavior on the basis of the physical
stance using the computer’s physical makeup and the
laws of nature or on the basis of the design stance using
the functional specifcations of the computer’s hardware
and programming is useful for some purposes such as
repairing defects. But predicting and explaining the overall
behavior of computer systems in terms of the physical and
the design stances is too complex and cumbersome for
many practical purposes. The right level of analysis is in
terms of the intentional stance.
Indeed, I believe most computer users often take the
intentional stance about a computer’s operations. We
predict and explain its actions using the vocabulary of
beliefs, desires, and goals. A word processing program
corrects our misspellings because it believes we should
use diferent spellings and its goal is to correct our spelling
errors. Of course, we need not think the computer believes
or desires in the way we do. The intentional stance can
be taken completely instrumentally. Nevertheless, the
intentional stance is useful and often an accurate method
of prediction and explanation. That is because it captures
in a rough and ready way the fow of the information in
the computer. Obviously, there is a more detailed account
of what the word processing program is doing in terms of
the design stance and then at a lower level in terms of the
physical stance. But most of us do not know the details nor
do we need to know them in order to reliably predict and
explain the word processing program’s behavior. The three
stances (intentional, design, and physical) are consistent.
They difer in level of abstraction.
We can understand robots that are explicit ethical agents
in the same way. Given their beliefs in certain ethical
principles, their understanding of the facts of certain
situations, and their desire to perform the right action, they
will act in such and such ethical manner. We can gather
evidence about their competence or lack of it by treating
them as intentional systems. Are they making appropriate
ethical decisions and ofering good justifcations for
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them? This is not to deny that important evidence about
competence can be gathered at the design level and the
physical level. But an overall examination and appreciation
of a robot’s competence is best done at a more global level
of understanding.

WHY NOT ETHICAL ROBOTS NOW?

What prevents us from developing ethical robots?
Philosophically and scientifcally is the biggest stumbling
block metaphysical, ethical, or epistemological?
Metaphysically, the lack of consciousness in robots seems
like a major hurdle. How could explicit ethical agents really
do ethics without consciousness? But why is consciousness
necessary for doing ethics? What is crucial is that the robot
receives all of the necessary information and processes it
in an acceptable manner. A chess playing computer lacks
consciousness but plays chess. What matters is that the
chess program receives adequate information about the
chess game and processes the information well so that by
and large it makes reasonable moves.
Metaphysically, the lack of free will would also seem to be
a barrier. Don’t all moral agents have free will? For sake
of argument let’s assume that full ethical agents have free
will and robots do not. Why is free will necessary for acting
ethically? The concern about free will is often expressed in
terms of a concern about human nature. A common view
is that humans have a weak or base nature that must be
overcome to allow them to act ethically. Humans need to
resist temptations and self-interest at times. But why do
robots have to have a weak or base nature? Why can’t
robots be built to resist temptations and self-interests
when it is inappropriate? Why can’t ethical robots be more
like angels than us? We would not claim a chess program
could not play championship chess because it lacks free
will. What is important is that the computer chess player
can make the moves it needs to make in the appropriate
situations as causally determined as those moves may be.
Ethically, the absence of an algorithm for making ethical
decisions seems like a barrier to ethical robots. Wouldn’t a
computer need an algorithm to do ethics (Moor 1995)? Let
us assume there is no algorithm for doing ethics, at least
no algorithm that can tell us in every situation exactly what
we should do. But, if we act ethically and don’t need an
algorithm to do it, we do it in some way without an algorithm.
Whatever our procedure is to generate a good ethical
decision, why couldn’t a robot have a similar procedure?
Robots don’t have to be perfect to be competent any
more than we do. Computers often have procedures for
generating acceptable responses even when there is no
algorithm to generate the best possible response.
Ethically, the inability to hold the robot ethically responsible
seems like a major difculty in pursuing robot ethics.
How would we praise or punish a robot? One possibility
is that robots might learn like us through some praise or
punishment techniques. But a more direct response is that
ethical robots that are not full ethical agents would not
have rights, and could be repaired. We could hold them
causally responsible for their actions and then fx them if
they were malfunctioning so they act better in the future.
SPRING 2020 | VOLUME 19 | NUMBER 2
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Epistemologically, the lack of ability of robots to have
empathy for humans would lead them to overlook or not
appreciate human needs. This is an important insight as
much of our understanding of other humans depends on
our own emotional states. Of course, we might be able
to give robots emotions, but short of that we might be
able to compensate for their lack of emotions by giving
them a theory about human needs including behavioral
indicators for which to watch. Robots might come to know
about emotions by other means than feeling the emotions.
A robot’s understanding of humans might be possible
through inference if not directly through emotional
experience.
Epistemologically, computers today lack much common
sense knowledge. Hence, robots could not do ethics,
which so often depends upon common sense knowledge.
This is probably the most serious objection to robot ethics.
Computers work best in well-defned domains and not very
well in open environments. But robots are getting better.
Autonomous robotic cars are adaptable and can travel on
most roads and even across open deserts and through
mountain tunnels when given the proper navigational
equipment. Robots that are explicit ethical agents lacking
common sense knowledge would not do as well as humans
in many settings but might do well enough in a limited set
of situations. In some cases, such as the example of the
disaster relief robot, that may be all that is needed.

CONCLUSION

We are some distance from creating robots that are explicit
ethical agents. But this is a good area to investigate
scientifcally and philosophically. Aiming for robots that
are full ethical agents is to aim too high at least for now,
and to aim for robots that are implicit ethical agents is to
be content with too little. As robots become increasingly
autonomous, we will need to build more and more ethical
considerations into them. Robot ethics has the potential
for a large practical impact. In addition, to consider how
to construct an explicit ethical robot is an exercise worth
doing for it forces us to become clearer about what
ethical theories are best and most useful. The process of
programming abstract ideas can do much to refne them.
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BASIC CONCEPTS

Popular notions (as refected in Wikipedia1) place cyborgs
directly “between” humans and robots.
Humans (Homo sapiens) are primates of the family
Hominidae, and the only extant species of the
genus Homo. Humans are characterized by having
a large brain relative to body size, with a particularly
well-developed neocortex, prefrontal cortex, and
temporal lobes, making them capable of abstract
reasoning, language, introspection, problem
solving, and culture through social learning.
A cyborg, short for “cybernetic organism,” is a
being with both organic and cybernetic parts.
See, for example, biomaterials and bioelectronics.
The term cyborg is often applied to an organism
that has enhanced abilities due to technology,
though this perhaps oversimplifes the necessity
of feedback for regulating the subsystem. The
more strict defnition of cyborg is almost always
considered as increasing or enhancing normal
capabilities.
A robot is a mechanical or virtual artifcial agent,
usually an electro-mechanical machine that is
guided by a computer program or electronic
circuitry. Robots can be autonomous, semiautonomous, or remotely controlled and range
from humanoids such as ASIMO and TOPIO to nano
robots, “swarm” robots, and industrial robots.
Another term we will use in this paper is “artifact.” We
defne an artifact as something (which could be physical,
such as a robot, or logical, such as a computer program)
that people create artifcially (not, for example, growing it
from a seed).
We contend that cyborgs, and their relationships with
humans and robots, are worthy of philosophical and
practical investigation. Additionally, we will discuss the
need for, and problems with, trying to measure a “distance”
of a cyborg from a 100 percent human and from a 100
percent robot.
We think this discussion is important because of rapid
advances in technology that can be used in conjunction
with humans to improve their performance and often their
quality of life. It is our contention that as technologies
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(such as artifcial limbs, pacemakers, and other devices)
are added to a human, the human then becomes a cyborg.
The question then becomes, how much of a cyborg is a
particular person with particular artifcial replacements
and enhancements? We can also approach this issue from
the other direction. It seems consistent that a robot can
be transformed into a cyborg by adding biological parts.
Again, how can we quantifably relate the resulting entity
to a human and to a robot?
Being able to somehow measure a distance between a
human, a cyborg, and a robot brings up philosophical issues
as well as practical issues. A central philosophical issue is
how we defne personhood; as an entity moves from 100
percent human by replacing or adding mechanical parts,
is there a point at which that entity is no longer a person?
If there is not such a point, then does that automatically
mean that sufciently sophisticated machines will
inevitably be classifed as persons? Practical issues include
implications in sports, health care, health insurance, life
insurance, retirement policies, lawsuits, discrimination,
and in software design and implementation for cybernetic
devices.

MEASURING THE DISTANCE

If you look at the problem of measuring humans – cyborgs
– robots from a purely physical view, it seems logical that
there exists a continuum from 100 percent human to 100
percent robot with cyborgs being the transition from one
to the other. At the moment, cyborgs typically start out as
humans and mechanical parts are added. However, there
is nothing in our notion of cyborgs that would theoretically
prevent moving in the opposite direction: adding biological
parts to robots.
No matter how a cyborg comes into being, we would like
to be able to talk about a “distance” from a given cyborg
to the ends of the continuum: 100 percent human and 100
percent robot. It’s easy to draw a picture that depicts the
basic idea (see Figure 1), but it’s not so easy to defne
precisely what the distance in this picture means. We
contend that we need a metric to mark the distance
between the extremes, a metric that is exactly correct at
both extremes but gives appropriate measures of cyborgs,
entities that are part human and part machine. Some may
object that it has not been established that there should
be a linear relationship that can be measured; for example,
there may be several diferent observables that should be
taken into account, so that the “distance” would be based
on a vector rather than a scalar. We will consider this
possibility later in this paper, but for now we will assume
the scalar continuum and explore what progress we can
make on establishing this measure.
In the following discussion we will examine problems
we have encountered in trying to measure the distance
from humans to robots. We fnd the movement from nonartifact to artifact to be particularly interesting and believe
a marvelous example of this movement occurs when a
human being adds mechanical or electro-mechanical
parts to become a cyborg. We will look carefully at that
movement, and suggest diferent ways that we might
measure the distance from 100 percent human to 100
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Figure 1. Cyborgs are mixtures of biological human parts and
mechanical parts.

percent robot. If we can defne an efective measure for
this movement, that measure will have both theoretical and
practical signifcance.

MORE ON CYBORGS

Cyborgs are a popular theme in fction. The 6 Million Dollar
Man and the Bionic Woman, seven of nine from Star Trek,
and Detective Spooner in I Robot are well-known fctional
characters that are, by our defnition, cyborgs.
There are non-fctional cyborgs as well. Scientists Steve
Mann2 and Kevin Warwick,3 both leading researchers in
cybernetics, are also cyborgs because of the mechanical
parts they have inside and outside themselves. These parts
include RFID chips under the skin and glasses that augment
visual reality, an idea now taken up by Google. Another
well-known cyborg is Oscar Pistorius, a runner from South
Africa. While Steve Mann and Kevin Warwick are cyborgs
by choice, Pistorius became a cyborg because he needed
a replacement for both his legs below the knees.4
Running on his spring steel artifcial legs, Pistorius was a
successful runner in the Special Olympics. But Oscar wanted
to race in the Beijing Olympics. Some of his potential
competitors objected, contending that his artifcial legs were
more efcient than human legs, and that therefore Pistorius
would have an unfair advantage. Oscar sued and the courts
overruled the Olympic Committee. Pistorius was allowed to
compete for a spot on the South Africa Olympic team.
Pistorius, nicknamed “the Blade Runner,” is a classic case
of a cyborg: part human, and part mechanical. Pistorius’s
legs are not automated but they are artifcial. They are also
“attached” rather than being internal. However, especially
when he is competing, Pistorius is not 100 percent carbonbased human, and he is not 100 percent mechanical.
Pistorius’s case brings up an interesting issue: Does the
cybernetic part enhance the person and provide them with
more than “normal” capabilities, or does it just make them
“normal”?
There are many cyborgs among us today. Artifcial parts
are becoming increasingly common, and those parts are
increasingly sophisticated. They deliver clear advantages
to people with impairments and missing limbs. In some
cases, these devices are being used to enhance, rather
than replace, human functions.
In a recent paper in IEEE Technology and Society,5 Roger
Clarke writes about cyborgs and possible legal issues under
the title “Cyborg Rights.” Clarke reviews several aspects of
how cyborgs are defned and categorized. The kinds of
artifacts used to make a cyborg can be distinguished by
their intent: Are they prosthetic, meant to replace missing
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or diminished functionality; or are they orthotic, meant to
enhance normal functioning? Clarke also separates the
artifacts by their relationship to the body of the cyborg. Any
artifact that is under the skin he calls endo. A cardiac pace
maker and a cochlear implant are endo. An artifact that is
attached to the body but not inside the body is labeled exo.
Oscar Pistorius’s legs are exo. The third category, external,
includes devices that are not inside and not attached to
the body, but are still integrated with the human body.6
Eyeglasses, canes, and scuba gear are external.
Clark explores six diferent kinds of cyborgs using the
distinction we’ve already drawn between prosthesis and
orthotic, and the distinction among endo, exo, and external.
An example of an endo prosthesis is an artifcial hip. An
example of an orthotic endo device would be a metal plate
attached to a bone to make it stronger than a normal human
bone. An example of an exo prosthesis is an artifcial leg,
such as the legs Oscar Pistorius uses. If an artifcial leg is
somehow mechanically superior to a human leg for some
particular function, then it is orthotic instead of a prosthesis,
but it is still exo. A pair of eyeglass and a cane are both
external prosthesis devices. Devices used to enhance human
vision, such as microscopes or telescopes, are external,
orthotic devices.
If you agree with Clarke that eyeglasses, contact lenses,
and scuba gear all make you a cyborg, then many of us are
best classifed as cyborgs. This inclusive view of cyborgs is
attractive because it emphasizes a broad range of ways in
which we can augment ourselves artifcially. But since the
word “cyborg” came from “cybernetics,” a term popularized
by Norbert Weiner with respect to information fows in
systems, some scholars may be more comfortable with
restricting cyborgs to devices that are electromechanical.
Examples of existing electromechanical devices used with
humans are a cardiac pacemaker and embedded RFID chips
(common in pets but also used in humans); both of these
are endo devices. A robotic hand can be an exo prosthesis
or an exo orthotic, depending on how much functionality it
delivers. An artifcial lung not inside a patient is an external
prosthesis device.
In trying to establish a metric for measuring the distance
between humans and robots, we found it difcult to include
external devices in our initial analyses. External devices can
be too temporary, too loosely integrated into the person, to
be considered (at least by some) to be well integrated with
the original person. When considering the measurement
question, external devices led us to some difculties. For
example, including external devices in the defnition of
“cyborg” made it difcult to precisely distinguish a person
using a tool from a cyborg that has integrated a mechanical
external part. For now, we will focus on cyborgs made with
endo and exo devices; devices attached to the body and
embedded under the skin have a clear distinction from tools
“at hand.” However, others may wish to be more inclusive
than we have been and explore alternative metrics.

CANDIDATES FOR MEASURING THE DISTANCE

Now that we have clarifed the scope of what we will
consider as qualifying devices to move someone along the
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cyborg continuum, we will focus on our original quest—
determining a measure of cyborg-ness. All of the measures
will give a reading of 0 percent for 100 percent humans,
and give 100 percent for a 100 percent robot.

CANDIDATE 1: BY WEIGHT

The frst measure is simple, relatively easy to measure,
and sadly counter-intuitive. In this strategy, we divide the
weight of a cyborg’s mechanical parts by the total weight of
the cyborg, and multiply that ratio by 100. If you have a hip
replacement, that moves you to the right from 0 percent. A
heart valve replacement moves you further. If someday you
add an artifcial memory implant or artifcial lungs, those
changes would move you further still on the continuum.
As with all the measures we will consider, there are some
good and bad aspects to the weight metric. For this weightbased measure, one advantage is that you can determine
this measure precisely in an objective, straightforward
way. A signifcant disadvantage is that the weight of a
part is intuitively not indicative of the signifcance of the
replacement. A brain weighs about 1.3 kilograms (about
three pounds). A leg weighs about seven kilograms (about
ffteen pounds). Realistically most people do not think a
leg is fve times as important as the brain, but according
to the weight measure, replacing a leg with a mechanical
device would place you more towards the robot side of
the continuum than replacing your brain with a mechanical
device.

CANDIDATE 2: BY INFORMATION FLOW

The next measure considered is an information-centric
measure. For this measure, the information fow into and
out of each replacement part in the cyborg is determined.
We also measure all the information fow in the whole
body. The ratio gives us our position on the continuum.
One good aspect of this measure is that, in theory, it
could be measured and information fow could potentially
relate to signifcance. (For example, we might be able to
approximate the number of bits necessary to contain the
same information that travels through the nervous system
in and out of the artifcial part and/or the biological part
replaced.) Also, this measure is consistent with Floridi’s
emphasis on information as particularly signifcant in
understanding ethical signifcance.7 An unfortunate aspect
of an information fow metric is that it may be difcult
to measure. Although we may be more capable of this
measure sometime in the future, it is not currently practical
to precisely measure fow for all parts. One complication
is that the nervous system is not the only way the body
communicates; for example, hormones are part of a
chemical-based communication that is not restricted to the
nervous system. This would have to be taken into account
for an accurate measurement. Another complication is
that we would have to take into account the possibility
of redundant and irrelevant information—Should such
information be included or excluded from our measure?
(Thanks to editor Peter Boltuc for pointing out this potential
complication.)
A problem with the “by weight” measure is that it overemphasized the importance of mass. The “by information
fow” may have a related problem: it perhaps overPAGE 71
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emphasizes the signifcance of information processing to
humans and de-emphasizes other aspects, such as mobility
and disease prevention. If the measure was restricted to
information fow in and out of the brain, that might make
it more practical to measure but less sensitive to important
aspects of humanness.

CANDIDATE 3: BY FUNCTIONALITY

The intuitive appeal of measuring functionality has
convinced us that this area requires more study. However,
the complications involved will require the involvement of
medical professionals in order to make a more intelligent
suggestion about how these measures might be adapted
to measuring the distance between humans, cyborgs, and
robots.

The third measurement option adds up the functionality
contributed by the artifcial parts and divides that by the
total functionality of the cyborg. This avoids the counterintuition of the weight measure and allows us to include
more considerations than information fow. But, as stated,
this is a vague measurement and measuring precisely the
“amount of functionality” is difcult. We have by no means
solved these problems, but looking at attempts to measure
medical outcomes of injuries and therapies may ofer us
directions for future research in measuring “cyborg-ness.”

CONSIDERING CHALLENGES TO THE PROPOSED
MEASURES

For many reasons, including insurance payments and
scholarly studies about efective treatments, medical
professionals seek to quantify patients’ quality of life. This
has led to numerous attempts to assign numerical values to
a patient’s physical and mental well-being.8

A challenge for any cyborg measure is trying to include
sensitivity towards how an artifact is used by a human, not
just what the artifact and its capabilities are. As an example
of this challenge, consider what we call the “surrogate
problem.” The idea of artifcial entities under the control
of human operators was explored by a recent movie called
Surrogates, and in a diferent way by the more commercially
successful (but less well explained scientifcally) movie
called Avatar. The surrogate problem for our cyborg metric
is that the degree to which external devices are used by
the humans as a substitute for life without the surrogate
should be a signifcant factor in our measure. A person
who spends almost every waking hour living “through
the surrogate” seems clearly more of a cyborg than a
person who uses a very similar device, but uses the device
sparingly, a few minutes a day. The purpose and duration
of these surrogate sessions should help determine our
measure of cyborg-ness, not just the artifacts themselves.
Our measures above, which exclude external devices, do
not wrestle with this issue, but it clearly is an issue worthy
of further study.

One way to attempt a functionality measurement is to
adopt or adapt one of the existing systems that helps
assign a number to the impairments a patient exhibits,
or to the improved condition of a patient. The adaptation
would have to isolate and then measure the efect of the
cyborg’s improvement due to the endo or exo artifact that
was added. These measures attempt to measure both time
(increased life span) and quality of life.
A positive aspect of using (or adapting) an existing quality
of life measure is there is an extensive body of literature
and years of active practice in using these measures. There
has been considerable efort to make these evaluations
repeatable, consistent, and objective. However, there is
not as yet a consensus on any one particular measure, and
the objectivity of these measures is an ongoing object of
research. A signifcant problem for our purposes is that the
measures now in use necessarily use statistical measures
of large groups of patients, and the efect of an integrated
artifact may vary signifcantly between individual cyborgs.
The use of these medical function-based measures for
quality of life seems more clearly appropriate for prosthetic
artifacts than for orthotic enhancements. For prosthetic
devices, a certain function that was human becomes
mechanical, and that gives rise to a movement to the right
in our diagram, a distance proportional to the percentage of
functionality. However, an orthotic enhancement introduces
new functionality and perhaps longer life. Seemingly, this is
signifcant for quality of life type measures. However, how
do we refect these improvements in a measure for cyborgness? Refecting these improvements could, for example,
push us beyond 100 percent robot, which intuitively makes
no sense. Perhaps a way out of this problem is to restrict
our measurement to the percentage of functionality of the
replaced or enhanced part based on a 100 percent human.
But that restriction clearly loses some of the explanatory
power of functionality-based measuring.
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We are not overjoyed with any of the alternatives listed
above; no measure seems ideal. Perhaps some measures
can be combined, but that adds unwanted complexity. If the
measure is too complex, people will not readily understand
it, and fewer people and institutions are likely use it. We
hope, therefore, to be able to use a single measure if at all
possible.

The surrogate problem is related to another problem with
external devices, which we call the “puppet problem.”
We referred previously to the problem of distinguishing
between a tool and an external integrated artifact. One
prominent existing example of what might be classifed
as an orthotic external device is a Predator military drone.
These drones are already ethically and legally controversial
and thinking of the operators and drones collectively as
a cyborg adds another layer of complexity to the ethical
questions. Human/machine collaborations (like a physical
puppet) become more complex and more signifcant when
the “puppet” has onboard intelligence. Predator drones
started out as electronic puppets, controlled in a way
that is similar to video games. But as the drones become
increasingly sophisticated, they are gaining more and more
internal control, and plans have been developed to make
them independent from direct human control for longer and
longer times.9 A challenge for adapting a metric to external
puppet devices is how to measure the sophistication of
an artifact, and the degree of control the human has over
the mechanical artifact. The degree of sophistication and
independence of an artifact in a “puppet cyborg” seems like
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a signifcant factor in understanding the cyborg as a whole,
but artifact sophistication and independence are difcult to
quantify.
These questions of measuring puppets also can be applied
to endo and exo artifacts. Should not our metric take into
account the intelligence and perhaps the “autonomy” of
the artifacts that are part of the cyborg? If so, how exactly
should this be measured? If not, then aren’t we missing a
potentially signifcant aspect of the cyborg? For example,
if a cyborg includes an endo computer that can override
the brain’s signals in case of an emergency, or in the case
of a detected malfunction in the brain, then that automatic
control appears to be an important movement towards
the robot side of the continuum that should be included
in our measure. None of the measures proposed above is
sensitive to this kind of distinction.
A separate challenge has to do with the history of how
a cyborg is constructed. We explicitly draw our arrow
between humans and robots as a double-headed arrow, but
typically the literature discusses a cyborg as a human plus
mechanical parts. That is certainly an interesting direction,
and it is the direction we are going with many experiments
in cyborgs today. But it isn’t the only direction possible.
We can also make cyborgs by going in the other direction,
placing human parts into robots and making a cyborg
that way (see Figure 2). This has interesting ramifcations.
Our measures above could work for these “left-handed
cyborgs,” but people may feel quite diferently about a
robot with added biological parts than a human with added
mechanical parts, even if the measurements of the two
resulting entities are identical. On the basis of fairness, we
suspect that the measure should not be directly sensitive to
the history of the cyborg’s formation, although a measure
could be sensitive to diferent functionalities that resulted
from diferent formations of a cyborg.

vote every year, then you will get many more votes than
a human limited to about a century. Is that acceptable,
especially for 100 percent humans? How will health care
fnancing change when cyborg replacement parts become
a huge part of health spending? Will people who are NOT
cyborgs become a distinct minority? If so, humans without
artifcial enhancements may fnd themselves living shorter
lives than cyborgs, and cyborgs (with increased life span
and enhanced capabilities) may routinely surpass noncyborg humans in business and government; how will
society adapt to these kinds of changes? Will non-cyborg
humans insist on a legal status separate from cyborgs?
What are the ethical and political arguments for and against
making this distinction in laws and regulations?
Many scholars are becoming interested in how we are
being transformed from a society of humans to a society
that combines humans and other intelligent entities. We
think that we can make progress in exploring these issues
by concentrating on cyborgs. First, unlike other entities
being discussed (like robots who could readily pass for
humans in a physical encounter), cyborgs are already
among us in large numbers. Second, in the foreseeable
future it is likely that many of us will be moving towards
robots in the human-robot cyborg continuum. Increasing
numbers of people will have an immediate, personal stake
in these questions about cyborgs.

CONCLUSIONS

In this short article we have asked more questions than
we’ve answered. But there are several ideas that seem clear:
5. Cyborgs are among us, and the number of cyborgs is
likely to increase. The sophistication of the mechanical
parts will continue to increase.
6. Software used to control the mechanical parts will
become more sophisticated and complex.
7. The idea of a continuum from 100 percent human
to 100 percent robots can be a useful notion in our
philosophical and ethical analyses, even without
settling on a particular metric.

Figure 2. A cyborg could be built by adding biological parts to
a robot.

FURTHER IMPLICATIONS

We have only started to touch on several important
questions about measuring cyborgs. Once we establish a
measure (or measures), that is only the beginning of the
philosophical work. With a measure established, you then
have to face difcult questions. For example, is there a
particular place on your scale where you start to restrict
how a cyborg is treated by people or the law? Is there some
point at which this someone should not be called “human”
anymore? If so, what is that number, exactly? If not, then
when all the biological parts are replaced, is the resulting
entity (which on our account is now a robot) still a person?
Should voting rights change if you become too close to a
robot? If you live hundreds of years as a cyborg, and you
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8. Practical problems in making policies, laws, and
regulations will not be well served by a theoretical,
under-specifed continuum. Policy must be spelled out
in a way that is unambiguous and precise, so for any
given law or regulation that establishes rules based
on cyborg-ness, a particular measure (or perhaps
measures) will have to be chosen.
9. Despite the many challenges to determining a fair and
accurate measure, we are convinced that work should
continue on establishing a metric to measure cyborgness.
We plan to ask exactly these kinds of questions in our
future work.

APPENDIX A: HUMAN CLONING

If someday we have human clones, they will seriously
complicate our view of a cyborg continuum between
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completely biological and completely artifcial. Most
people today would not think that human clones are
identical to more traditional biological humans, but they
will not necessarily have any mechanical parts. So how then
do human clones relate to our cyborg measure? Clones are
artifcial in a signifcant way, but they are not mechanical at
all. The classic science fction movie Blade Runner wrestles
with ethical and legal issues that might arise if human
clones become common. Perhaps what we need to do in
the case of human cloning is to isolate the case of human
cloning with its own continuum.
Consider a new continuum where all the entities on the
continuum are biological (not mechanical), and where the
two extremes are no cloning on the left and 100 percent
cloned on the right (see Figure 3). As far as we know there
is not a consensus term for humans who have replaced
some original parts with cloned parts, so we have marked
the middle of this continuum with the phrase “somewhat
cloned.”
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A Philosophy of Computer Art was conceived of a hunch
that thinking about computer art might allow us to come
at large and familiar problems in aesthetics and art theory
from a new angle. Berys Gaut, Derek Matravers, and Grant
Tavinor touch upon some of these large and familiar
problems in earlier issues of this Newsletter. One of these
is Richard Wollheim’s “bricoleur problem.”
Wollheim asked what makes some stufs or processes—
or “media”—suitable vehicles of art, and he proposed
that a solution to this “bricoleur problem” will be largely
determined by “analogies and disanalogies that we can
construct between the existing arts and the art in question”
(1980, 43). In seeking these analogies and disanalogies, we
may draw from the “comparatively rich context” of critical
and historical discussions, as we did when photography
and the movies were new arts (1980, 152).
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Critical, historical, and theoretical discussions of digital art
typically do root it in precursor art practices and do draw
analogies to traditional art while identifying disanalogies
that represent reactions against tradition. Going a step
further, some theorists hold that this process is itself and
by necessity part of digital art practice. A work of digital
art is nothing but digitally rendered literature, depiction,
flm, performance, or music, and so its signifcance must
lie in how it “remediates” these traditional art media by
rendering them digitally (Bolter and Grusin 2000). Through
remediation, digital art is the art of bricolage.
Running against this grain, A Philosophy of Computer Art
distinguishes digital art from computer art, whose medium
is computer-based interactivity. As Matravers points out,
this means that computer art faces a seriously exacerbated
bricoleur problem. If interactivity is not a medium in
traditional art, then what is the basis for an analogy to
computer art?
Every work of computer art has an interface or display made
up of text, images, or sound; and perhaps these provide
a basis for constructing the comparisons needed to solve
the bricoleur problem? Remediation to the rescue after
all? Not so fast. The argument in A Philosophy of Computer
Art assumes that to appreciate a work of computer art for
what it is, one must appreciate it, at least in part, for its
computer-based interactivity. So we cannot understand
why computer-based interactivity is a suitable vehicle for
appreciation by seeking analogies between the computerbased interactivity of computer art and the computer-based
interactivity of traditional art. There is no computer-based
interactivity in traditional art.
Some readers will have noticed a sneaky reformulation of
the bricoleur problem as concerning what is a suitability
medium for appreciation instead of art. This reformulation
is harmless as long as what makes something art is at
least in part features of its medium that make it apt for
appreciation. Institutional theories of art deny that what
makes something art has anything to do with features of its
medium that make it apt for appreciation, but institutional
theories of art are inconsistent with the bricoleur problem.
They say that any medium is in principle a suitable vehicle
for art.
One way to solve the bricoleur problem relies on
interactive precursors to computer art to furnish suitable
analogies. Happenings, for example, are interactive
though not computer-based (Lopes 2009a, 49-51), and
some writers on digital art trace its roots to Happenings
and Dada performances. Alas, this proposal is ultimately
unsatisfactory. Truly interactive precursors to computer
art are few and far between, and their interactivity is
typically a mere means to other artistic purposes, such as
unscriptedness. For these two reasons, one might wonder
whether interactivity is a medium in these works.
Tavinor suggests another solution to the bricoleur problem,
in discussing why the artistic aspects of video games
involve interactivity. Some games (e.g., checkers) have
no representational elements, some games (e.g., chess)
have interactive and representational elements that are
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completely independent of each other, but in most video
games (e.g., The Sims) representation and interactive
game-play are inseparable. One appreciates The Sims for
how its little dramas are realized through interaction: the
interaction is what it is only given the representational
elements and the representation is what it is only given the
interaction. So, in trying to understand why video games are
suitable vehicles for appreciation, why not draw analogies
between drama-realized-interactively and drama-realizedby-actors-following-a-script? And if video games are the
popular end of computer art, then this proposal solves the
bricoleur problem for computer art.
The proposal can be generalized in a way that makes it
clear that remediation has not snuck in the back door. We
appreciate works for such formal, expressive, and cognitive
properties as having balance, being sad, and bringing out
how none of us are free of gender bias. In diferent arts,
these are realized in diferent ways—by acting, narrative,
depiction, tone-meter-timbre structures, and the like.
Why should a solution to the bricoleur problem send us
in search of analogies at the level of realizers and not at
the level of the formal, expressive, and cognitive properties
that they realize? Perhaps the analogies we need to solve
computer art’s acute case of the bricoleur problem are not
to be found by comparing interactivity to media like acting,
narrative, depiction, and tone-meter-timbre structures,
but rather by comparing the formal, expressive, and
cognitive achievements of interactivity alongside those
of acting, narrative, depiction, and tone-meter-timbre
structures. Simply put, interactivity is a suitable medium for
appreciation if interactive works can realize features worth
appreciating.
This suggestion must fall fat if a solution to the bricoleur
problem must tell us how a medium can be a suitable vehicle
for art when it is not a suitable vehicle for appreciation.
However, as already noted, only institutional theories
try to understand what makes for art without appeal to
appreciation, and the bricoleur problem does not arise for
these theories.
If this thinking is sound, it is possible to solve the bricoleur
problem without appeal to remediation. To the extent that
the problem pushes theorists to emphasize that digital art
is an art of remediation, we now have room to downplay
digital art as a theoretical concept and to counterbalance
it with the concept of computer art. However, all of this is
wheel spinning if computer art is not an art form in the frst
place.
Gaut argues that there is an art form—call it “computerbased art”—which conjoins computer art and digital
art. Gaut’s argument proceeds frst by objecting to the
argument in A Philosophy of Computer Art that digital art is
not an art form and then by proposing a feature, automated
algorithmic processing, which is the medium for all
computer-based art—for computer art and digital art alike.
Here is the argument in the book for the claim that digital
art is not an art form. An art kind is an art form only if we
normally appreciate any work in the kind by comparison
with arbitrarily any other work in the kind. Digital art is an
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art kind but we do not appreciate any given work of digital
art with arbitrarily any other work of digital art. Therefore,
digital art is not an art form.
Gaut doubts whether the major premise of this argument
can individuate art forms. Rembrandt self-portraits and
paleolithic cave paintings are pictures but we do not
normally compare Rembrandt self-portraits with cave
paintings. Fair enough, there is some truth in that. Bear in
mind two points, however.
First, the claim is not that we consciously or actively
compare any given work in an art form with each and every
other work in the art form. Rather, the claim is that the Ks are
the works whose comparison class does not exclude any
K. Appreciating a Rembrandt self-portrait as a Rembrandt
self-portrait does exclude cave paintings, but appreciating
a Rembrandt self-portrait as a picture does not exclude
cave paintings. An appreciation of the self-portrait that
would have gone diferently were cave paintings included
cannot be an appreciation of the self-portrait as a picture—
it must be an appreciation of it as something narrower—a
seventeenth-century painting, perhaps. In the book, the
same idea is expressed by saying that an art form is “a
group of works that share a distinctive feature in common
and that are normally appreciated partly for having that
feature” (Lopes 2009a, 18).
Second, the “normally” requires a word of explanation.
It is possible to appreciate a K as a K* (Lopes 2008).
For example, it is possible to appreciate a building as a
sculpture, though buildings are not sculptures, and it is also
possible to appreciate a building as an antelope, though it
would probably not come of very well (it depends on the
building!). However, what makes architecture an art form
is that buildings are works of art and there is a norm to
appreciate them as buildings. Works made on Tuesdays
are an art kind and it is possible to appreciate a work as a
Tuesday work, but there is no norm to appreciate anything
as a work made on a Tuesday, and that is why Tuesday
works are not an art form.
There is no norm to appreciate digital art works as digital
art because we do not in fact appreciate them as digital
art, though we do appreciate them as digital songs,
photographs, and the like. Have you ever appreciated
a digital song in comparison to arbitrarily any digital
photograph? If you do appreciate 1234 as a work of digital
art, then you would have no more reason to exclude Jef
Wall’s A Sudden Gust of Wind from its comparison class as
you would have to exclude any other digital song.
The examples of David Cope’s EMI and Harold Cohen’s
AARON do double duty in Gaut’s argument. EMI and AARON
output (non-interactive) works that we appreciate as
products of automated algorithmic processing. As a result,
they seem to counter the claim that we never appreciate
any given work of digital art in a comparison class with
arbitrarily any other work of digital art.
Gaut is right to say that we can and do appreciate the
works output by EMI and AARON in comparison with one
another. AARON’s drawings are more original but less
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impressive formally than EMI’s compositions because
of the algorithms and databases that each employs. This
admission is consistent with the argument against the
proposition that digital art is an art form so long as the case
of AARON and EMI is not like that of 1234 and A Sudden
Gust of Wind. The question is whether there is room to allow
for the appreciation of AARON’s drawings alongside EMI’s
songs without having to squeeze A Sudden Gust of Wind
into the same art form as 1234. There is if computer art
has a sister art form, “generative art,” wherein algorithms
are run on electronic computers to output new works of
art (see also Andrews 2009). On this proposal, AARON and
EMI output generative art. But A Sudden Gust of Wind and
1234 are not works of generative art; they belong instead
to digital images and digital music, which are genres of the
traditional arts of depiction and music.
This discussion is not, as it might seem, empty taxonomizing,
for it brings us face to face with the bricoleur problem,
whence it leads us into fundamental questions of value
in the arts and the role of media in realizing that value.
Gaut, Matravers, and Tavinor raise plenty of other issues
besides these that merit study and dialogue. A Philosophy
of Computer Art was never to be the last word on its topic,
but rather the frst.
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FROM THE EDITOR: NEWSLETTER
HIGHLIGHTS
Peter Boltuc
UNIVERSIT Y OF ILLINOIS–SPRINGFIELD
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This note is to be read in addition to the table of contents
(or, even better, the actual contents) of the main part of the
current issue. Here I mention several articles that were preselected but did not make it due to the lack of space. Most
of them were just too long to be re-published. For instance,
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we selected the shorter article by Hintikka (2011) and not
one of his last written papers (Hintikka 2013), and we had
to skip the posthumously published paper by Pollock,
which is over ffty years old. In the case of publications
by Franklin et al., we republished their philosophically
important response to his critics, while not being able to
publish their original article (Franklin et al. 2008), or the
actual commentaries. Also, in the case of Lopes we were
able to publish his 2010 commentary, while not publishing
the 2009 Précis or any of the commentaries. Where we have
published commentaries, we had to balance between the
best and the the shortest. While the additional list does not
do justice to all of our important papers, especially those
that seem to be aging well.
On a lighter note, I end this issue with the editor’s choice
of the most important paper, and most important issue—I
have surprised myself on both counts.
I would like to turn our readers’ attention to the following:

TOP PAPERS FOR GENERAL PHILOSOPHERS

Franklin, Stan, Bernard J. Baars, and Uma Ramamurthy. “A
Phenomenally Conscious Robot?” 8, no. 1 (2008): 2–4 (the
article to which the commentaries, and the 2009 paper
pertain).
Aleksander, Igor. “Essential Phenomenology for Conscious
Machines: A Note on Franklin, Baars, and Ramamurthy:
‘A Phenomenally Conscious Robot’.” 8, no. 2 (2009): 2–4
(commentary on Franklin et al. 2008).
Haikonen Pentti O. A. “Too Much Unity: A Reply to Shanahan,”
11, no. 1 (2011): 19-20.
Haikonen, Pentti O. A. “Slippery Steps Towards Phenomenally
Conscious Robots.” 8, no. 2 (2009): 4.
Haikonen, Pentti O. A. “Conscious Perception Missing. A
Reply to Franklin, Baars, and Ramamurthy,” 9, no. 1 (2009):
15.

TOP PAPERS IN COMPUTER ETHICS

(not anthologized in this issue)

Bynum, Terry. “Toward a Metaphysical Foundation for
Information Ethics,” 8, no. 1 (2008): 12–16.

Hintikka, Jaakko. “Function Logic and the Theory of
Computability,” 13, no. 1 (2013): 10–19.

Sullins, J. P. “Telerobotic Weapons Systems and the Ethical
Conduct of War,” 8, no. 2 (2009): 19–25.

Pollock, John. “Probabilities for AI,” 9, no. 2 (2010): 3–32
(with introduction by Terry Horgan and Iris Oved, pp. 2-3).

Taddeo, Mariarosaria. “Information Warfare: The Ontological
and Regulatory Gap,” 14, no. 1 (2014): 13–19.

Rapaport, William J. “Semantics as Syntax,” 17, no. 1 (2017):
2–11 (a seminal paper by this Barwise winner).

Welsh, Sean. “Formalizing Hard Moral Choices in Artifcial
Intelligence,” 16, no. 1 (2016): 43–47.

Turner, Raymond. “The Meaning of Programming
Languages,” 9, no. 1 (2009): 2–7 (featured article).

Søraker, Johnny Hartz. “Prudential-Empirical Ethics of
Technology (PEET) – An Early Outline,” 2, no. 1 (2012): 18–22.

Barker, John. “Truth and Inconsistent Concepts,” 13, no.
1 (2013): 2–10 (the best shorter presentation of Barker’s
inconsistency theory of truth so far).

TOP PAPERS IN COMPUTER ART

Chrisley, Ron, and Aaron Sloman. “Functionalism,
Revisionism, and Qualia,” 16, no. 1 (2016): 2–12.

Gaut, Berys. “Computer Art,” 9, no. 2 (2010): 32–35
(response to Lopes, among several).

Evans, Richard. “Kant on Constituted Mental Activity,” 16,
no. 2 (2017): 41–53.

TOP PAPERS ON E-LEARNING IN PHILOSOPHY

TOP PAPERS IN THEORETICAL COMPUTER
SCIENCE
Chella, Antonio. “Perception Loop
Consciousness,” 8, no. 1 (2008): 7–9.

and

Machine

Tani, Jun, White, Jef. “From Biological to Synthetic
Neurorobotics Approaches to Understanding the Structure
Essential to Consciousness” (Part 3), 17, no. 1 (2017): 11–22
(Three Parts, Part 3 crucial).
Thaler, Stephen L. “The Creativity Machine Paradigm:
Withstanding the Argument from Consciousness,” 11, no.
2 (2012): 19–30 (the more fundamental presentation of
Thaler’s cognitive architecture than his 2019 novelty article
we were able to publish).
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Lopes, Dominic McIver. “Précis of a Philosophy of Computer
Art,” 8, no. 2 (2009): 11–13.

Barnette, Ron. “Refecting Back Twenty Years,” 10, no. 2
(2011): 20–22 (among several pioneering papers in various
issues).

TOP PHILOSOPHICAL CARTOONS

Half a dozen of Ricard Manzotti’s philosophical cartoons in
various recent issues.

EDITOR’S CHOICE

Let me end with a few subjective refections—I let myself
pick the editor’s choice of the article and of the issue after a
thorough re-reading of the whole newsletter, from 2001 to
2019. I did surprise myself by the choice, in both instances.

EDITOR’S CHOICE: PAPER

Having re-read the articles we have published during those
years, I think that the most relevant paper for philosophy
of AI published in the newsletter may have been a
discussion-piece by Stan Franklin, with Bernard Baars and
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Uma Ramamurthy, “Robots Need Conscious Perception:
A Reply to Aleksander and Haikonen,” 9, no. 1 (2009):
13–15 (reprinted in the current issue). This short piece
seems philosophically even more pointedly relevant than
their original article (“A Phenomenally Conscious Robot,”
8, no. 2 [2008]). The paper is a response to two criticisms
launched from the opposite standpoints: Igor Alexander’s
non-reductive phenomenal experience approach and
Pentti Haikonen’s view that machines cannot really have
phenomenal consciousness.
This also relates to Haikonnen’s more robust critique of the
Global Workspace Theory, arguing that there is no unifed
workspace (or blackboard) where all subsystems in the
brain communicate. Haikonnen makes this argument in his
critique of Shannahan’s position. Haikonnen also argues
that such full inter-communicability may be a serious
faw in advanced AI. Franklin’s main paper provoked a
separate discussion with Gilbert Harman. Recently, Franklin
and his research team shared with us details on recent
developments in LIDA cognitive architecture.

EDITOR’S CHOICE: ISSUE

Another surprise. Although I am really proud of the original
papers by Harman, Rapaport, Moor, Dodig-Crnkovich, and
Miller in the frst issue I (guest) edited (Vol. 6, no. 2, spring
2007), it turns out that the best issue is Vol. 9, no. 1, fall
2009, with two articles that we republished:
Chaitin, Gregory. “Leibniz, Complexity,
Incompleteness,” 9, no. 1 (2009): 7–10.

and

Sloman, Aaron. “Architecture-Based Motivation vs.
Reward-Based Motivation,” 9, no. 1 (2009): 10–13.

MORE INFORMATION ABOUT THIS NEWSLETTER
(AN OUTSIDE CHAT):
More about this newsletter can be found at:
Hill, Robin K. “The Work and Inspiration of the APA Newsletter
on Philosophy and Computers,” BLOG@CACM, November
29, 2016, https://cacm.acm.org/blogs/blog-cacm/210164the-work-and-inspiration-of-the-apa-newsletter-onphilosophy-and-computers/fulltext (this includes some
history of the committee).
My note in the previous issue (fall 2019) also contains a
thorough note about the newsletter’s older history.

TOWARDS THE FUTURE

The committee hopes that this newsletter will be available
free of charge on the APA website indefnitely. Preferably, it
would be good if this (and perhaps the other newsletters)
would be available on the basis of creative commons—I
understand from the APA that the main problem with this
is limited bandwidth. If not, perhaps the newsletter could
be mirrored on other sites for the purposes of research,
teaching, and intellectual pleasure.
Free access forever was the hope of many of our authors,
including John Pollock, who has asked Terry Horgan to
publish his deathbed paper wherever it would be most
reliably stored and freely available to all. The same goes
for Jaakko Hintikka who entrusted two of his last articles to
Dan Kolak (one of the former chairs of this committee) with
a very similar request.

The editor’s choice paper by Franklin, Baars, and
Ramamurthy also belongs to this issue (see above), as
does the response by Haikonnen.

In terms of editorial plans, the journal Philosophies is
interested in hosting a yearly block of articles on Philosophy
and Computers, so this may be one avenue for our proven
and new authors. Feel free to email me at pboltu@sgh.
waw.pl in this matter.

Of at least equal value is the longer, featured article of that
issue by Raymond Turner, “The Meaning of Programming
Languages” (pp. 2–7).

REPORT FROM THE CHAIR

“A Semantics for Virtual Environments and the Ontological
Status of Virtual Objects” (pp. 15–19), by David Leech
Anderson, one of the most active former members of this
committee, could have been the centerpiece of most other
issues.
I should also mention Robert Arp’s paper on “Realism and
Antirealism in Informatics Ontologies” (pp. 19–22).
Last but not least, the issue contains a block of pioneering
articles with feminist perspectives on online education with
papers: “Women Don’t Blog” by H. R. Baber and “Gender
and Online Education” by Margaret A. Crouch (both former
members of this committee).
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On July 1, 2019, I began my one-year term as the fnal
chair of the APA Committee on Philosophy and Computers;
by decision of the APA, the committee is one of the three
‘philosophy and…’ committees to be sunsetted mid-2020.
During its last year the committee decided to take up the
following tasks:
1. To make deep changes to the committee’s charge so as
to refect the committee’s actual function and the approval
of the new charge by the Board of the APA. This was for
two reasons: to make sure that the committee’s role was
well understood, and to lay a clear path for the new afliate
organization.
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The committee approved the change of the charges of the
committee, which has led to the mission statement for the
new association. To our pleasant surprise, with support
from Amy Ferrer, the APA board approved the new charge
in November 2019, despite the fact that the committee was
to function only for about seven months after that.
The new afliate organization (see point 5 below) adopted
as its own the committee’s new mission statement, with
minor changes.
2. To award the Barwise Prize for 2019 and 2020. Also, to
make sure that people familiar with the area of computing
and philosophy would be involved in awarding the future
Barwise Prizes.
The committee awarded the 2019 Barwise Prize to Professor
Margaret Boden (University of Sussex) and the 2020 Barwise
Prize to Professor Aaron Sloman (University of Birmingham).
A note from Aaron Sloman appears below this report.
As a result of discussions with the committee, the APA
agrees that at least one former Barwise Prize winner and at
least one representative of the new afliate organization,
being a follow-up on this committee (provided such exists
and functions well), would be joining the APA’s selection
committee in their role as full members of that committee
insofar as the selection of future Barwise Prize winners.
3. To organize one or two sessions of the Committee on
Philosophy and Computers at all three APA divisional
meetings during the 2019-2020 academic year.
The committee proposed one session at the 2020 Eastern
Division meeting (organized by Daniel Susser) and two
sessions at the 2020 Central Division meeting (organized
by Susan Sterrett and Gary Mar, respectively). There were
also two sessions proposed and accepted by the Pacifc
Division for its 2020 meeting—the Barwise Prize lecture
by Gualtiero Piccinini (the 2019 winner), and a session
organized by Josha Bach and Peter Boltuc devoted to
machine consciousness. Those sessions did not take
place due to cancellation of the Pacifc Division meeting;
we hope that those sessions will be re-scheduled for the
Pacifc Division meeting in 2021.
4. To secure the legacy, and some level of continuity, to the
APA Newsletter on Philosophy and Computers.
As the table of contents of the current issue indicates,
the APA Newsletter on Philosophy and Computers has
published original articles by luminaries of our discipline
(e.g., two original articles by Hintikka). Such papers were
made available to us under presumption that they are,
and would remain, available free of charge to the world
philosophical community. It would be highly unfortunate
if those were to be lost, or made password-protected and
limited to the small group of paying customers.
We have an understanding with the current APA leadership
that those issues would remain accessible on the APA
website indefnitely; however, the current leadership
cannot prejudge decisions of the follow-up boards. Thus,
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we proposed that this, and other, APA Newsletters be
made open access-based on Creative Commons. The APA
executive director, Amy Ferrer, indicated that the issue is
worth taking up with the new board of ofcers later in 2020.
In particular, the new organization (APC, see point 5 below)
would like to mirror those issues on our website (not just
link to them).
In terms of continuity, we have an ofer, addressed to Peter
Boltuc, to host a permanent section devoted to philosophy
and computing within the online journal, Philosophies
(MDPI). This is a good ofer, although some of the articles
would have to incur processing fees. The APC decided to
avoid engaging in recurring costs of publication, which
resulted in putting aside some ofers that required such
payments of the new association.
5. Create a follow-up organization, based on the APA’s
initiative to award it a status of APA afliate organization.
This last task has taken the longest. The new organization
took shape gradually and as of May and early June became
The Association for Philosophy and Computing (APC).
A note from APC Secretary Robin Hill, discussing the main
aims and structure of the APC, follows this report. I just want
to mention that, despite some level of similarity among
the names, APC is not in the same niche as the IACAP
(International Association for Computing and Philosophy).
First, in the latter’s name “Computing” comes frst, while APC
is primarily focused with philosophy. More importantly, we
do not aim at being “international” (although we have two
or three international members in the initiating committee);
we are primarily an APA afliate with a programmatically
limited scope of operations.
A more thorough version of my report should be available,
and posted on the APA website, by September 2020.

NOTE FROM THE 2020 BARWISE
PRIZE WINNER
My Philosophy in AI: A Very Short Set
of Notes Towards my Barwise Prize
Acceptance Talk
Aaron Sloman
UNIVERSIT Y OF BIRMINGHA M

In a sense, everything I’ve done since about 1959 has
been part of, or a continuation of, my attempt to defend
Kant’s philosophy of mathematics in my 1962 thesis (after
converting from maths to philosophy because I disagreed
with what I heard philosophers saying about mathematics—
while thinking Kant had got it right, but with a lot of gaps
in the details). I don’t know how I frst encountered Kant
while still a maths student. I suspect it was a result of
a philosophy graduate student lending me a copy of
Russell’s History of Western Philosophy because he thought
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I needed help clarifying my arguments with philosophers
and theologians!
Russell summarized and then criticized Kant, but I felt Kant
was basically correct, so after reading more of his work I
switched to philosophy to defend his view of mathematical
discovery, fnishing my DPhil in 1962; I am still trying to
develop some of the key ideas!

ANNOUNCEMENT
The Association for Philosophy and
Computing
Robin Hill
UNIVERSIT Y OF W YOMING

I started learning about AI and programming only around
1969 (from Max Clowes) and then resolved to demonstrate
how Kant was right by showing how to program a baby
robot that could “grow up” to be a mathematician making
discoveries like Archimedes, Zeno, and others. The
Computer Revolution in Philosophy (1978) was an attempt
to do some of the groundwork for that project, but not using
logic-based AI as McCarthy and Hayes had proposed in
1969. The project keeps growing as I learn more, especially
as a result of talking to biologist Jackie Chappell since
about 2004, which led to the Meta-Confgured genome
idea, still developing...
I know that my ability to write is going downhill as
a result of age (83): I have to spend too much time
looking things up that I previously had at my fngertips.
Half asleep now. I’ll get back to you later—and once again,
many thanks!
Aaron
P.S. About receiving the Barwise Prize: I am particularly
amazed because I have had the impression that professional
philosophers, with very few exceptions, seem to regard my
work as insignifcant. So I am delighted to hear that enough
of the committee members thought otherwise.
P.P.S. I recently stumbled across the work of another Barwise
Prize recipient, William Rapaport, and felt that because we
both make so much of our work freely available online, it
could be usefully advertised as a combined resource for
philosophy students and others. So with his permission and
help, I produced an announcement (http://www.cs.bham.
ac.uk/research/projects/cogaf/misc/two-books.html) that
mentions our two books and websites, then branches out
into separate descriptions:
Rapaport:
http://www.cs.bham.ac.uk/research/projects/cogaf/misc/
two-books-rap.html
Sloman:
http://www.cs.bham.ac.uk/research/projects/cogaf/misc/
two-books-slo.html
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The Association for Philosophy and Computing (APC) was
formed on May 24, 2020. The new association works to
provide forums for the critical and creative examination
of information, computation, computers, and other
computationally enabled technologies (such as robots),
and endeavors not only to enrich philosophical research
and pedagogy, but to reach beyond philosophy to enrich
other discourses, both academic and non-academic. This
mission statement refects the APC’s roots in the longstanding APA Committee on Philosophy and Computers.
The Association for Philosophy and Computing will be an
afliate of the American Philosophical Association.
The Association for Philosophy and Computing also
publishes related blocks of articles. Together with the APA,
it looks after the legacy of the Newsletter on Philosophy
and Computers (2001–2020) of the APA Committee
on Philosophy and Computers. In addition, the APC is
represented in the APA group that awards the Barwise
Prize, which is given on a yearly basis for signifcant and
sustained contributions to areas relevant to philosophy
and computing.
Initiating members include Peter Boltuc (University
of Illinois at Springfeld), the long-time editor of the
APA Newsletter on Philosophy and Computers, and
other community researchers including Jack Copeland
(University of Canterbury, NZ), Robin Hill (University of
Wyoming), Riccardo Manzotti (IULM University, Milan),
Gary Mar (Stony Brook University), Robin Smith (Texas A&M
University), Susan G. Sterrett (Wichita State University),
Daniel Susser (Penn State University), and Kristen Zbikowski
(Hibbing Community College). APC coordinators are Boltuc,
Copeland, Sterrett and Susser; APC secretaries are Hill
and Sterrett, with subcommittees handling publication,
conferences, Barwise Prize advising, and other duties
and activities. The group welcomes participation across
related disciplines and perspectives. See the website at
http://www.philosophyandcomputing.org/, and email the
association at philosophyandcomputing@gmail.com.
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