TRUTH IN MUSCULOSKELETAL MEDICINE. II: TRUTH IN DIAGNOSIS
Nikolai Bogduk, Newcastle Bone and Joint Institute, University of Newcastle, Newcastle, NSW, Australia.
Imagine that you are in the market for a second-hand car. The salesman extols the virtues of a particular
car; he claims that it is exactly what you need. Do you believe him? Surely not. Rather than simply take his
word, surely you would at least require some sort of independent evaluation, such as an inspection report
from an automobile association, as to how dependable and roadworthy the vehicle is. The same applies to
diagnostic tests in musculoskeletal medicine.
The two cardinal credentials of a diagnostic test are reliability and validity. Reliability measures the extent
to which two observers agree when using the same test on the same population. Validity measures the
extent to which the test actually does what it is supposed to do. A test is of no value if the results of the test
are different and arbitrary when the test is used by different individuals, for who is to say that your use of
the test is any better or any worse than someone else’s use of that test. A test is of no value if, in fact, it
does not show what it is purported to show.
As a consumer, before adopting a new diagnostic test you should ask for data on its reliability and validity.
If that data is not forthcoming, the risk arises that you are being sold a lemon, just as you might be if you
simply believed the used car salesman.
TRUTH
All truth comes in a 2 x 2 contingency table. Whenever two phenomena are compared, each has either of
two outcomes - yes and no, positive and negative, or present and absent. The comparison requires matching
the two outcomes of each phenomenon, which generates the 2 x 2 table (Figure 1).
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Figure 1. The structure of a 2 x 2 contingency table. When
matched, the binary results of two phenomena generate four cells
- a,b,c and d.
The components of the table are four cells: a,b,c and d, which respectively represent those instances where
both phenomena are positive, where phenomenon one is negative but phenomenon two is positive, where
phenomenon two is negative but phenomenon one is positive, and where both phenomena are negative.
Depending on the issue in question, the phenomena might be the clinical judgement of two independent
observers, or one might be the result of a laboratory investigation while the other is the result of clinical
examination.
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RELIABILITY
Let there be a clinical test which is purported to find a particular index condition (i.e. a condition which you
are interested in finding). In order to test the reliability of that clinical test, two observers would be invited
to use the test to examine the same sample of patients. Each observer would independently decide for each
patient whether the index condition was present or not, according to the test. Upon completion of the
examinations, the results of the two observers can be compared using a contingency table (Figure 2).
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positive
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Figure 2. The structure of a 2 x 2 contingency table comparing
the results of two observer applying the same clinical test to the
same sample of patients.
The total number of patients in the sample is N, which is the sum of a,b,c, and d. The value, a, is the
number of patients in whom both observers agreed that the test was positive or that the index condition was
present. The value, b, is the number of cases in which observer one found the test to be negative but
observer two found it to be positive. The value, c, is the number patients in whom observer one found the
test to be positive but observer two found the test to be negative. The value, d, is the number of patients in
whom both observers found the test to be negative.
At first sight, it appears that the two observers disagreed in b+c cases, but agreed in a+d cases; in a cases
they agreed the index condition was present, and in d cases they agreed that the condition was absent. A
crude but illegitimate estimate of agreement is (a+d)/N. The implication would be that if (a+d)/N was a
high percentage, the test used to find the index condition must be good because the two observers agreed so
often.
This apparent agreement, however, is not legitimate because it does not account for chance. What if one of
the observers was simply guessing, or using the test poorly and obtaining essentially random results? A
correction is required for chance agreement.
The principle at hand is that the true strength of a test lies not in its apparent agreement but in its agreement
beyond chance 1. Anyone might score well simply by chance, but only a good test would secure agreement
beyond chance alone. This concept is illustrated in figure 3.
A test should not be accorded credit for finding those cases that it would have found simply by chance
alone. The true measure of the reliability of a test lies in its ability to find cases beyond chance alone. Thus,
if upon applying a test two observers agree in 40% of cases simply by chance, they should get no credit for
that achievement. Their challenge lies in finding agreement in the remaining 60% of the range of total
possible agreement. Their acumen lies in the proportion of cases in this range in which they agree.
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If their observed agreement overall is 70%, their score is discounted by 40% for their chance agreement,
leaving a score of 30% above chance. The available range beyond chance is 60%, but they scored only 30%
in this range. Thus, their true acumen is 30% / 60%, which amounts to 50%, not the original apparent 70%.

complete agreement in all cases

observed agreement

agreement due to chance alone

disagreement

agreement beyond chance

available agreement beyond chance alone

<========= x ========>
<================ y ===============>

Figure 3. A dissection of agreement. For an ideal test, complete agreement would occur in all cases. In
reality, there will be an observed agreement in a proportion of cases, and disagreement in the remainder.
The observed agreement, however, has two components - the agreement due to chance alone, and the
agreement beyond chance. Of the total possible agreement, however, there is a range beyond chance alone
in which agreement could have been achieved. The strength of the test lies not in its observed agreement
but the extent to which the test finds cases in the range of available agreement beyond chance alone, i.e.
x/y.
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What is required, therefore, in order to determine the reliability of a test is a calculation of the true
agreement discounted for chance. This calculation is derived from an contingency table (Figure 4).
OBSERVER TWO

positive
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a+b
c+d

a+c

b+d

a+b+c+d=N

Figure 4. An expanded contingency table. The figures (a,b,c and d) inside the square
represent the observed results. The figures outside the square represent the sums of the
respective columns and rows, and the total number of subjects is N.
Such a table shows figures inside the square and figures outside the square. The figures inside the square
(a,b,c and d) represent the observed number of cases in which the two observers agreed or disagreed (c.f.
Figure 2). The figures outside the square represent the sums of the respective columns and rows. Thus,
observer two, recorded positive results in a + b cases, and negative results in c + d cases. Meanwhile,
observer one recorded positive results in a + c cases and negative results in b + d cases, overall. N is the
total number of cases.
Note how, on the average observer two recorded positive results in (a + b) out of N cases. Therefore, when
he is asked to review the (a + c) cases that observer one recorded as positive, one would expect that, on the
average, he would record (a + b)/N of these cases as positive. Therefore, the number of cases (a*) in which
the observers would agree by chance as being positive is
a*

=

[(a + b)] x (a + c)
N

Similarly, on the average, observer two recorded negative results in (c + d) out of N cases. Therefore, when
he is asked to review the (b + d) cases that observer one recorded as negative, one would expect that, on the
average, he would record (c + d)/N of these cases as negative. Therefore, the number of cases (d*) in which
the observers would agree by chance as being negative is
d*

=

[(c + d)] x (b + d)
N

The total number of cases in which the observers would be expected to agree by chance is (a* + d*), and
the agreement rate (expressed a decimal fraction, rather a percentage) will be (a* + d*)/N.
The available range of agreement beyond chance will be {1 - [(a* + d*)/N]}.
The observed number of cases of agreement, however, are a and b, and the rate of observed agreement is
(a + b)/N.
The difference between observed agreement and chance agreement is {[(a + b)/N] - [(a* + d*)/N]}.
Whereupon, the true reliability of the test, being the proportion of cases in the range available beyond
chance agreed upon by the observers, will be:
reliability = {[(a + b)/N] - ](a* + d*)/N]} / {1 - [(a* + d*)/N]}
The Kappa Statistic
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This calculation introduces the kappa statistic of Cohen 2. Mathematically, this is expressed as
κ

=

(Po - Pe ) / (1 - Pe )

Po
Pe
1 - Pe

= the observed proportion of agreement,
= the expected proportion of agreement, and
= the available range of agreement beyond chance.

where

In terms of the preceding calculations (Figure 4),
Po

= (a + d)/N

Pe

= (a* + d*)/N

The advantage of κ is that, in one figure, it expresses the numerical value of the reliability of the agreement.
This value typically ranges between 0.0 and 1.0, although if there is abject disagreement the value will be
negative, but still in the range 0.0 to -1.0. To the various ranges of κ can be ascribed a series of adjectives
that translate the numerical value into a qualitative judgement (figure 5).

DESCRIPTOR

KAPPA VALUE

very good
good
moderate
slight
poor

0.8 - 1.0
0.6 - 0.8
0.4 - 0.6
0.2 - 0.4
0.0 - 0.2

Figure 5. Verbal translations of kappa scores.
The choice of adjectives is arbitrary but provided that they indicate a relative scale. Some investigators
might prefer to describe a score between 0.8 and 1.0 as “excellent”; others might prefer to describe a score
between 0.0 and 0.2 as “terrible”. Nevertheless, the kappa value serves its purpose in summarising
agreement into one figure that can be used to evaluate the reliability of a test.
In medicine at large, good clinical tests operate with a kappa score in the range 0.6 to 0.8. Bear this in mind
when later we come to examine the reliability of some of the clinical tests used in musculoskeletal
medicine.
Kappa is not a perfect test. It suffers a variety of problems when the prevalence of the index condition in
the sample studied is too high or too low. For such circumstances certain adjustments are applied 3.
However, these considerations involve an advanced study of agreement. For readers at present, the
imperative is to become familiar with the existence of kappa, how it can be used, and the qualitative
implications of its values. There is no need to memorise an formula by which to calculate kappa; that can
always be done by reference to the algorithm outlined above. However, what consumers in musculoskeletal
medicine should do is ask for the kappa score as an index of the reliability of a test before they learn or
adopt that test, lest they squander their time and effort, let alone fees for a course of instruction, learning
something that fundamentally does not work.
VALIDITY
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Validity is totally separate from reliability. Whereas reliability measured agreement between two observers
using the same test, validity measures how well that test performs against a senior standard, referred to as
the criterion standard, or in former language as the gold standard.
What the criterion standard might be depends on the test in question and the available opportunities. For a
clinical test, the criterion standard could be a radiographic finding, a post-mortem finding, or perhaps a
surgical observation. What makes the criterion standard more senior is that, by consensus, the criterion
standard is less susceptible to errors; as far as possible the criterion standard relies on direct observation as
opposed to the clinical test in question which may rely on palpation or making an inference from a history.
Sometimes, a clear-cut criterion standard might not be available or possible. Under those circumstances, the
criterion standard might be a consensus view, say - agreement by a panel of experts using some other test,
that an index condition is either present or absent. The results of the test in question are then compared to
the results of the consensus panel.
In either case, the validity of the test is revealed in a 2 x 2 contingency table (Figure 6). In order to generate
such a table, the same sample of patients is assessed with the test in question and with the criterion
standard. Four cells are generated in which a is the number cases in which the test and the criterion
standard are both positive; b is the number of cases in which the test was positive but the criterion standard
was negative; c is the number of cases in which the test was negative but the criterion standard was
positive; and d is the number of cases in which the test and the criterion standard were both negative.

RESULT OF TEST

positive
negative

CRITERION STANDARD
positive

negative

a
c

b
d

Figure 2. The structure of a 2 x 2 contingency table comparing
the result of a test to the results of a criterion standard.
Clearly, the a cases and the d cases are correct, but the b and c cases are mistakes. In the b cases the test
was positive but should not have been positive. Such cases are false-positive. In the c cases the test was
negative but should have been positive. These cases are false-negative. A good test is one which carries
few, if any, false-positive and false-negative results.
Sensitivity and Specificity
From the contingency table, two properties of the test can be derived. They stem from the columns of the
table, and should be read downwards and upwards respectively.
The first is the sensitivity of the test. Numerically it is defined as a / (a + c). It measures the proportion of
the cases that have the index condition (a + c) that the test correctly detects.
The second property is the specificity of the test. Numerically it is defined as d / (b + d). It measures the
proportion of the cases that do not have the condition (b + d) that the test correctly detects.
Both statistics are required in order to appreciate the validity of the test. All too often, investigators in the
past have proclaimed only the sensitivity of the test, celebrating how good the test is at detecting an index
condition. But sensitivity alone is useless. A test must have discriminating power; to be of value it must
detect negative cases as well as positive ones. If one claimed that all abdominal tenderness was a sign of
appendicitis, one would have good sensitivity; one would always detect every case of appendicitis. But
countless patients who had cholecystitis, salpingitis or ileitis, would be misdiagnosed, because that test
does not discriminate these latter conditions. It is specificity that measures that property of the test.
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In order to secure mastery of the arithmetic involved, the reader is invited to complete the exercises in
Appendix A, before proceeding to the next section.
Positive Predictive Value
Although sensitivity and specificity define the properties of the test, these statistics are of no value in a
single case. What a physician wants to know, when a test is positive in a given a patient, is what the
chances are that the test result is truly positive as opposed to false-positive. In other words, how dependable
is this positive result? This question is answered across the rows of the contingency table.

RESULTS OF TEST

positive
negative

CRITERION STANDARD
positive

negative

a
c

b
d

a+b
c+d

a+c

b+d

a+b+c+d=N

Figure 4. An expanded contingency table for validity. The figures (a,b,c and d) inside
the square represent the observed results. The figures outside the square represent the
sums of the respective columns and rows. Positive predictive value = a/(a + b).
Negative predictive value = d/(c + d).
On the average, the test is positive (a + b) times in N patients. In these cases, however, it is truly positive in
only a cases. Thus, on the average, the test is truly positive a times out of every (a + b) times that it appears
to be positive. The ratio, a / (a + b), measures what is known as the positive predictive value of the test. It
describes the chances of a positive result being true-positive.
For example, if the positive predictive value of a test is 80%, out of every 200 positive results, 160 will be
true-positive and 40 will be false-positive. In a given patient who has a positive result, the chances of that
result being true-positive are 80%.
An opposite statistic is also calculable. The ratio, d / (c + d), measures the negative predictive value, which
describes the chances of an apparently negative result being true-negative.
The positive predictive value appears to answer the physician’s question. It seems to answer - in a patient
with a positive result, what are the chances of that result being true-positive. However, this is illusory,
because the positive predictive value is dependent on the prevalence off the index condition.
In order to appreciate this, undertake the exercises outlined in Appendix B. Those exercises ask you to
calculate the positive predictive value of a test with a known sensitivity and a known specificity, but in
populations in which the prevalence of the index condition varies. In order to assist your calculations the
process for the first data set is as follows.
Assume that the sample size is some large number, e.g. N = 1000. If the prevalence of the condition is 10%,
this means that the total of column one (a + c) will be 10% of 1000, i.e. 100, for by definition (a + c)
measures all the cases that have the index condition. This means that the total of column two will be 1000 100 = 900. By definition, the sensitivity of the test is a / (a + c). If the sensitivity of the test is 0.8, in this
example, a will equal 0.8 x 100 = 80, which means c = 20. By definition, the specificity of the test is d /
(b + d). If the sensitivity of the test is 0.7, in this example d will equal 0.7 x 900 = 630, leaving b = 900 630, which equals 270. Thereby the components of the contingency table are completed. Having completed
the table, the positive predictive value, for this prevalence, can be calculated as
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a / (a + b)
80 / (80 + 270)
80 / 350
0.22
22%

You should now complete the remaining exercises. The sample size, sensitivity and specificity remain the
same, but the prevalence is different in each case.
Note that as prevalence increases so does the positive predictive value; but the test is the same. Without
changing the test, the positive predictive value improves. When the prevalence is 10% the positive
predictive value is 22%. When the prevalence increases to 40% the positive predictive value increases to
64%. With a prevalence of 80% the positive predictive value is 91%.
A score of 91% is impressive; it offers the examiner a 91% chance that a positive test result is true positive,
but this virtue does not stem from the test; it stems from the prevalence of the condition. When the same
test is used when the prevalence is only 10%, the positive predictive value is only 22%.
This illustrates an important principle: positive predictive value is critically dependent on prevalence; it is
not an intrinsic, constant property of the test. Furthermore, it illustrates a common illusion: for many tests
their apparent validity lies not in the power of the test but in the prevalence of the index condition.
The reason for this frailty lies in the false-positive rate. In terms of the contingency table (Figure 4), the
false-positive rate is the ratio, b / (b + d), which happens also to be equal to [ 1 - Specificity ]. It describes
how often patients without the index condition are positive for the test in question. Because these patients
do not have the index condition but are nevertheless positive for the test, their test result is false-positive.
For a condition with a low prevalence, the number of normal patients in a sample will be relatively large,
i.e. (b + d) >> (a + c). Consequently, even if the false-positive rate is relatively low, there will be an
inordinately large number of false-positive results, i.e. b >> a. This imbalance reduces the positive
predictive value. In essence, the false-positive rate compromises predictive value.
Conversely, when the prevalence is high, the relative number of normal patients is low, and the falsepositive responses are few; which renders the positive predictive value better.
Because of these idiosyncrasies, different impressions about a given test will arise in different
circumstances. A physician who sees patients who commonly have an index condition will have the
impression that the test is good because it is so often true-positive. However, the same test, applied in
another practice where few patients have the index condition, will appear to be useless because it is so often
wrong. The fault lies not with the test but with the different prevalence. The first physician is under an
illusion: it is not the test that is the basis for his acumen but the prevalence of the condition; the patients
provide the diagnosis not the test.
The positive predictive value is not a convenient index of the utility of a test. Some other measure is
required.
Likelihood Ratio
The likelihood ratio is a statistic that measures the predictive power of a test but independently of the
prevalence 1. Thus, it can be used in any epidemiological circumstances. However, a change in perspective
is required in order to appreciate the likelihood ratio.
Physicians are accustomed to thinking in percentages. Prevalence is viewed as a percentage - e.g. 25% of
the population have the condition. Diagnostic certainty is viewed as a percentage - e.g. the chances that a
test result is true-positive are 82%.
Because of the peculiarities of the mathematics involved (Appendix C), the likelihood ratio does not
operate on percentages. It nonetheless operates on prevalence and diagnostic certainty, but in different
forms. The form is odds.
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Odds are the ratio of chances in favour of a condition versus the chances against that condition being
present. They are related in a simple manner to percentages.
If a condition has a prevalence of 40%, the chances of it being present are 40/100. Meanwhile the chances
of it being absent are 60/100, i.e. (100 - 40) / 100. In decimal terms, if the prevalence is 0.4, the chances in
favour of the condition are 0.4 / 1.0; the chances against are (1.0 - 0.4) / 1.0 = 0.6. In this example, the odds
in favour of the condition being present are 40 : 60, or 0.4 : 0.6, which both amount to 4 : 6 = 2 : 3.
The general rule, using decimal terms, is that if
prevalence
odds

=
=

z
z : 1-z

An identical operation pertains to diagnostic certainty. If the chances of a test being correct are 80%, the
chances of it being wrong are 20%. Consequently, the odds in favour of the test being correct are 80 : 20, or
4 : 1.
Odds can be converted back to decimals and percentages if required. If the odds are p : q, the chances in
favour of the condition are p / (p + q), and the chances against are q / (p + q). The percentage chance in
favour becomes p / (p + q) x 100%. Thus, for example, if the odds for diagnostic certainty are 5 : 2, the
chances in favour are 5 / (5 + 2) = 5 / 7 = 0.71 = 71%. If the odds are 4 : 1, the chances in favour are
4 / (4 + 1) = 4 / 5 = 0.8 = 80%.
With this adaptation in mind, the rule that emerges (Appendix C) is:
[Prevalence Odds] x [Likelihood Ratio] = [Diagnostic Confidence Odds]
The diagnostic confidence odds, are the odds of positive predictive value. Thus, if the positive predictive
value is 70%, the diagnostic confidence is also 70%. In this case the odds of positive predictive value and
the diagnostic confidence odds are 7 : 3. This means that the odds are 7 to 3 that the test result is truepositive.
Clinical epidemiologists prefer two different terms. they replace “prevalence odds” with “pre-test odds”,
and “diagnostic confidence odds” with “post-test odds”, i.e.
[Pre-test Odds] x [Likelihood Ratio] = [Post-test Odds]
Pre-test odds means the odds in favour of the index condition being present before the test is performed.
Obviously this is a function of the prevalence of the condition, (as the patient walks in through the door).
Post-test odds means the odds in favour of the condition being present after the test has been applied and
found positive. It establishes your diagnostic confidence.
A critical feature to recognise at this stage is that if the likelihood ratio is 1.0, the test makes no difference
to the diagnostic process. The post-test odds are the same as the pre-test odds. Nothing has changed. For a
diagnostic test to make a useful difference it has to have a likelihood ratio substantially greater than 1.0, for
otherwise what the physician is using to make the diagnosis is nothing more than the frequency of the
condition in his practice. More striking is the effect of a test with a likelihood ratio less than 1.0. In that
event the physician is worse off for having applied the test; his diagnostic confidence is less than if he had
simply guessed the diagnosis on the basis of the prevalence of the index condition.
Consider these examples.
A condition has a prevalence in your practice of 60%. To find that condition you use a test with a likelihood
ratio of 40. What is your diagnostic confidence?
As the patient walks through the door, the chances of them having the condition are 60%. The
odds in favour of them having the condition are 6 : 4. Accordingly
[Pre-test Odds] x [Likelihood Ratio] = [Post-test Odds]
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40

= [Post-test Odds]

[Post-test Odds] =

60

[Diagnostic Confidence Odds]

=

60 : 1

[Diagnostic Confidence]

=
=
=

60 / (60 + 1)
60 / 61
98%

As a result of the test you have improved your confidence from 60% to 98%. This is a good test.
A condition has a prevalence in your practice of 30%. Again you use a test with a likelihood ratio of 40.
What is your diagnostic confidence?
As the patient walks through the door, the chances of them having the condition are 30%. The
odds in favour of them having the condition are 3 : 7. Accordingly
[Pre-test Odds] x [Likelihood Ratio] = [Post-test Odds]
3 /7

x

40

= [Post-test Odds]

[Post-test Odds] =

17

[Diagnostic Confidence Odds]

=

17 : 1

[Diagnostic Confidence]

=
=
=

17 / (17 + 1)
17 / 18
94%

As a result of the test you have improved your confidence from 30% to 94%. This is a good test.
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A condition has a prevalence in your practice of 60%. This time you use a test with a likelihood ratio of 2.
What is your diagnostic confidence?
As the patient walks through the door, the chances of them having the condition are 60%. The
odds in favour of them having the condition are 6 : 4. Accordingly
[Pre-test Odds] x [Likelihood Ratio] = [Post-test Odds]
6 /4

x

2

= [Post-test Odds]

[Post-test Odds] =

6:2

[Diagnostic Confidence Odds]

=

6:2

[Diagnostic Confidence]

=
=
=

6 / (6 + 2)
6/8
75%

As a result of the test you have improved your confidence from 60% to only 75%. This is a
mediocre gain. The test is not as powerful the previous test.
A condition has a prevalence in your practice of 30%. You use a test with a likelihood ratio of 2. What is
your diagnostic confidence?
As the patient walks through the door, the chances of them having the condition are 30%. The
odds in favour of them having the condition are 3 : 7. Accordingly
[Pre-test Odds] x [Likelihood Ratio] = [Post-test Odds]
3 /7

x

2

= [Post-test Odds]

[Post-test Odds] =

6:7

[Diagnostic Confidence Odds]

=

6:7

[Diagnostic Confidence]

=
=
=

6 / (6 + 7)
6 / 13
46%

As a result of the test you have improved your confidence from 30% to only 46%. This is a useless
gain. You are still less than 50% certain about your diagnosis. The test is of no value in this
circumstance.
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A condition has a prevalence in your practice of 60%. This time you use a test with a likelihood ratio of 1.2.
What is your diagnostic confidence?
As the patient walks through the door, the chances of them having the condition are 60%. The
odds in favour of them having the condition are 6 : 4. Accordingly
[Pre-test Odds] x [Likelihood Ratio] = [Post-test Odds]
6 /4

x

1.2

= [Post-test Odds]

[Post-test Odds] =

7.2 : 4

[Diagnostic Confidence Odds]

=

7.2 : 4

[Diagnostic Confidence]

=
=
=

7.2 / (7.2 + 4)
7.2 / 11.2
64%

As a result of the test you have improved your confidence from 60% to only 64%. This is a trivial
gain. The test has not improved your diagnostic certainty beyond the prevalence of the index
condition.
A condition has a prevalence in your practice of 60%. This time you use a test with a likelihood ratio of 0.8.
What is your diagnostic confidence?
As the patient walks through the door, the chances of them having the condition are 60%. The
odds in favour of them having the condition are 6 : 4. Accordingly
[Pre-test Odds] x [Likelihood Ratio] = [Post-test Odds]
6 /4

x

0.8

= [Post-test Odds]

[Post-test Odds] =

1.2

[Diagnostic Confidence Odds]

=

1.2 : 1

[Diagnostic Confidence]

=
=
=

1.2 / (1.2 + 1)
1.2 / 2.2
55%

As a result of the test you have decreased your confidence from 60% to 55%. This test is not only
useless it is damaging. This occurs when the test has too high a false-positive rate. You will
diagnose as positive patients who do not have the index condition.
The messages from these examples are that
in order to be useful, diagnostic tests must have high likelihood ratios;
tests are next to useless if their likelihood ratios are close to 1.0;
tests with likelihood ratios less than 1.0 give false results.
The remaining exercise is to define and calculate the likelihood ratio.
The likelihood ratio is defined mathematically as (Appendix C):
Likelihood Ratio = [Sensitivity] / [ 1 - Specificity ]
Intuitively this ratio may not relate to any recognisable, material property of a test, but in order to explain, it
can be recast as
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Likelihood Ratio = [Sensitivity] / [ False-positive Rate]
Likelihood Ratio = [True-positive Rate] / [ False-positive Rate]
Thus, the likelihood ratio represents the power of a test to find an index condition but discounted by the
false-positive rate of the test. It is this discount that protects the test from being over-rated in its ability to
detect an index condition.
All that is required to calculate the likelihood ratio of a test is a knowledge of its sensitivity and its
specificity. Since sensitivity and specificity are immutable, intrinsic properties of the test, so too is the
likelihood ratio. It is constant regardless of the prevalence of the index condition. For this reason, it is the
cardinal measure of the power of a diagnostic test.
Practitioners of musculoskeletal medicine should master the concept of likelihood ratio, how to calculate it,
and how to use it in operations on the pre-test odds in order to determine diagnostic confidence. This ability
will protect them from adopting and using tests of no value. In learning any new test, and in reviewing
traditional diagnostic tests, practitioners should call for the likelihood ratio, or at least for the sensitivity and
specificity of the test so that they can calculate its likelihood ratio for themselves.
CLINICAL EXAMPLES
The following are a selection of examples drawn from musculoskeletal medicine that illustrate the concepts
and operations described in this article. The list is not exhaustive, but is intended to prompt the reader into
undertaking an evaluation for themselves of the tests that they use in practice, and thereby check if they
using valid tests or are operating under an illusion generated by the epidemiology of their practice.
With respect to reliability, consider the data in Table 1. These data indicate that when subjected to formal
scrutiny, commonly used tests in musculoskeletal medicine have very low kappa scores, scores that invite
the descriptors - slight or poor; the scores are certainly not good. These are tests upon which diagnoses are
based, yet when the tests are themselves tested they prove to have poor reliability; two observers simply
cannot agree on whether or not the test is positive or negative. What then is the validity of the diagnosis
when the reliability of the test is so poor?
TEST

KAPPA SCORE

REFERENCE

medial collateral ligament
tender back
Waddell signs
trigger points

0.16 to 0.40
0.11 to 0.38
< 0.3
< 0.4

McClure et al
5
McCombe et al
5
McCombe et al
6
Njoo and van der Does
7
Nice et al

4

Table 1. A selection of kappa scores for tests commonly used in musculoskeletal medicine.
Readers should now seek for themselves what the kappa scores are for the tests that they are accustomed to
using, and determine for themselves if those tests are at all reliable. If there is no literature on these tests,
perhaps there is call for research into this matter.
With respect to validity, consider the data in Table 2. None of the commonly used, clinical tests for fracture
of scaphoid have a likelihood ratio greater than 2.0; most are barely above 1.0; and some are less than 1.0.
These figures render scaphoid fracture hardly diagnosable by clinical examination. What makes a sore wrist
likely to be a scaphoid fracture is not the clinical examination but the pre-test likelihood that it is a scaphoid
fracture.
CLINICAL FEATURES

SENS

SPEC

LIKELIHOOD RATIO
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Swelling in snuff-box
Discoloration in snuff-box
Pain in snuff-box
Tenderness in snuff-box
Clamp sign
Pronation with ulnar deviation
Pronation with radial deviation
Resisted pronation
Resisted supination

14

0.61
0.22
0.78
0.87
0.26
0.83
0.70
0.65
0.83

0.52
0.76
0.52
0.38
0.79
0.17
0.31
0.24
0.38

1.27
0.92
1.63
1.40
1.23
1.00
1.01
0.86
1.34

Table 2. The validity of clinical signs for scaphoid fracture, based on Waizenegger et al 8.
For the commonly used clinical tests of lumbar disc herniation (Table 3), all have likelihood ratios barely
greater than 1.0. Thus, the diagnosis of lumbar disc herniation cannot be made with confidence on clinical
grounds. If readers are accustomed to diagnosing disc herniation accurately by clinical examination it is not
because of their clinical acumen and the tests that they use; it is because the condition is so common in
patients presenting with radicular signs. The prevalence makes the diagnosis not the test.
CLINICAL SIGN

Sens

Spec

Likelihood
Ratio

straight-leg raise

0.97
0.96
0.78
0.96
0.51
0.61
0.47
0.51
0.51
0.51
0.18
0.21
0.19
0.81

0.11
0.10
0.47
0.15
0.54
0.50
0.53
0.62
0.80
0.62
0.85
0.85
0.85
0.31

1.09
1.07
1.47
1.13
1.10
1.22
1.00
1.34
2.55
1.34
1.18
1.40
1.27
1.17

0.60
0.28
0.38

0.57
0.65
0.50

1.40
0.80
0.76

weak dorsiflexion of
ankle or hallux
weakness
depressed ankle jerk
weak dorsiflexion and
depressed ankle jerk
weak dorsiflexion or
depressed ankle jerk
sensory deficit
muscle atrophy

Table 3. The validity of selected tests and combinations of tests for lumbar
disc herniation, based on Kosteljanetz et al 9, Knuttson 10 and Spangfort 11.
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A final example combines reliability and validity, and good news with bad news. In a recent study 12 a
chiropractor and a physiatrist each examined the same sample of 80 patients with suspected sacroiliac joint
pain. They used a selection of preferred clinical tests, and compared their observations in order to
determine inter-observer reliability. Their kappa scores for most tests were extraordinarily good for tests in
physical medicine (Table 4).
SIGN

KAPPA

pain over SI joint
groin pain
buttock pain
pointing to PSIS
thigh thrust
Patrick test
Gaenslen test
sulcus tenderness
sacral thrust
spring test
sitting posture
Gillet test

0.7
0.7
0.7
0.6
0.6
0.6
0.6
0.4
0.3
0.2
0.2
0.2

Table 4 The reliability of selected tests for sacro-iliac joint
dysfunction, based on Dreyfuss et al 12.
When their clinical diagnoses, however, were compared to diagnostic blocks of the putatively painful joint,
the validity of the tests proved to be nil. The likelihood ratios of the various tests were either little greater
than 1.0, or less than 1.0 (Table 5).

SIGN
pain over SI joint
groin pain
buttock pain
pointing to PSIS
thigh thrust
Patrick test
Gaenslen test
sulcus tenderness
sacral thrust
spring test
sitting posture
Gillet test

LIKELIHOOD RATIO
0.9
0.5
0.9
1.4
0.7
0.8
1.0
1.0
0.8
1.2
0.3
1.3

Table 5. The validity of selected tests for sacro-iliac joint
dysfunction, based on Dreyfuss et al 12.
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CONCLUSION
The cardinal message of this article is that:

all truth comes in a 2 x 2 table.

In order to be useful, any clinical test must be both reliable and valid. The reliability and validity of any test
can be determined by created a 2 x 2 contingency table. For reliability, the columns and rows are the
findings of two independent observers using the same test on the same sample of patients. For validity, the
columns are the results of a chosen criterion standard and the rows are the results of the test in question.
For reliability, the kappa statistic applies. The value of this statistic provides an index of just how reliable
the test is. A good kappa score is 0.6 or more. Scores less than 0.4 indicate that the test is essentially
useless, for it generates more errors than truth.
For validity, the intrinsic properties of a test are its sensitivity and specificity. From these can be derived
the likelihood ratio. The likelihood ratio is the operator that converts pre-test prevalence to post-test
confidence in diagnosis. When the likelihood ratio is 1.0 or little greater than 1.0, the test is essentially
useless, for it does not improve diagnostic confidence appreciably above the prevalence of the condition.
Practitioners in musculoskeletal medicine should be equipped with an ability to derive kappa scores and
likelihood ratios, and should demand these of speakers, writers and teachers, for unless the promulgators of
tests provide these data the consumer cannot be certain that they are not being taught a useless test.
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APPENDIX A.
For each of the following contingency tables calculate the sensitivity and specificity.
TEST
RESULT

pos
neg

CRITERION
STANDARD

CRITERION
STANDARD

CRITERION
STANDARD

pos

neg

pos

neg

pos

neg

432
126

61
97

206
97

117
342

87
193

46
72

sensitivity
specificity

APPENDIX B.
For a test with a sensitivity of 0.8 and a specificity of 0.7, calculate the positive predictive value of the test
as the prevalence of the index condition changes from 10%, to 40% and 80%.

PREVALENCE
TEST RESULT

10%

40%

80%

CRITERION
STANDARD

CRITERION
STANDARD

CRITERION
STANDARD

pos

pos

pos

neg

neg

pos
neg
PPV

Answers to Appendix A: 0.77,0.61;0.68,0.75;0.31,0.61.
Answers to Appendix B: 0.22, 0.64, 0.91

neg
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APPENDIX C.
DERIVATION OF THE LIKELIHOOD RATIO
Consider the contingency table:

RESULTS OF TEST

CRITERION STANDARD
positive

negative

a
c

b
d

a+b
c+d

a+c

b+d

a+b+c+d=N

positive
negative

The objective is to find a general solution for positive predictive value independent of N.
Given are the properties of the test.
Sensitivity (Sens)

=

a / (a + c)

........................................ (1)

Specificity (Spec)

=

d / (b + d)

........................................ (2)

Prevalence (Prev)=

(a + c) / N

Also,
........................................ (3)

and
N

=
=

a+b+c+d
(a + c) + (b + d) ........................................ (4)

Aim: to solve for positive predictive value (PPV)
PPV

=

a / (a+ b)

......................................... (5)

Step 1: find a
From (1)
From (3)
Whereupon,

a
=
(a + c) =
a

(a + c) [Sens]
N [Prev]
=

N [Prev] [Sens] ....................................... (6)

Step 2: find b
(b + d) / (b + d) =
b / (b + d) + d / (b + d)

=

1
1
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b / (b + d) + [Spec]

=

1

b / (b + d)

=

1 - [Spec]

b

=

(b + d) ( 1 - [Spec] )

From (4)
From (3)
Substituting into (5)

(b + d) =
(b + d) =
b

........................... (7)

N - (a + c)
N - N [Prev]
=
N ( 1 - [Prev] )
=

N ( 1 - [Prev] ) ( 1 - [Spec] )

............. (8)

Step 3: combining (6) and (8) into (5)
PPV

=

=

=

=

=

=

Upon inverting,
=

The factor,

, is the prevalence odds.

The factor,

, is the positive predictive odds.

Thus, the prevalence odds and the positive predictive odds are related by the coefficient:

.
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Let

be defined as the LIKELIHOOD RATIO.

In this manner, the positive predictive odds are a function of the prevalence odds and the likelihood ratio,
which in turn is a function of the intrinsic properties of the test: sensitivity and specificity.
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